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Abstract

Because of the increasing popularity of machine learning methods, it is becoming important to
understand the impact of learned components on automated decision-making systems and to
guarantee that their consequences are beneficial to society. In other words, it is necessary to
ensure that machine learning is sufficiently trustworthy to be used in real-world applications.
This thesis studies two properties of machine learning models that are highly desirable for the
sake of reliability: robustness and fairness.
In the first part of the thesis we study the robustness of learning algorithms to training data
corruption. Previous work has shown that machine learning models are vulnerable to a range
of training set issues, varying from label noise through systematic biases to worst-case data
manipulations. This is an especially relevant problem from a present perspective, since modern
machine learning methods are particularly data hungry and therefore practitioners often have
to rely on data collected from various external sources, e.g. from the Internet, from app users
or via crowdsourcing. Naturally, such sources vary greatly in the quality and reliability of the
data they provide. With these considerations in mind, we study the problem of designing
machine learning algorithms that are robust to corruptions in data coming from multiple
sources. We show that, in contrast to the case of a single dataset with outliers, successful
learning within this model is possible both theoretically and practically, even under worst-case
data corruptions.
The second part of this thesis deals with fairness-aware machine learning. There are multiple
areas where machine learning models have shown promising results, but where careful considera-
tions are required, in order to avoid discrimanative decisions taken by such learned components.
Ensuring fairness can be particularly challenging, because real-world training datasets are
expected to contain various forms of historical bias that may affect the learning process. In
this thesis we show that data corruption can indeed render the problem of achieving fairness
impossible, by tightly characterizing the theoretical limits of fair learning under worst-case
data manipulations. However, assuming access to clean data, we also show how fairness-aware
learning can be made practical in contexts beyond binary classification, in particular in the
challenging learning to rank setting.
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CHAPTER 1
Introduction

Machine learning algorithms have shown great potential in recent years by improving substan-
tially upon the state of the art in multiple real-world applications of computer science, for
example in image recognition [HZRS16], language understanding [DCLT19] and protein struc-
ture prediction [JEP+21]. Due to this outstanding performance of learning-based algorithms,
there is an increasing amount of interest by practitioners in producing such models tailored to
their purposes.

Because of the popularity of machine learning methods, it is becoming increasingly important
to understand the impact of such learned components on automated decision-making systems
and to guarantee that their consequences are beneficial to society. In other words, it is
necessary to ensure that machine learning is sufficiently trustworthy to be used in real-world
applications.

One of the key challenges towards building reliable machine learning models is that of
ensuring robustness against training data corruption. Indeed, previous work has shown that
modern machine learning models are not robust to problems in the train data. In particular,
issues varying from label noise through model misspecifications to worst-case train data
corruptions (a.k.a. data poisoning) can easily affect the performance of learned classifiers
[Hub64, BNL12a, DKK+16, KL17], leading to poor model performance at test time. In addition,
several classic hardness results [KL93, BEK02] state that there is no learning algorithm that
can provably recover an optimal decision rule in the presence of data manipulations, unless
restrictive assumptions about the type of corruptions are made.

These issues are especially relevant from a present perspective, since modern machine learning
methods are particularly data hungry. Therefore, when training models practitioners often rely
on data collected from various external sources, e.g. from the Internet, from app users or via
crowdsourcing. Naturally, such sources vary greatly in the quality and reliability of the data
they provide. Moreover, the structure of the resulting training dataset is different than what is
assumed in classic robust machine learning theory. In contrast to a single block of i.i.d. data,
with some potential outliers inside, a dataset obtained from multiple external sources consists
of groups/batches, one from each source, and we expect some of these groups to contain
clean data, while others - potentially corrupted. Due to these differences, classic techniques for
defending machine learning against data corruptions may be suboptimal in such a multi-source
scenario.
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1. Introduction

With these considerations in mind, the first part of this thesis deals with the problem of
designing machine learning algorithms that are robust to corruptions in data coming from
multiple sources. In the setup we study, some of the data sources may provide data that is
noisy or systematically or even maliciously perturbed. We show that, in contrast to the single
dataset case, successful learning within this model is possible both theoretically and practically.
To this end, we describe the fundamental limits of learning against a malicious agent that
controls some of the sources. We also design a practical algorithm for such grouped data and
show that it exhibits strong performance in an extensive experimental evaluation.

Next, we move on to explore another property of machine learning models that is crucial for
their real-world reliability, namely their fairness. Indeed, some of the areas where machine
learning has shown promising results require careful considerations regarding the social impact
that automated decisions can have [BHN19, MMS+19]. For example, whenever a learned
system is used for screening the quality of job or loan applications, it is crucial to ensure that
the model does not discriminate applicants based on their gender, race or other attributes
protected by law or by ethical considerations. Similarly, if a machine learning model is used for
suggesting personalized recommendations on online music platforms, it is important to ensure
fair exposure for the performers.

There are multiple challenges related to achieving fairness in the context of machine learning.
Firstly, an obstacle can again be the presence of data corruption, because real-world data is
usually based on past human decisions, which are often prone to historical bias [MMS+19].
At the same time little is known about the effect of general data corruptions, such as label
noise or adversarial manipulations, on fairness-aware learning. A second challenge is that
the majority of fairness-aware learning algorithms and the corresponding theoretical results
only consider the case of binary decision making. In contrast, machine learning is extensively
used in much more complicated domains, such as recommended systems, in which, as already
argued, fairness concerns can also arise.

Therefore, a second topic addressed in this thesis is that of machine learning fairness. In
particular, we study the limits of fairness-aware learning under worst-case data corruption. We
find that, alarmingly, guaranteeing fairness under such data issues is impossible and moreover
the amount of unfairness that can not be avoided increases for problems where one of the
protected subpopulations in the data is underrepresented (e.g. there are not many applicants
of color for a job position). We also demonstrate a way of transfering classic fair learning
techniques from binary classification to ranking, thereby providing theoretical guarantees for
fair ranking and designing a scalable fairness-aware algorithm for this task.

The rest of the thesis is structured as follows:

• In Chapter 2 we introduce several notions that are central to machine learning theory
and on which we heavily rely throughout the thesis. We also discuss various concepts
from the theory of robust and fair machine learning, including such that will be recurrent
throughout the text.

• Chapters 3 and 4 are dedicated to the topic of robust learning from multiple unreliable
data sources. In Chapter 3 we study the theoretical limits of learning against an
adversarial opponent that controls a subset of the data sources. In Chapter 4 we provide
a practical algorithm for the studied problem, under the additional assumption that a
small trusted reference dataset is given.

2



• In Chapter 5 we study the interplay between robustness and fairness and tightly charac-
terize the limits of fairness-aware learning from corrupted data.

• Chapter 6 deals with fairness in ranking. We show how a number of popular fairness
notions from binary classification can be integrated into modern learning-based ranking
methods with little computational overhead and with theoretical guarantees. Furthermore,
we show that improving fairness in the context of ranking often comes with little to no
sacrifice of model utility.

3





CHAPTER 2
Preliminaries

In this chapter we introduce several machine learning concepts and notions that will be central
to the work presented in this thesis. First, we give a short introduction to (supervised) machine
learning. We place particular emphasis on the classic PAC learning framework, which provides
a tool for studying the hardness of learning problems and analyzing the properties of learning
algorithms. We also discuss several concepts from trustworthy machine learning research, with
a focus on those notions from the robustness and fairness literature that will be central to our
analysis later on.

2.1 Supervised machine learning

2.1.1 Elements of the supervised learning problem
In a nutshell, the goal of supervised machine learning is to use a dataset of input-label pairs
to construct a general rule for assigning (predicting) labels to future inputs. The underlying
hypothesis is that if such a labeling rule is constructed in a way that explains the train data,
then this rule will also generalize, in the sense that it will be accurate at predicting the true
labels for the future inputs as well.

To formalize this, we adopt a classic statistical learning framework, following e.g. [SSBD14,
MRT18]. In this context, the supervised learning problem has the following ingredients.

An input space X The input space is the set of instances that we will be aiming to label.
This can for example be the set of all possible emails or the set of all possible applicants for
a job position. In the case of emails, one may be interested in constructing a classifier that
decides if an email is spam or ham. In the case of job applicants, a useful classifier is one that
is able to predict if an applicant will do well at the job they are applying for or not.

Commonly, the inputs (i.e. the elements of X ) are represented via elements of some metric
space, for example Rd. That is, instead of working directly with the text of the emails, or the
CV of the applicants, feature representations for each input are given instead. There could
be handcrafted features based on domain-specific considerations (for example, bag-of-words
representations [MSR08] for the case of text), or could themselves be extracted via a machine
learning model pretrained on massive amounts of data for a similar machine learning tasks (for
example, using a state-of-the-art NLP model, such as BERT [DCLT19]). In such cases, we will

5



2. Preliminaries

identify the inputs with their feature representations directly, since we assume that the feature
extractors are given and fixed. Therefore, we will also identify X with the corresponding metric
space of the features, e.g. Rd.

A label space Y The label (or output) space is the set of all possible labels that can
be assigned to an instance. A common example is the case of classification, where Y =
{0, 1, . . . , k − 1}. Problems for which k = 2, such as those mentioned above, are called binary
classification tasks and problems where k > 2 are known as multi-class classification tasks. In
other cases labels can take continuous values, for example when Y = R, a case that we refer
to as regression.

A training dataset The training set refers to the provided example input-label pairs. We
will often denote the training data by S = {(xi, yi)}n

i=1 ∈ (X × Y)n. This is the set of
examples that should be used for constructing a labeling function. An important parameter is
the number of samples, denoted here by n. Intuitively, the larger the value of n, the more
information we have about the prediction task at hand. In other words, one would expect that
the learning problem gets easier as access to more data is given.

A hypothesis space A hypothesis space is a set of possible labeling rules to choose
from. Formally, we assume that a hypothesis space H ⊂ YX is given. Each element h
of H is a function h : X → Y from the input space to the label space and represents
a rule for labeling inputs. For example, if X = Rd for some d ∈ N+ and Y = {0, 1},
then a commonly used hypothesis space is the one of all linear classifiers on Rd, namely
H =

{︂
h : h(x) = sign

(︂
wT x

)︂
for some w ∈ Rd

}︂
.

A learner A learner is a procedure that takes the set S of labeled examples and outputs a
hypothesis from H that, ideally, accurately predicts labels given inputs. Formally, a learner is
a function:

L : ∪∞
n=1 (X × Y)n → H. (2.1)

Note that here we think of the learner as any procedure that takes a dataset of arbitrary size
and returns a hypothesis, thereby focusing on the statistical, rather than the computational,
questions regarding learning.

A loss function The loss function measures the penalty incurred when assigning a wrong
label to an instance. Intuitively, the goal of learning is to find a hypothesis that accurately
predicts labels given inputs. For any hypothesis h ∈ H one can measure the quality of its
prediction on a input-label pair (x, y) via a loss function ℓ : Y × Y → R+, by computing
ℓ(h(x), y). A natural requirement is that ℓ(y, y) = 0 and ℓ(y1, y2) > 0 for any y, y1, y2 ∈ Y
with y1 ̸= y2.

Commonly used loss functions are the 0−1 loss for classification, that is ℓ(y1, y2) = 1 {y1 ̸= y2};
as well as the square loss for regression, i.e. ℓ(y1, y2) = (y1 − y2)2.

Although the loss function gives a way of measuring the performance of a hypothesis on one
input-label point, it is unclear how to formalize the objective of finding a hypothesis that works
well on multiple future inputs. Moreover, in order to have any hope of constructing such a
hypothesis based on the training data, one needs to ensure that the points in S are in some
sense representative of the future input-output pairs that the learner will be tested on.
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2.1. Supervised machine learning

Next, we present a standard way to formulate these issues in statistical terms, by adopting a
standard PAC learning framework.

2.1.2 Statistical PAC learning
The objective of learning Since the learner only operates with a set of training examples,
an underlying assumption for successful learning is that the learner will be able to generalize
their knowledge based on these examples to new, unseen inputs and so to perform well at
prediction time. Intuitively, this should be the case whenever the new inputs are similar to
those that were observed by the learner at train time. To formalize this, a standard assumption
is that both the training and the test examples are sampled from a distribution D ∈ P(X × Y)
in an independent and identically distributed (i.i.d.) manner.
This statistical treatment allows for a formalization of the learning objective. The intuitive
goal of providing a hypothesis that works well on new inputs translates to the goal of finding
a hypothesis with a small expected loss under the distribution D, that is finding an h ∈ H
such that:

R(h) = E(x,y)∼D (ℓ(h(x), y)) (2.2)
is small. In the case when Y = {0, 1} and ℓ is the 0 − 1 loss, R(h) is also called the risk of h.

PAC learnability Given the training dataset S = {(xi, yi)}n
i=1 ∈ (X × Y)n, the learner

predicts L(S) ∈ H. Then the performance of the learner can be measured via the expected
loss of the hypothesis that it returns, that is via R(L(S)). While one may expect a perfect
learner to always return a hypothesis with expected loss equal to 0, there are several limitation
that may in general make this impossible:

• For many distributions there will be no hypothesis in H that achieves risk of 0. In such
situations, the performance of the learner, as measured by R(L(S)), should be compared
to the best possible hypothesis in the hypothesis space, that is to infh∈H R(h), rather
than to 0. In this sense, a good learner learner has to be agnostic to any assumptions
about the input-label distribution and work as well as possible for any distribution
instead.

• Since the learner works with a finite set of samples, there is always a certain probability
that the n samples in S will end up being unrepresentative of the underlying distribution
D. For example, if X is discrete, there is a non-zero probability that all inputs will end
up being the same, even if D assigns a significant mass on the other points in X as
well. Such situations, although increasingly unlikely for large values of n, imply that in
general the learner can only be expected to probably (usually) work.

• Even when the learner is presented with a useful set of samples S, the sample size is
still finite and any estimate of the underlying distribution D will in general only be an
approximation. Therefore, we can only expect that the learner works approximately as
well as the best hypotheses in H.

These considerations naturally lead to the concept of agnostic probably approximately correct
learning (agnostic PAC learning), as introduced by Leslie Valiant [Val84]. Intuitively, a learner
will be successful if, given a sufficiently large training set from a distribution, they manage to
output a hypothesis that is approximately as good as the best ones in the hypothesis class,
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and do so with high probability with respect to the sampling of the data. If such a learner
exists, then a hypothesis space is in a sense “learnable” - there is a learner that performs well
on it given enough data. This is formalized in the following definition.

Definition 1 (Agnostic PAC Learnability). A hypothesis space H is agnostic PAC learnable with
respect to a loss function ℓ : Y × Y → R+, if there exists a learner L : ∪∞

n=1 (X × Y)n → H
and a function mH : (0, 1) × (0, 1) → N, such that for any ϵ, δ ∈ (0, 1) and any distribution
D, if the learner takes as input a set S of at least mH(ϵ, δ) points sampled i.i.d. from D, then
with probability at least 1 − δ with respect to the sampling of the points in S:

R(L(S)) ≤ inf
h∈H

R(h) + ϵ. (2.3)

Whenever H is agnostic PAC learnable, the (point-wise) smallest possible function mH
determines the so-called sample complexity of H, that is, how many samples are indeed so
that an ϵ-good hypothesis can be recovered with probability at least 1 − δ, regardless of the
underlying probability distribution.

Realizable PAC learning An important special case of the PAC learning problem is the
one where the label space is binary and the distribution D under consideration is such that
there exists a perfectly accurate hypothesis in H, that is a hypothesis h∗ ∈ H, such that
P(x,y)∼D(h∗(x) = y) = 1. Note that this means in particular that the labels are deterministic
given the inputs (up to a set of measure 0). This scenario is referred to in the literature as
the realizable PAC learning scenario. In such a context we have the following definition of
PAC learnability (without the term “agnostic” included, since we are now making a specific
assumption about the type of distributions D that are allowed).

Definition 2 (PAC Learnability (realizable case)). A hypothesis space H is PAC learnable
with respect to the 0 − 1 loss function, if there exists a learner L : ∪∞

n=1 (X × Y)n → H and
a function mH : (0, 1) × (0, 1) → N, such that for any ϵ, δ ∈ (0, 1) and any distribution D for
which the realizability assumption holds with respect to H, if the learner takes as input a set
S of at least mH(ϵ, δ) points sampled i.i.d. from D, then with probability at least 1 − δ with
respect to the sampling of the points in S:

P(X,Y )∼D(L(S)(X) ̸= Y ) ≤ ϵ. (2.4)

Uniform convergence Since both the training and test samples are assumed to be drawn
from D in an i.i.d. manner, one may hope that the performance of a hypothesis at prediction
time can be estimated by looking at its performance on the data points in S. Therefore, it is
natural to consider the empirical loss of any h ∈ H, given by

ˆ︂R(h) = 1
n

n∑︂
i=1

ℓ(h(xi), yi). (2.5)

This concept leads to a natural learning algorithm that simply selects a hypothesis by minimizing
the empirical risk, giving rise to the empirical risk minimization principle (ERM principle).
Formally, the ERM learner LERM : ∪∞

n=1 (X × Y)n → H is defined as

LERM(S) = argmin
h∈H

ˆ︂R(h) ∀S ∈ ∪∞
n=1 (X × Y)n . (2.6)

One may hope that if ˆ︂R(LERM(S)) is small, then this guarantees that the same is true
for R(LERM(S)) and therefore that the ERM rule necessarily recovers a good hypothesis.
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However, this does not follow directly from the law of large numbers, since LERM (S) depends
on the data points in S and therefore standard concentration arguments are insufficient to
show that the empirical and the true risk of this hypothesis are close to each other. Instead, in
order to show this one needs to require that the empirical and the true risk are close to each
other for all hypothesis in H, that is, that concentration holds uniformly over the hypothesis
space. This naturally needs to the concept of uniform convergence, which is presented in the
following definition.

Definition 3 (Uniform Convergence). A hypothesis space H is uniformly convergent with
respect to a loss function ℓ : Y ×Y → R+, if there exists a function mUC

H : (0, 1)×(0, 1) → N,
such that for any ϵ, δ ∈ (0, 1) and any distribution D, if the learner takes as input a set S
of at least mUC

H (ϵ, δ) points sampled i.i.d. from D, then with probability at least 1 − δ with
respect to the sampling of the points in S:

sup
h∈H

|R(h) − ˆ︂R(h)| ≤ ϵ. (2.7)

Whenever H is uniformly convergent, we refer to the component-wise smallest possible function
mUC

H as the rate of uniform convergence of H.
It is easy to see that any uniformly convergent hypothesis space is also agnostic PAC learnable.

Proposition 1. Whenever H is uniformly convergent with rate mUC
H , H is also agnostic PAC

learnable with sample complexity at most mUC
H

(︂
ϵ
2 , δ

)︂
.

Proof. Fix any ϵ, δ ∈ (0, 1) and let D be an arbitrary distribution on X × Y . For any dataset
S of size at least mUC

H

(︂
ϵ
2 , δ

)︂
, sampled i.i.d. from D, with probability at least 1 − δ we have

that
sup
h∈H

|R(h) − ˆ︂R(h)| ≤ ϵ

2
and so

R(LERM(S)) ≤ ˆ︂R(LERM(S)) + ϵ

2 = min
h∈H

ˆ︂R(h) + ϵ

2 ≤ inf
h∈H

R(h) + ϵ

Therefore the ERM learner is an agnostic PAC learner for H, with sample complexity mH(ϵ, δ) ≤
mUC

H

(︂
ϵ
2 , δ

)︂
.

In particular, this result suggests that the ERM rule is a reasonable approach to learning and
that, if the hypothesis space is uniformly convergent, ERM is in fact an agnostic PAC learner.

2.1.3 Measures of complexity
The bias-variance trade-off From a more practical perspective, one may want to decide
what type of a hypothesis space should be chosen given a particular supervised learning
problem, that is, for a fixed but unknown distribution and given some amount of data.
In the context of learning with the ERM rule, an intuitive trade-off emerges. On the one hand,
selecting a hypothesis space of large size will increase the likelihood of finding a hypothesis
that performs well on the training data set and so the ERM rule will yield a hypothesis with
small empirical loss. On the other hand, if the hypothesis space is too large, the uniform
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convergence property is more likely to be violated or at least occur at a slower rate. Therefore,
because of the finite sample size, the ERM hypothesis might not generalize and perform poorly
at test time.
It turns out that this reasoning applies to learning more generally, resulting in the so-called
bias-variance trade-off. For hypothesis spaces that are too “simple”, there might be no
hypothesis that performs well on a given distribution, resulting in a large, irreducible bias
term. At the same time, whenever a hypothesis space is too “rich”, there might be multiple
hypothesis that appear as good candidates based on the train data. However, the limited
sample size and the large number of potential candidates result in a corresponding variance
term that describes the hardness of accurately estimating the properties of the true data
distribution given the training set only. In-between there is a sweet spot, where a hypothesis
space whose “complexity” is the right one for the task at hand hits the best possible trade-off
between bias and variance. Note that this reasoning can be seen as an instance of the Occam
razor: out of various possible statistical models for a given task (that is, various choices of
H), one should select the one that works (has small bias) and is as simple as possible (has
small variance).
These considerations emphasize on the importance of studying various notions of the complexity
(i.e. richness) of hypothesis spaces in the context of learning. One may hope that an appropriate
notion of complexity can then inform machine learning practitioners on how to select a
hypothesis space given a particular learning task, through the lens of the bias-variance trade-off.
Moreover, it is intuitive that good notions of complexity may provide sufficient and necessary
conditions for PAC learnability, as hypothesis spaces that are “too rich” may induce learning
problems that are impossible to solve even with infinite data.
We now discuss two popular complexity measures, the VC dimension and the Rademacher
complexity, which are central concepts in learning theory and which allow for quantifying the
bias-variance trade-off and proving PAC-style guarantees for learning algorithms.

VC dimension Consider the context of binary classification with the 0 − 1 loss. Given n
points x1, . . . , xn ∈ X , denote

Hx1,...,xn
:= {(h(x1), . . . , h(xn)) : h ∈ H}.

Note that |Hx1,...,xn| is the number of possible label assignments that the hypotheses in H
can give to the n data points. Clearly |Hx1,...,xn| ≤ 2n and if |Hx1,...,xn| = 2n we will say that
H shatters the set of points {x1, . . . , xn}. Next define the growth function of H as

SH(n) = sup
x1,...,xn

|Hx1,...,xn|.

Again, SH(n) ≤ 2n and if SH(n) = 2n then there exists a set of n input points that H can
shatter. Intuitively, if H can shatter a large number of input points, then H constitutes a
very rich set of models. This motivates the following definition of what is known as the VC
dimension of a binary hypothesis space H.

Definition 4. The VC dimension of a hypothesis space H ⊂ {0, 1}X is the maximum number
of points that H can shatter, that is the largest n ∈ N, such that SH(n) = 2n. If no such n
exists, then we say that H is of infinite VC dimension.

It turns out that the VC dimension being finite is a necessary and sufficient condition for
agnostic PAC learnability.
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2.1. Supervised machine learning

Theorem 1 (The Fundamental Theorem of Statistical Learning, [SSBD14]). Let H ⊂ {0, 1}H

and let the loss under consideration be the 0 − 1 loss. Then the following statements are
equivalent:

• H is agnostic PAC learnable.

• H is PAC learnable.

• H is uniformly convergent.

• H has a finite VC dimension.

• ERM is a successful (agnostic) PAC learner for H.

Furthermore, one can quantitatively describe the speed at which the uniform convergence
property holds for H, via the following result:

Theorem 2 (p. 342 in [SSBD14]). Let D ∈ P(X × Y) be a fixed distribution and suppose
that H is of finite VC dimension d = V C(H). Then for any δ ∈ (0, 1)

P

⎛⎝sup
h∈H

|ˆ︂R(h) − R(h)| > 2
√︄

8d log( en
d

) + 2 log(4/δ)
n

⎞⎠ ≤ δ. (2.8)

This result, together with the link between uniform convergence and agnostic PAC learning
described in Section 2.1.2, can be used to show that a hypothesis space with VC dimension d
is agnostic PAC learnable with sample complexity:

mH(ϵ, δ) = ˜︁Ω(︄d + log(1/δ)
ϵ2

)︄
. (2.9)

As an alternative formulation, Theorem 2 implies that given a training set of size n, one can
guarantee that the distance between the empirical and the true risk of a hypothesis is at most
of ˜︁O (︂√︂

d
n

)︂
.

In the realizable PAC learning case one can show that the sample complexity of a hypothesis
space with a finite VC dimension is actually smaller that in the agnostic case. Specifically, one
can show that [SSBD14]

mH(ϵ, δ) ≤ O
(︄

d log(1/ϵ) + log(1/δ)
ϵ

)︄
. (2.10)

In particular, only O
(︂

1
ϵ

)︂
samples are needed to find an ϵ-optimal solution, as compared to

O
(︂

1
ϵ2

)︂
in the general case. It is therefore standard to refer to the O

(︂
1
ϵ

)︂
rates achievable in

the realizable PAC learning scenario as “fast statistical rates”.

Rademacher complexity In the case of a non-binary label space and a general loss function
a more sophisticated complexity measure, namely the Rademacher complexity, can be used to
describe the sample complexity and uniform convergence rates of a hypothesis space.
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Definition 5. Let H be a hypothesis space and ℓ be a loss function. Let S = {(xi, yi)}n
i=1

be a set of n i.i.d. data points from a distribution D. Let σ = (σ1, . . . σn) be a set of n i.i.d.
Rademacher random variables, that is, random variables uniformly distributed on {−1, 1}.
Then the empirical Rademacher complexity of H with respect to ℓ and the sample S is defined
as ˆ︁RS(ℓ ◦ H) = Eσ

(︄
sup
h∈H

1
n

n∑︂
i=1

σiℓ(h(xi), yi)
)︄

. (2.11)

The (distributional) Rademacher complexity of H with respect to ℓ and the distribution D is
defined as

Rn(ℓ ◦ H) = ES∼Dn

(︄
Eσ

(︄
sup
h∈H

1
n

n∑︂
i=1

σiℓ(h(xi), yi)
)︄)︄

= ES∼Dn

(︂ ˆ︁RS(ℓ ◦ H)
)︂

. (2.12)

Intuitively, the Rademacher complexity captures the degree to which the hypothesis space can
capture random noise [MRT18] and is therefore a useful measures of the expressiveness of H.
As a result, one can also use the Rademacher complexity to bound the gap between the test
time and the train time loss of a classifier, uniformly over the hypothesis space.

Theorem 3 (Theorem 3.3 in [MRT18]). Let H be a hypothesis space and ℓ be a loss function
such that ℓ(y1, y2) ≤ M for some M > 0 and for all y1, y2 ∈ Y . Then for any δ ∈ (0, 1), with
probability at least 1 − δ over the i.i.d. sampling of a training set S ∼ Dn from a distribution
D, each of the following holds uniformly over all h ∈ H:

R(h) ≤ ˆ︂R(h) + 2Rn(ℓ ◦ H) + M

√︄
log(1/δ)

2n
(2.13)

and
R(h) ≤ ˆ︂R(h) + 2 ˆ︁RS(ℓ ◦ H) + 3M

√︄
log(2/δ)

2n
. (2.14)

In the special case of binary classification, the Rademacher complexity can be upper-bounded
using the VC dimension d = V C(H). The Rademacher complexity can first be bounded in
terms of the growth function of H as follows:

Rn(ℓ ◦ H) ≤
√︄

log(SH(n))
2n

. (2.15)

Next, Sauer’s lemma can be used to show that whenever n ≥ d,

SH(n) ≤
(︃

en

d

)︃d

.

Therefore, for any n ≥ d,

Rn(ℓ ◦ H) ≤
√︄

d log(en/d)
2n

≤ ˜︁O
⎛⎝√︄d

n

⎞⎠ . (2.16)

Note that this upper bound can be used together with Theorem 3 to show a bound on the
excess risk with the same asymptotic behavior as the one in Theorem 2. In particular, the
bound based on the VC dimension is looser. This is essentially because the VC dimension is a
distribution-agnostic measure of complexity and generalization arguments that are based on it
are necessarily worst-case over the properties of D. In contrast, the Rademacher complexity
is a tool for providing distribution or data-dependent guarantees for learning, which can be
tighter for certain “easier” learning problems.
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2.2 Learning from corrupted data
As discussed in the previous section, one of the central assumptions within the framework of
PAC learning is that the training set S is sampled i.i.d. from the target data distribution D.
While being natural and convenient from a theory perspective, this assumption hardly ever
holds in practice. There are various real-world data problems that can lead to a deviation
from the i.i.d. model, for example dependence between the samples or underrepresentation of
the certain subpopulations. In this thesis we focus on another issue that is of high relevance
in practice, namely that of data corruption, that is, the presence of noisy, biased or even
purposely manipulated entries within a subset of the training data.

In the presence of data corruption, a cause of concern is that the machine learning guarantees
that are traditionally developed under the idealistic i.i.d. assumption may not apply anymore
because this assumption is not fulfilled. Unfortunately, empirical observations have shown that
such deviations from the classic theory can indeed lead to poor performance of learned models
[BNL12a, CLL+17, SNT+20]. In other words, models trained via classic machine learning
techniques are often not robust to the data corruption. This naturally hinders the applicability
of such systems to real-world tasks.

A major focus of this thesis is on overcoming the aforementioned issues by developing
machine learning algorithms that offer provable performance guarantees and strong empirical
performance, even when a fraction of the training data is corrupted. In this section, we first
motivate this problem and give specific examples of the types of data corruptions that can be
expected in machine learning datasets. Then we introduce several classic models that allow us
to reason about learning from a potentially corrupted dataset.

We note that learning from corrupted training data is a field with long history, where both
theoretical and experimental issues have been widely studied, e.g. [Tuk60, Hub64, AL88,
KL93, CBDF+99, BEK02, CS04, BNL12a, CSV17, SKL17, CLL+17, DKK+19b]. A complete
overview of this field is therefore unavoidably beyond the scope of this thesis. Instead, we
focus on concepts related to robustness in the context of PAC learning.

2.2.1 Motivation
There are various types of data corruption that are known to occur in real-world training data.
Here we present a few motivating examples.

Label noise One of the most commonly cited problems with real-world data is that of
label noise [FV13]. This issue is particularly prevalent in recent years, since it is becoming
increasingly common to label datasets via crowdsourcing platforms, such as Amazon Turk,
and the quality of the obtained labels is often low.

Measurement errors Various types of random or systematic errors can also appear on
the level of the input variables [BEK02]. For example, in many scientific fields data is often
obtained via taking measurements by using sophisticated devices. Since these devices are often
used as black boxes, a practitioner may not notice certain malfunctions that result in random
or systematic errors for some data entries.

Historical bias In many cases when machine learning models are trained as part of a real-
world decision making system, one may expect training data issues related to bias stemming
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from past human behavior [MMS+19]. For example, when creating models for evaluating job
applications, the training data used will likely be based on previous rounds of applications,
where human decision makers may not have been completely objective in their evaluations.

Adversarial manipulations of the data In some cases one may expect worst-case manipu-
lations of the data that specifically target the model’s accuracy or other desirable properties,
such as the model’s fairness. For example, in 2016 Microsoft released its own Twitter bot,
called Tay, that was meant to learn from real-world Twitter data in an online manner [Hun16].
This resulted in an immediate surge of tweets containing inappropriate content, published by
users seeking to sabotage the performance of the bot. Consequently Tay was taken down by
its creators soon after it started mimicking the malicious data content that it was trained
on. Additionally, multiple studies from the academic community, e.g. [BNL12b, CLL+17],
have shown that even a small fraction of adversarially perturbed training data points can
significantly impact the performance of the resulting model.

These examples suggest that the presence of data corruption is a common phenomenon in
real-world data. Moreover, these and others data quality issues can have a direct negative
impact on model performance. It is therefore important to study various models that go
beyond the classic PAC learning setup by allowing for a certain fraction of the data to deviate
from the clean distribution D. The underlying intention is that such models can inform
machine learning researchers about ways of designing learning algorithms that are robust to
data corruption.

2.2.2 Learning against an adversary
Models of data corruption A common approach towards addressing the issue of poor data
quality is to design learning models under specific assumptions about the types of corruptions
that are present. For example, consider the case of creating a supervised learning dataset
S = {(xi, yi)}n

i=1 based on crowdsourcing, where the inputs are collected centrally and the
crowdsourcing workers are only asked to provide labels. In such a scenario it is natural to
assume that the input variables xi are clean and indeed sampled i.i.d. from the marginal
distribution of the inputs. The corruption model is then restricted to label manipulations.
If it is reasonable to assume that labeling mistakes happen randomly and independently of
the input values, then an appropriate model is that of label noise. In such a scenario, each
data point (xi, yi) is assumed to be generated as follows. First, a clean data point (xc

i , yc
i )

is drawn. Then with some (small) probability α, the label yc
i is flipped and hence the final

data point is (xi, yi) = (xc
i , 1 − yc

i ). Otherwise, with probability 1 − α, the returned point is
(xi, yi) = (xc

i , yc
i ).

There are two main disadvantages of such application-specific data corruption models. Firstly,
the types of corruptions present in the data vary greatly between different applications and
therefore separate models might have to be developed and studied for different scenarios.
Secondly, even within a single application it is often hard to foresee all possible types of data
problems that might be present. Therefore, using a corruption model that is too specific
may lead to flawed guarantees and therefore unexpected performance of the learned model
at prediction time. This is undesirable, especially in security-critical applications of machine
learning, such as autonomous driving and fraud detection. Moreover, the inability to provide
worst-case guarantees for machine learning models may in the long run hinder their adoption
for real-world decision-making tasks.
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The adversary Due to the aforementioned issues, in this thesis we will mostly adopt an
orthogonal, fully worst-case approach to modeling data corruptions. Following an established
framework from the fields of cybersecurity and the software verification, we will assume the
presence of a malicious opponent, called the adversary [BEY05], that may insert corrupted
data points that can be generated with infinite computational resources and can be chosen
with a broad knowledge of the underlying setup, the clean data points and even the learning
algorithm. While in some cases such a worst-case approach may appear overly pessimistic, our
treatment has the advantage of providing a “certificate” for the model performance: whenever
our theoretical analysis provides guarantees against the adversary, these guarantees hold under
a very broad range of possible data problems and therefore cover a rich set of applications and
secure the model against multiple, known or unknown, data issues.

Formally, the adversary is simply a procedure that takes in a clean dataset and output a new,
corrupted set of points of the same size as the original training set. That is, the adversary
is a potentially randomized function A : ∪∞

n=1 (X × Y)n → ∪∞
n=1 (X × Y)n, with the only

constraint that |A(S)| = |S| for any S ⊂ (X ×Y). Typically, we will assume that the adversary
is subject to certain limitations, for example, only being able to affect a certain fraction of
the data. We will denote the set of all possible adversaries, that is, all functions that satisfy
the limitations, by A. Depending on the type of restrictions that are imposed on A, various
adversarial models are obtained. We will present several examples of popular adversarial models
in Section 2.2.3.

One common limitation enforced on the adversary that will be recurring throughout the thesis
is that only a certain fraction of the data, say α ∈ [0, 1], can be manipulated. That is, the
adversary can only manipulate up to αn points, with this upper bound being either approximate
(e.g. Bin(n, α) points can be changed) or exact. In the fields of robust statistics and machine
learning, it is standard to think of α as a small constant and in particular to consider α < 0.5.
Indeed, in the case when α ≥ 0.5, robust estimation has only been shown to be possible under
additional assumptions, for example the possibility of returning multiple candidate estimates
or the availability of a small subset of trusted, clean data [CSV17].

We will consider α as a crucial parameter that describes the power of the adversary and often
refer to an adversary that can corrupt (approximately) αn points as an adversary of power α.

PAC learning against an adversary We now formalize the learner’s objective in the
presence of an adversary. Intuitively, given a supervised learning problem with a hypothesis
space H and a loss function ℓ, a learner L : ∪∞

n=1 (X × Y)n → H will be successful against
the set of adversaries A if it is able to guarantee PAC learnability based on the corrupted data
against any adversary in A ∈ A and for any clean data distribution D. Here we formalize this
as follows:

Definition 6. A hypothesis space H is adversarially agnostic PAC learnable with respect
to a loss function ℓ : Y × Y → R+ and against the set of adversaries A, if there exists a
learner L : ∪∞

n=1 (X × Y)n → H and a function mH : (0, 1) × (0, 1) → N, such that for
any ϵ, δ ∈ (0, 1), any distribution D and any adversary A ∈ A, whenever Sc is an clean i.i.d.
dataset of at least mH(ϵ, δ) points sampled from D and Sp = A(Sc), if the learner takes as
input the set Sp , then with probability at least 1 − δ with respect to the sampling of the
points in Sc and the randomness of the adversary:

R(L(Sp)) = R(L(A(Sc))) ≤ inf
h∈H

R(h) + ϵ. (2.17)
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Intuitively, it is assumed that the adversary has access to an initial clean training dataset Sc

and manipulates it into a poisoned (corrupted) dataset Sp. The learner then works with the
dataset Sp and hence only has access to the corrupted data.
Crucial in this definition is the ordering of the quantifiers. As discussed above, our approach to
the problem of learning from corrupted data is a worst-case one. Therefore, we are assuming
that the adversary acts with a full knowledge of the setup, including the hypothesis space
and loss function, but also the clean distribution, the clean training data and even the learner
itself. In contrast, the learner is assumed to have access only to the hypothesis space, the loss
function and the corrupted data.
This is indeed reflected in the formulation of Definition 6, since the adversary is chosen after
the learner. In particular, for a learner L to achieve PAC learnability, L needs to “work” in the
usual PAC sense under any distribution-adversary pair. Since the adversary is chosen after L
is fixed, this is a way to formalize the claim that the adversary “knows” the learner.
This reasoning is also reflected in the results in the following sections of the thesis. Whenever
we state positive results that certify the existence of a learner achieving a certain performance,
these results will be structured as follows:

There exists a learner L, such that for any distribution D, any adversary A ∈ A and any
δ ∈ (0, 1), with probability at least 1 − δ . . .

Since the learner is fixed before the distribution and the adversary are, it has to work for any
such pair. In contrast, hardness results that show that the adversary can prevent the learner
from finding models with certain properties will have the form:

For any learner L there exists a distribution D and an adversary A ∈ A,
such that with constant probability . . .

Note in particular that the adversary can be chosen after the learner is constructed and together
with the distribution and it can therefore be tailored to their choice.

2.2.3 Adversarial models
We now discuss two established worst-case models of data corruption, namely the malicious
adversary model [Val85] and the nasty adversary model [BEK02]. Throughout the thesis we
will be considering adversaries that are inspired by these classic models and adapted to the
corresponding contexts that we study.
For both models, we assume that a clean dataset Sc ∼ Dn is sampled i.i.d. from D and we
describe the (randomized) procedure for computing a corresponding corrupted dataset Sp.

The malicious adversary model The malicious adversary model was first introduced by
[Val85] and extensively studied by [KL93] and [CBDF+99]. Informally, given a clean dataset,
the malicious adversary has the power to arbitrarily manipulate a randomly chosen subset of
the data of size Bin(n, α), for some corruption ratio α ∈ [0, 1]. Within this random subset,
the adversary can substitute each data point with an arbitrary input-label pair, chosen with
knowledge of the remaining data, the clean distribution and the learning algorithm. Outside
of this set, the points have to remain the same.
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Formally, the process of computing the corrupted dataset Sp = {(xp
i , yp

i )}n
i=1 from the clean

data Sc = {(xc
i , yc

i )}n
i=1 ∼ Dn is as follows:

• The malicious adversary attempts to mark every index/point i ∈ {1, 2, . . . , n} and
succeeds independently with probability α, for a fixed constant α ∈ [0, 0.5). Denote the
set of all marked indexes by P ⊆ [n] and note that |P| ∼ Bin(n, α).

• The adversary computes, in a possibly randomized manner, a corrupted dataset Sp =
{(xp

i , yp
i )}n

i=1 ∈ (X × Y)n, with the only restriction that (xp
i , yp

i ) = (xc
i , yc

i ) for all i ̸∈ P.
That is, the adversary can replace all marked data points in an arbitrary manner, with
no assumptions whatsoever about the points (xp

i , yp
i ) for i ∈ P.

A classic result by [KL93] states that in the context of binary classification any hypothesis
space, excluding degenerate cases, is not adversarially agnostic PAC learnable against the set
of all malicious adversaries. That is, there is no learner that can achieve close to optimal error
with high probability against the malicious adversary, even in the infinite data limit. Moreover,
Theorem 1 in [KL93] shows that a malicious adversary of power α can always ensure that the
error incurred by the learning algorithm is at least α

1−α
.

Crucially in this adversarial model, the indexes of the points that the adversary can change are
independent of the observed data. This assumption is relaxed in the next adversarial model
we study.

The nasty adversary model The nasty adversary model was introduced by [BEK02].
Just like the malicious adversary, the nasty adversary can arbitrarily manipulate a subset of
the data of size Bin(n, α). However, the adversary can choose any randomized procedure,
possibly dependent on the observed data, for selecting the subset that can be corrupted. The
only constraint is that the adversary needs to ensure that the size of the corrupted subset
is distributed as Bin(n, α) with respect to the randomness of the clean data and of the
procedure.
Formally, the process of computing the corrupted dataset Sp = {(xp

i , yp
i )}n

i=1 from the clean
data Sc = {(xc

i , yc
i )}n

i=1 ∼ Dn is the following:

• The nasty adversary observes the clean data and based on Sc computes, in a possibly
randomized manner, a subset P ⊆ [n] of marked indexes. The only constraint on this
procedure is that it must be the case that |P| ∼ Bin(n, α) with the randomness taken
with respect to both the clean data and the adversary’s computations.

• The adversary computes, in a possibly randomized manner, a corrupted dataset Sp =
{(xp

i , yp
i )}n

i=1 ∈ (X × Y)n, with the only restriction that (xp
i , yp

i ) = (xc
i , yc

i ) for all i ̸∈ P.
That is, the adversary can replace all marked data points in an arbitrary manner, with
no assumptions whatsoever about the points (xp

i , yp
i ) for i ∈ P.

The nasty adversary model is strictly stronger than the malicious one. This is because the
nasty adversary can always choose to mark every index independently with probability α, hence
simulating the malicious adversary. In addition, the nasty adversary can already introduce a
harmful bias into the data through the way that it selects the marked data points already. For
example, if the clean data contains a small subpopulation of rare, but important, data points,
the adversary can choose to always mark the points from this subpopulation. Therefore, the
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adversary can ensure that this subpopulation is never present in the corrupted dataset at all.
In contrast, the malicious adversary can not in general ensure that, since the subset of the
data that it can manipulate is random.
In particular, the hardness results implying the impossibility of learning against a malicious
adversary transfer also to the case of the nasty adversary. In fact, for binary classification one
can show that a nasty adversary of power α can always ensure that the error incurred by a
learning algorithm is at least 2α [BEK02].

2.3 Fairness in machine learning
We now turn to another topic in trustworthy machine learning that is studied in this thesis,
namely the one of fairness. As argued in the introduction, with machine learning models
penetrating modern automated decision-making systems, it is becoming increasingly important
to ensure that ML systems do not discriminate individuals or organizations based on various
characteristics protected by law or by certain ethical standards. Such considerations are
especially relevant for tasks such as automated screening of job or loan applications, but also
for medical data, where it is desirable that a disease recognition model works well for people
of all races, say.
Here we discuss what types of fairness notions are commonly considered in the machine
learning literature. Then we focus on one of these types, namely on group fairness notions. We
discuss how these can be studied alongside with accuracy in the context of binary classification.
We also present several group fairness notions that will be studied in this thesis. The short
discussion in this section necessarily touches only on a few topics in fair machine learning. For
a more thorough introduction we refer to [BHN19, MMS+19].

2.3.1 Types of machine learning fairness
Fairness being a rather general and sophisticated philosophical concept, there are many ways
to rigorously define it in the context of supervised machine learning. Focusing on the context
of classification, there are three commonly considered types of fairness, namely individual,
group and counterfactual fairness.

Individual fairness Individual fairness, first discussed in a machine learning context by
[DHP+12], is a constraint on machine learning systems that aims to ensure that, informally,
similar instances (e.g. individuals) are treated similarly by the classifier. The fairness notion
is individual in the sense that it is designed to protect every instance in the population, as
it guarantees that each instance is treated similarly to others like it. Formally, the notion
of individual fairness depends on two distance metrics - one on the space of the inputs
(say, the space of applicants for a job) and one on the space of classifier outputs (e.g. the
square distance between the two scores given by the classifier to two applicants). Individual
fairness is then understood as a Lipschitz property of the classifier with respect to these two
distance metrics [DHP+12]. Choosing the distance notions is therefore the key to incorporating
application-specific fairness considerations.

Group fairness Groups fairness, e.g. [CKP09, HPS16], refers to the concept that the
decisions of a classier should, on average over the population, be taken without exhibiting a
discriminative behavior with respect to a certain protected attribute (e.g. race or gender) of
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the inputs. The exact definition of “discriminative behavior” is typically stated in the form
of a (conditional) independence property between the classifier output and the protected
attribute and may vary between applications. As compared to individual fairness, group fairness
properties are often much easier to state, since they do not require a careful construction
of appropriate distance measures. On the other hand, group fairness ensures that a fairness
property is satisfied in a statistical sense only, that is on average, and therefore it does not
explicitly guarantee fair treatment for every individual instance.

Counterfactual fairness Counterfactual fairness [KLRS17] provides an intuitive notion of
fair treatment with respect to a protected attribute, by aiming to ensure that the decisions of a
classifier would not change in case of an intervention on a particular instance that changes the
value of this protected attribute only. For example, in the case of loan applications decisions,
the outcome of the application of any black individual should not have been different had they
been white (all other presented information being the same). While being both intuitive and
related to every individual of the population, counterfactual fairness notions are often hard to
verify due to the inherent difficulties of counterfactual inference more generally.

2.3.2 PAC Learning and group fairness
In this thesis we will be focusing on group fairness, where the statistical nature of the fairness
constraints allows for tools from PAC learning to be transferred to fairness-aware learning as
well. Here we discuss how the fairness-aware learning problem can be formulated in statistical
terms.

The key necessary addition to the classic PAC learning framework is the notion of a protected
attribute. For any data point, we assume that, in addition to an input x ∈ X and an output
y ∈ Y, a protected attribute value a ∈ A is also given. This should correspond to a feature
with respect to which discriminatory behavior should be avoided, for example race or gender.
A training dataset then consists of n triplets S = {(xi, ai, yi)}n ∈ (X × A × Y)n. We assume
that these data points are sampled from an unknown distribution D ∈ P(X × A × Y) over the
input-attribute-label triplets space and denote the random variables corresponding to x, a and
y as X, A and Y respectively. A fairness-aware learner is a function that takes in a dataset S
of triplets and outputs a hypothesis h from a given hypothesis space H.

Different works define H either as a subset of YX ×A or as a subset of YX . That is, some
works, e.g. [HPS16, WGOS17], allow for the classifier to explicitly use the protected attribute
when making a classification decision, while others, such as [ABD+18, MW18a], do not. In
this thesis we opt for the latter option, so that the classifier is not explicitly using the variables
a ∈ A. Note that while the decision for any particular instance does not use the variable a
directly, the way that the hypothesis is selected by the learner during training is fundamentally
influenced by the protected attribute values, so that, hopefully, fair treatment is ensured at
test time.

There are several reasons why we opt to study classifiers that do not use a directly for their
decisions. Firstly, the protected attribute a can always be assumed to be explicitly present
among the features of the input variable x, so that the other case is also covered by our
analysis. Secondly, in cases when a is not part of the input x, this might be for good reasons:
in many circumstances using a protected attribute value directly when making decisions can
be considered unethical, even if the intentions are to ensure fair treatment. Finally, in some
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situations protected attribute information may be unavailable at test time, for example for
privacy reasons.

Similarly to the classic PAC learning setup, the performance of the learner is measured in terms
of the performance of the returned hypothesis h ∈ H on the distribution D. For measuring
accuracy, the expected risk R(h) can be used again. For fairness, we will again be interested
in the extent to which the fairness property is satisfied by h on a population level, that is,
with respect to the distribution D. To this end, one can define a fairness deviation measure
Γ(h, D), that quantifies the amount of unfairness that h possesses, with respect to the fairness
definition of interest. We give a few examples of such measures in the following section.

2.3.3 Notions of group fairness
Finally, we present the three arguably most popular group fairness notions from the literature,
which will also be considered throughout this thesis: demographic parity, equalized odds and
equality of opportunity. We also give examples of corresponding fairness deviation measures.
The fairness notions are well-defined for a general space A, but we will explicitly consider
the case where A = {0, 1} is binary, for example corresponding to a setup where a single
disadvantaged group of candidates for a job should be protected from discriminatory decisions.
We study the binary case separately since corresponding fairness deviation measures can be
readily defined in this context.

Demographic parity Given a distribution D ∈ P(X × A × Y) and a classifier h : X → Y ,
a natural fairness property is to require that the decisions of the classifier are independent of
the protected attribute, that is h(X) ⊥⊥ A. This fairness notion is known in the context of
machine learning as demographic parity [CKP09, HPS16]. In the case when A = {0, 1}, this
is equivalent to enforcing:

P(X,A,Y )∼D(h(X) = 1|A = 0) = P(X,A,Y )∼D(h(X) = 1|A = 1). (2.18)

In practice, few classifiers will achieve exact fairness in the sense of demographic parity. In
addition, even if a classifier is perfectly fair, this will be impossible to infer from training data,
due to the finite sample size effects. Therefore, it is natural to consider a corresponding fairness
deviation measure [WGOS17, MW18a, WM19], describing the extend to which a classifier
h is unfair. Here we adopt the mean difference score measure of [CV10] and [MW18a] for
demographic parity

Γpar(h, D) =
⃓⃓⃓⃓
P(X,A,Y )∼D(h(X) = 1|A = 0) − P(X,A,Y )∼D(h(X) = 1|A = 1)

⃓⃓⃓⃓
. (2.19)

While being a natural notion of fairness, demographic parity can in many cases be impossible
to achieve alongside with high accuracy. In particular, in a realizable PAC learning setup,
a perfectly accurate classifier h∗ ∈ H exists, but it may be the case that h∗(X) strongly
correlates with the variable A. This reflects the observation that in many cases the true label,
e.g. the suitability for a job, may in fact be correlated with the protected attribute, for example
because of better access to education for people from non-disadvantaged backgrounds. This
observation naturally leads to the notion of equalized odds.

Equalized odds Equalized odds requires that h(X) ⊥⊥ A|Y . That is, the decisions of
the classifier can depend on the protected attribute A, in contrast to the implications of
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demographic parity, but only through the value of the true label. Equivalently, for the case of
binary classification, equalized odds is satisfied if and only if:

P(h(X) = 1|A = 0, Y = y) = P(h(X) = 1|A = 1, Y = y), for both y ∈ {0, 1}. (2.20)

As in the case of demographic parity, one can consider the amount of unfairness that a classifier
possesses, in terms of the deviation from equalized odds, for example

Γodds(h,P) = 1
2

∑︂
y∈{0,1}

⃓⃓⃓⃓
P(h(X) = 1|A = 0, Y = y) − P(h(X) = 1|A = 1, Y = y)

⃓⃓⃓⃓
. (2.21)

Equality of opportunity For some binary classification tasks, one might only be interested
in the fairness of classification decisions regarding instances for which the correct label indicates
a positive outcome (e.g. receiving a job or being granted a loan). In that case, the constraint
of equalized odds can be relaxed for the true negatives. Assuming without loss of generality
that a positive outcome is indicated by Y = 1, we obtain the equality of opportunity fairness
constraint h(X) ⊥⊥ A|Y = 1, or equivalently:

P(h(X) = 1|A = 0, Y = 1) = P(h(X) = 1|A = 1, Y = 1). (2.22)

Again, we can also measure the amount of unfairness by

Γopp(h,P) =
⃓⃓⃓⃓
P(h(X) = 1|A = 0, Y = 1) − P(h(X) = 1|A = 1, Y = 1)

⃓⃓⃓⃓
. (2.23)
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CHAPTER 3
On the Sample Complexity of

Adversarial Multi-Source PAC Learning

We now move to the first topic covered in this thesis, namely that of robust learning from
corrupted data sources.
As discussed in Chapter 2, the problem of learning from adversarially corrupted data is in
general very hard: the classic result of [KL93] states that when a fixed fraction of a training
dataset is corrupted within the malicious adversary model, successful learning in the PAC sense
is not possible anymore. In other words, there exists no robust learning algorithm that could
overcome the effects of adversarial corruptions in a constant fraction of the training dataset
and approach the optimal model, even in the limit of infinite data.
In this and the next chapter we will study learning from untrusted data in a different setup and
show that by tailoring our adversarial model to a specific scenario, learning against a malicious
opponent becomes possible, both in theory and in practice. Specifically, we will consider a
scenario where a number of datasets, coming from different sources, are given for training. In
addition, we will assume that while an unknown subset of these sets may contain corrupted
data, the other datasets will contain data sampled i.i.d. from the target distribution. We refer
to this problem as “adversarial multi-source learning”. In the next section we argue why such a
setup is highly relevant from a practical perspective. Then, for the rest of this chapter, we will
study the limits of adversarial multi-source learning and provide PAC-style upper and lower
bounds on the performance that a learner can achieve under two strong adversarial models. In
Chapter 4 we will also study the problem from a practical perspective and provide an algorithm
for multi-source learning that is designed to work against more moderate data corruptions,
but exhibits a strong performance in a broad range of experiments.

3.1 Motivation and outline
Due to the outstanding performance of modern machine learning algorithms on various
real-world tasks, there is an increasing amount of interest by practitioners in producing
predictive models, specific to their purposes. In many application domains, however, it may
be prohibitively expensive for a single expert to produce a high-quality labeled dataset, that
is large enough for training a good model. Therefore, it has become a common practice to
obtain data from various external data sources. Examples range from the use of crowdsourcing
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platforms, through collecting data from different websites and social networks profiles, to
collaborating with other parties working in similar domains. Once access to such datasets is
granted, they might either be available for training centrally, or be stored distributedly and
used for training via a distributed learning procedure, e.g. via using the recently developed
techniques for federated learning [MR17].

Naturally, datasets obtained from such sources vary greatly in quality, reliability and relevance
for the learning task. For instance, genetic data from multiple laboratories may have been
obtained via different measurement devices or data preprocessing techniques [WMP+03]. In
the case of crowdsourcing, a typical problem is label bias and label noise, due to incompetent
or malicious workers [WLC+10]. More generally, such datasets might also contain gross errors,
contaminations and adversarial modifications of the data [BGS+17]. The variety of possible
deviations from the target data distribution, as well as the large volume and dimensionality of
the data in real-world applications, make the assessment of the quality of the provided data a
difficult task.

In this and the next chapter we will study the problem of how to learn from multiple untrusted
sources, while being robust to any corruptions of the data provided by some of them, be it
such coming from negligence, bias or malicious behavior. The analogous question to the classic
problem of robust learning from one dataset against an adversary is as follows. Given a number
of i.i.d. datasets, a constant fraction of which might have been adversarially manipulated, is
there a learning algorithm that overcomes the effect of the corruptions and approaches an
optimal model?

For the rest of this chapter we study this problem, in the centralized data case, from a formal
PAC learning perspective and provide a positive answer. Specifically, our main result is an
upper bound on the sample complexity of adversarial multi-source learning, that holds as long
as less than half of sources are manipulated (Theorem 4).

A number of interesting results follow as immediate corollaries. First, we show that any
hypothesis class that is uniformly convergent and hence PAC-learnable in the classic i.i.d. sense
is also PAC-learnable in the adversarial multi-source scenario. This is in stark contrast to the
single-source situation where, as mentioned above, no non-trivial hypothesis class is robustly
PAC-learnable. As a second consequence, we obtain the insight that in a cooperative learning
scenario, every honest party can benefit from sharing their data with others, as compared to
using their own data only, even if some of the participants are malicious.

Besides our main result we prove two additional theorems that shed light on the difficulty
of adversarial multi-source learning. First, we prove that the naïve but common strategy of
simply merging all data sources and training with some robust procedure on the joint dataset
cannot result in a robust learning algorithm (Theorem 5). Second, we prove a lower bound
on the sample complexity under very weak conditions (Theorem 6). This result shows that
under adversarial conditions a slowdown of convergence is unavoidable, and that in order to
approach optimal performance, the number of samples per source must necessarily grow, while
increasing the number of sources need not help.

3.2 Related work
To our knowledge, our results are the first that formally characterize the statistical hardness of
supervised learning from multiple i.i.d. sources, when a constant fraction of them might be
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adversarially corrupted. There are a number of conceptually related works, though, which we
will discuss for the rest of this section.

The limits of learning from unreliable data sources Most related is the work of [QV18],
as well as the follow-up works of [CLM19, JO19], that aim at estimating discrete distributions
from multiple batches of data, some of which have been adversarially corrupted. The main
difference to our results is the focus on finite data domains and on estimating the underlying
probability distribution rather than learning a hypothesis.
[Qia18] studies collaborative binary classification: a learning system has access to multiple
training datasets and a subset of them can be adversarially corrupted. In this setup, the
uncorrupted sources are allowed to have different input distributions, but share a common
labelling function. The author proves that it is possible to robustly learn individual hypotheses
for each source, but a single shared hypothesis cannot be learned robustly. For the specific
case that all data distributions are identical, the setup matches ours, though only for binary
classification in the realizable case, and with a different adversarial model.
In a similar setting, [MMM19] show, in particular, that an adversary can increase the probability
of any "bad property" of the learned hypothesis by a term at least proportional to the fraction
of manipulated sources. These results differ from ours, by their assumption that different
sources have different distributions, which renders the learning problem much harder.

Byzantine-resilience in distributed and federated learning Another related general
direction is the research on Byzantine-resilient distributed learning, which has seen significant
interest recently, e.g. [BGS+17, CSX17, YCRB18, YCKB19, AAZL18]. There the focus is on
learning by exchanging gradient updates between nodes in a distributed system, an unknown
fraction of which might be corrupted by an omniscient adversary and may behave arbitrarily.
These works tend to design defences for specific gradient-based optimization algorithms, such
as SGD, and their theoretical analysis usually assumes strict conditions on the objective
function, such as convexity or smoothness. Nevertheless, the (nearly) tight sample complexity
upper and lower bounds developed for Byzantine-resilient gradient descent [YCRB18] and its
stochastic variant [AAZL18] are relevant to our results and are therefore discussed in detail
in Sections 3.4.2 and 3.5.2. The worst-case performance of distributed SGD has also been
studied in the context of asynchronous training [DSZO+15, ADSK18].
The non-i.i.d. split of the data on local devices is one of the main characteristics of federated
learning and the pioneering work of [MMR+17] addresses this by occasionally averaging local
models to ensure global consistency. There is also a large body of literature on attacks and
defences in this context, e.g. [SCST17, BCMC19, FYB18]. Apart from focusing on iterative
gradient-based optimization procedures, these works also allow for natural variability in the
distributions of the uncorrupted data sources.

Other approaches to robust learning from unreliable sources Learning from multiple
sources is a topic relevant for many applications of machine learning and data corruption is a
problem acknowledged in some of these areas. In particular, [BWKT14, KTK12, ABHM17]
and references therein consider the problem of label noise in crowdsourced data. However,
they only focus on label corruptions. [Fen17] considers the fundamental limits of learning
from adversarial distributed data, but in the case when each of the nodes can iteratively
send corrupted updates with certain probability. [FXM14] provide a method for distributing
the computation of any robust learning algorithm that operates on a single large dataset.

25



3. On the Sample Complexity of Adversarial Multi-Source PAC Learning

Robustness has also been explored in the context of multi-view learning, where data arrives
from various feature extractors [ZXXS17, Xie17, ZIK17].

Robust learning from a single data source There is a vast body of literature focusing
on robustness of learning algorithms to corruptions within a dataset, e.g. [Tuk60, KL93,
BEK02, Hub11, DKK+16, PSBR18], and on identifying data corruptions at prediction time,
e.g. [HG17, SL18]. These lines of work are orthogonal to ours, since we consider multiple
training datasets, some of which are corrupted, and hence a literature review in this direction
is beyond the scope of our discussion. Most relevant are the works of [KL93, BEK02], who,
as already discussed in Chapter 2, study the fundamental limits of PAC learning from a single,
adversarially corrupted data source. We compare our results to this classic scenario in Section
3.4.1.

3.3 Preliminaries
In this section we introduce the technical definitions that are necessary to formulate and prove
our main results. We start by introducing the relevant notation and reminding the reader of
the setup of supervised learning, as laid out in Section 2.1.2. We then introduce the setting of
learning from multiple sources and notions of adversaries of different strengths in this context.

3.3.1 Notation and Background
Let X and Y be given input and output sets, respectively, and D ∈ P(X ×Y) be a fixed
but unknown probability distribution. By ℓ : Y ×Y → R we denote a loss function, and by
H ⊂ {h : X → Y} a set of hypotheses. All of these quantities are assumed arbitrary but fixed
for the purpose of the work within this chapter.
A (statistical) learner is a function L : ∪∞

m=1(X × Y)m → H. In the classic super-
vised learning scenario, the learner has access to a training set of m labelled examples,
{(x1, y1), . . . , (xm, ym)}, sampled i.i.d. from D, and aims at learning a hypothesis h ∈ H with
small risk, i.e. expected loss, under the unknown data distribution,

R(h) = E(x,y)∼D(ℓ(h(x), y)). (3.1)

Recall that PAC-learnability is a key property of the hypothesis set, which ensures the existence
of an algorithm that performs successful learning:

Definition 7 (PAC-Learnability). We call H (agnostic) probably approximately correct (PAC)
learnable with respect to ℓ, if there exists a learner L and a function mH,ℓ : (0, 1)×(0, 1) → N,
such that for any ϵ, δ ∈ (0, 1), whenever S is a set of m ≥ mH,ℓ(ϵ, δ) i.i.d. labelled samples
from D, then with probability at least 1 − δ over the sampling of S:

R(L(S)) ≤ min
h∈H

R(h) + ϵ. (3.2)

Another important concept related to PAC-learnability is that of uniform convergence. Here
we use a version of this property that is slightly different than the one presented in Section
2.1.2.

Definition 8 (Uniform convergence). We say that H has the uniform convergence property
with respect to ℓ with rate sH,ℓ, if there exists a function sH,ℓ : N×(0, 1)×⋃︁∞

m=1 (X ×Y)m → R,
such that for any distribution D ∈ P (X ×Y) and any δ ∈ (0, 1):
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• given m samples S = {(x1, y1) , . . . , (xm, ym)} i.i.d.∼ D, with probability at least 1 − δ
over the data :

sup
h∈H

|R(h) − ˆ︂R(h)| ≤ sH,ℓ (m, δ, S) , (3.3)

where R̂(h) is the empirical risk of the hypothesis h.

• sH,ℓ (m, δ, Sm) → 0 as m → ∞, for any sequence (Sm)m∈N with Sm ∈ (X ×Y)m.

It is easy to see that the this version is equivalent to the one in Definition 3. We only state
the property with the sample complexity used as an explicit bound on the gap between the
empirical and the true risk, as this simplifies the layout of our analysis later on.
Throughout this chapter we drop the dependence of sH,ℓ on H and ℓ and simply write s.

3.3.2 Multi-source learning
Our focus in this chapter is on learning from multiple data sources. For simplicity of exposition,
we assume that they all provide the same number of data points, i.e. the training data consists
of N groups of m samples each, where m, N ∈ N are fixed integers.
Formally, we denote by (X × Y)N×m the set of all possible collections (i.e. unordered sequences)
of N groups of m datapoints each. A (statistical) multi-source learner is a function L :
∪∞

N=1 ∪∞
m=1 (X ×Y)N×m → H that takes such a collection of datasets and returns a predictor

from H.

3.3.3 Robust Multi-Source Learning
Informally, one considers a learning system robust if it is able to learn a good hypothesis,
even when the training data is not perfectly i.i.d., but contains some artifacts, e.g. annotation
errors, a selection bias or even malicious manipulations.
In lines with the discussion in Section 2.2.2, we model this by assuming the presence of an
adversary, that observes the original datasets and outputs potentially manipulated versions.
The learner then has to operate on the manipulated data without knowledge of what the
original one had been or what manipulations have been made.
The multi-source analogue to the definition of a single-source adversary is as follows:

Definition 9 (Adversary). An adversary is any function A : (X ×Y)N×m → (X ×Y)N×m.

Throughout the chapter, we denote by S ′ = {S ′
1, S ′

2, . . . , S ′
N} the original, uncorrupted

datasets, drawn i.i.d. from D, and by S = {S1, S2, . . . , SN} = A(S ′) the datasets returned by
the adversary.
Different scenarios are obtained by giving the adversary different amounts of power. For
example, a weak adversary might only be able to randomly flip labels, i.e. simulate the presence
of label noise. A much stronger adversary would be one that can potentially manipulate all
data and do so with knowledge not only of all of the datasets but also of the underlying data
distribution and the learning algorithm to be used later.
Here we adopt the latter view, as it leads to much stronger robustness guarantees. We define
two adversary types that can make arbitrary manipulations to data sources, but only influence
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a certain subset of them. The two notions are inspired by the two adversarial models presented
in Section 2.2.3.

Definition 10 (Fixed-Set Adversary). Let G ⊂ [N ]. An adversary is called fixed-set (with
preserved set G), if it only influences the datasets outside of G. That is, Si = S

′
i for all i ∈ G.

Definition 11 (Flexible-Set Adversary). Let k ∈ {0, 1, . . . , N}. An adversary is called
flexible-set (with preserved size k), if it can influence any N − k of the N given datasets.
That is, there exists a set G ⊂ [N ], such that |G| = k and Si = S ′

i for all i ∈ G.

In both cases, we call the fraction α of corrupted datasets the power of the adversary, i.e.
α = N−|G|

N
for the fixed-set and α = N−k

N
for the flexible-set adversaries.

While similarly defined, the fixed-set adversary is strictly weaker than the flexible-set one, as
the latter one can first inspect all data and then choose which subset to modify, while the
former one is restricted to a fixed, data-independent subset of sources. In particular, the
flexible-set adversary can already bias the distribution of the data by throwing out a carefully
chosen set of sources, before replacing them with new data.

Both adversary models are inspired by real-world considerations and analogues have appeared
in a number of other research areas. The fixed-set adversary is essentially the multi-source
equivalent of the malicious adversary model [KL93]. It is an appropriate model in situations in
which N parties collaborate on a single learning task, but an unknown and fixed set of them
are compromised, e.g. by hackers that can act maliciously and collude with each other or due
to systematic data issues, such as label bias. This is a similar reasoning as in Byzantine-robust
optimization [AAZL18], where an unknown subset of computing nodes are assumed to behave
arbitrarily, thereby disrupting the optimization progress.

The flexible-set adversary corresponds to the nasty adversary model of [BEK02]. It models
a situation where a malicious party can observe all of the available datasets and choose
which ones to corrupt, up to a certain budget. This is similar not only to the classic model
of [BEK02], but also to models from robust mean estimation, e.g. [DKK+19a], where the
adversary can again influence which subset of the data to modify once the whole dataset is
observed.

Whether robust learning in the presence of an adversary is possible for a certain hypothesis set
or not is captured by the following definition, which is a multi-source analogue of Definition 6:

Definition 12. A hypothesis set, H, is called multi-source PAC-learnable against the class
of fixed-set adversaries (or flexible-set adversaries) and with respect to ℓ, if there exists a
multi-source learner L and a function m : (0, 1)2 → N, such that for any ϵ, δ ∈ (0, 1), any
distribution D ∈ P(X × Y) and any set G ⊂ [N ] of size |G| > 1

2N (or any α < 1
2), whenever

S
′ ∈ (X ×Y)N×m is a collection of N datasets of m ≥ m(ϵ, δ) i.i.d. labelled samples from D

each, then with probability at least 1 − δ over the sampling of S
′ :

R(L(A(S ′)) ≤ min
h∈H

R(h) + ϵ, (3.4)

uniformly against all fixed-set adversaries with preserved set G (or all flexible-set adversaries
of power α). A learner, L, with this property is called robust multi-source learner for H.
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In particular, the same learner L should work against any adversary and for any α or set G.
At the same time, the adversary is arbitrary once L is fixed, so in particular it can depend on
the learning algorithm.
Note that the robust learner should achieve optimal error as m → ∞, while N can stay
constant. This reflects that we want to study adversarial multi-source learning in the context
of a constant and potentially not very large number of sources. In fact, our lower bound
results in Section 3.5 show that the adversary can always prevent the learner from approaching
optimal risk in the opposite regime of constant m and N → ∞.

3.4 On the sample complexity of adversarial
multi-source learning

In this section, we present our main result in this chapter, a theorem that states that whenever
H has the uniform convergence property, there exists an algorithm that guarantees a bounded
excess risk against both the fixed-set and the flexible-set adversary. We then derive and discuss
some instantiations of the general result that shed light on the sample complexity of PAC
learning in the adversarial multi-source learning setting. Finally, we provide a high-level sketch
of the theorem’s proof.

3.4.1 Main result
Theorem 4. Let N, m, k ∈ N be integers, such that k ∈ (N/2, N ]. Let α = N−k

N
< 1

2 be
the proportion of corrupted sources. Assume that H has the uniform convergence property
with rate function s. Then there exists a learner L : (X ×Y)N×m → H with the following
two properties.

(a) Let G be a fixed subset of [N ] of size |G| = k. For S
′ = {S

′
1, . . . , S

′
N} i.i.d.∼ D, with

probability at least 1 − δ over the sampling of S ′:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2s
(︂
km,

δ

2 , SG

)︂
+ 6α max

i∈[N ]
s
(︂
m,

δ

2N
, Si

)︂
(3.5)

uniformly against all fixed-set adversaries with preserved set G, where S = {S1, . . . , SN} =
A(S ′) is the dataset modified the adversary and SG = ∪i∈GSi is the set of all uncorrupted
data.

(b) For S
′ = {S

′
1, . . . , S

′
N} i.i.d.∼ D, with probability at least 1 − δ over the sampling of S ′:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2s
(︂
km,

δ

2
(︂

N
k

)︂ , SG

)︂
+ 6α max

i∈[N ]
s
(︂
m,

δ

2N
, Si

)︂
(3.6)

uniformly against all flexible-set adversaries with preserved size k, where S = {S1, . . . , SN} =
A(S ′) is the dataset returned by the adversary, G is the set of sources not modified by
the adversary and SG = ∪i∈GSi is the set of all uncorrupted data.

The learner L is in fact explicit, we define and discuss it in the proof sketch that we provide in
Section 3.4.3. The complete proof is provided in Appendix A.1.
As an immediate consequence we obtain:
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Corollary 1. Assume that H has the uniform convergence property. Then H is multi-source
PAC-learnable against the class of fixed-set and the class of flexible-set adversaries.

Proof. It suffices to show that for any δ ∈ (0, 1), the right hand sides of (3.5) and (3.6)
converge to 0 for m → ∞. This it true, since s(m̄, δ̄, S̄) → 0 as m̄ → ∞ for any δ̄ and S̄, by
the definition of uniform convergence. Since the same learner works regardless of the choice
of G and/or α, the result follows.

Discussion. Corollary 1 is in sharp contrast with the situation of single dataset PAC robustness.
As discussed in the Preliminaries section, in the single dataset case, where an adversary controls
an α-fraction of the individual data points, a malicious adversary can ensure that no learner
can recover a hypothesis with accuracy better than α/(1 − α) [KL93]. Similarly, a nasty
adversary can ensure an irreducible error of 2α [BEK02]. Both results hold regardless of the
value of m, thus showing that PAC-learnability is not fulfilled.

3.4.2 Rates of convergence
While Theorem 4 is most general, it does not yet provide much insight into the actual sample
complexity of the adversarial multi-source PAC learning problem, because the rate function s
might behave in different ways. In this section we give more explicit upper bounds in terms a
standard complexity measure of hypothesis spaces – the Rademacher complexity. Let

RS (ℓ ◦ H) = Eσ

(︃
sup
h∈H

1
n

n∑︂
i=1

σiℓ(h(xi), yi)
)︃

, (3.7)

be the (empirical) Rademacher complexity of H with respect to the loss function ℓ on a
training set S = {(x1, y1), . . . , (xn, yn)}. Here {σi}n

i=1 are i.i.d. Rademacher random variables.
Let SG = ⋃︁

i∈G Si, Ri = RSi
(ℓ ◦ H) and RG = RSG

(ℓ ◦ H). Assume also that the loss
function ℓ is bounded, so that for some constant M > 0, ℓ(y1, y2) ≤ M for all y1, y2 ∈ Y .

Rates for the fixed-set adversary.

An application of Theorem 4 together with a standard uniform concentration result gives:

Corollary 2. In the setup of Theorem 4, against any fixed-set adversary, it holds that

R(L(A(S ′))) − min
h∈H

R(h) ≤ 4RG + 6M

√︄
log(4

δ
)

2km
+ α

(︃
18M

⌜⃓⃓⎷ log
(︂

4N
δ

)︂
2m

+ 12 max
i∈[N ]

Ri

)︃
.

(3.8)

The full proof is included in the supplementary material.

In many common learning settings, the Rademacher complexity scales as O(1/
√

n) with the
sample size n (see e.g. [BBL04]). Thereby, we obtain the following rates against the fixed-set
adversary: ˜︁O(︃ 1√

km
+ α

1√
m

)︃
, (3.9)

where the ˜︁O-notation hides constant and logarithmic factors.
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The results in Corollary 2 and Equation (3.9) allow us to reason about the type of guarantees
that can be achieved given a certain amount of data. However, they also imply an explicit
upper bound on the sample complexity of adversarial multi-source learning (i.e. an upper
bound on the smallest possible m(ϵ, δ) in Definition 12) of the form:

m(ϵ, δ) ≤ O

⎛⎜⎝ log(N
δ

)
ϵ2

⎛⎝ 1√︂
(1 − α)N

+ α

⎞⎠2
⎞⎟⎠ . (3.10)

Discussion. We can make a number of observations from Equation (3.9). The
√︂

1/km-term
is the rate one expects when learning from k (uncorrupted) sources of m samples each, that
is from all the available uncorrupted data. The

√︂
1/m-term reflects the rate when learning

from any single source of m samples, i.e. without the benefit of sharing information between
sources. The latter enters weighted by α, i.e. it is directly proportional to the power of the
adversary. In the limit of α → 0 (i.e. all N sources are uncorrupted, k → N), the bound
becomes ˜︁O(

√︂
1/Nm). Thus, we recover the classic convergence rate for learning from Nm

samples in the non-realizable case. This fact is interesting, as the robust learner of Theorem 4
actually does not need to know the value of α for its operation. Consequently, the same
algorithm will work robustly if the data contains manipulations but without an unnecessary
overhead (i.e. with optimal rate), if all data sources are in fact uncorrupted.
Another insight follows from the fact that for reasonably small α, we have:

˜︁O(︃ 1√
km

+ α
1√
m

)︃
≪ ˜︁O(︃ 1√

m

)︃
, (3.11)

so learning from multiple, even potentially manipulated, datasets converges to a good hypothesis
faster than learning from a single uncorrupted dataset. This fact can be interpreted as
encouraging cooperation: any of the honest parties in the multi-source setting with fixed-set
adversary will benefit from making their data available for multi-source learning, even if some
of the other parties are malicious.

Comparison to Byzantine-robust optimization. Our obtained rates for the fixed-set
adversary can also be compared to the state-of-art convergence results for Byzantine-robust
distributed optimization, where the compromised nodes are also fixed, but unknown. [YCRB18]
and [AAZL18] develop robust algorithms for gradient descent and stochastic gradient descent
respectively, achieving convergence rates of order

˜︁O(︃ 1√
km

+ α
1√
m

+ 1
m

)︃
(3.12)

for α < 1/2 unknown. Clearly, these rates resemble ours, except for the additional 1/m-term,
which matters when α is 0 or very small. As shown in [YCRB18], this term can also be made
to disappear if an upper bound β ≥ α is assumed to be known a priori.
Overall, these similarities should not be over-interpreted, as the results for Byzantine-robust
optimization describe practical gradient-based algorithms for distributed optimization under
various technical assumptions, such as convexity, smoothness of the loss function and bounded
variance of the gradients. In contrast, our results are purely statistical, not taking computational
cost into account, but holds in a much broader context, for any hypothesis space that has the
uniform convergence property of suitable rate and without constraints on the optimization
method to be used. Additionally, our rates improve automatically in situations where uniform
convergence is faster.
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Algorithm 3.1: Dataset filtering for robust multi-source learning
Inputs: S1, . . . , SN

Initialize T = {} // trusted sources
for i = 1, . . . , N do

if dH
(︂
Si, Sj

)︂
≤ s

(︂
m, δ

2N
, Si

)︂
+ s

(︂
m, δ

2N
, Sj

)︂
,

for at least ⌊N
2 ⌋ values of j ̸= i, then

T = T ∪ {i}
end if

end for
Return: ⋃︁i∈T Si // all data of trusted sources

Rates for the flexible-set adversary

An analogous result to Corollary 2 holds also for flexible-set adversaries:

Corollary 3. In the setup of Theorem 4, against any flexible-set adversary, it holds that

R(L(A(S ′))) − min
h∈H

R(h) ≤ 4RG + 12α max
i∈[N ]

Ri + ˜︁O(︄
4
√

α√
m

)︄
. (3.13)

The proof is provided in the supplemental material.

Making the same assumptions as above, we obtain a sample complexity rate

˜︁O(︄
1√
km

+
4
√

α√
m

)︄
. (3.14)

which differs from (3.9) only in the rate of dependence on α, which, if at all, matters only
for very small (but non-zero) α. Despite the difference, most of our discussion above still
applies. In particular, even for the flexible-set adversary the same learning algorithm exhibits
robustness for α > 0 and achieves optimal rates for α = 0.

Moreover, an explicit upper bound on the sample complexity against a flexible-set adversary is
given by:

m(ϵ, δ) ≤ ˜︁O
⎛⎜⎝ 1

ϵ2

⎛⎝ 1√︂
(1 − α)N

+ 4
√

α

⎞⎠2
⎞⎟⎠ . (3.15)

3.4.3 Proof Sketch for Theorem 4
The proof of Theorem 4 consists of two parts. First, we introduce a filtering algorithm, that
attempts to determine which of the data sources can be trusted, meaning that it should be
safe to use them for training a hypothesis. Note that this can be because they were not
manipulated, or because the manipulations are too small to have negative consequences. The
output of the algorithm is a new filtered training set, consisting of all data from the trusted
sources only. Second, we show that training a standard single-source learner on the filtered
training set yields the desired results.

Step 1. Pseudo-code for the filtering algorithm is provided in Algorithm 3.1. The crucial
component is a carefully chosen notion of distance between the datasets, called discrepancy,
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that we define and discuss below. It guarantees that if two sources are close to each other
then the difference of training on one of them compared to the other is small.
To identify the trusted sources, the algorithm checks for each source how close it is to all
other sources with respect to the discrepancy distance. If it finds the source to be closer than
a threshold to at least half of the other sources, the source is marked as trusted, otherwise it
is not. To show that this procedure does what it is intended to do it suffices to show that two
properties hold with high probability: 1) all trusted sources are safe to be used for training, 2)
at least all uncorrupted sources will be trusted.
Property 1) follows from the fact that if a source has small distance to at least half of the other
datasets, it must be close to at least one of the uncorrupted sources. By the property of the
discrepancy distance, including it in the training set will therefore not affect the learning very
negatively. Property 2) follows from a concentration of mass argument, which guarantees that
for any uncorrupted source its distance to all other uncorrupted sources will approach zero at
a well-understood rate. Therefore, with a suitably selected threshold, at least all uncorrupted
sources will be close to each other and end up in the trusted set with high probability.
Discrepancy Distance. For any dataset Si ∈ (X ×Y)m, let

ˆ︂Ri(h) = 1
m

∑︂
(x,y)∈Si

ℓ(h(x), y) (3.16)

be the empirical risk of a hypothesis h with respect to the loss ℓ. The (empirical) discrepancy
distance between two datasets, Si and Sj, is defined as

dH(Si, Sj) = sup
h∈H

(︂
|ˆ︂Ri(h) − ˆ︂Rj(h)|

)︂
. (3.17)

This is the empirical counterpart of the so-called discrepancy distance, which, together with
its unsupervised form, is widely adopted within the field of domain adaptation [KBDG04,
BDBC+10, MM12]. Intuitively, the discrepancy between the two (empirical) distributions is
large, if there exists a predictor that performs well on one of them and badly on the other.
On the other hand, if all functions in the hypothesis class perform similarly on both, then the
distributions have low discrepancy. Therefore, the discrepancy is used to bound the maximum
possible effect of distribution drift on a learning system.
Unlike other notions of distance between distributions, such as the total variation distance
or the Kullback-Leibler divergence, the discrepancy is easy to estimate from samples and is
not overly strict, since it depends on the learning setup. As shown in [KBDG04, BDBC+10],
for randomly sampled datasets, the empirical discrepancy concentrates with well-understood
rates to its distributional value, in particular to zero, if two sources have the same underlying
data distributions. The empirical discrepancy is well-defined even for data not sampled from
a distribution, though, and together with the uniform convergence property it allows us to
bound the effect of training on one dataset rather than another.
Step 2. Let ST = ⋃︁

i∈T Si be the output of the filtering algorithm, i.e. the union of all trusted
datasets. Then, for any h ∈ H, the empirical risk over ST can be written as

ˆ︂RT(h) = 1
|T|

∑︂
i∈T

ˆ︂Ri(h) (3.18)

We need to show that training on ST, e.g. by minimizing ˆ︂RT(h), with high probability leads
to a hypothesis with small risk under the true data distribution D.
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By construction, we know that for any trusted source Si, there exists an uncorrupted source
Sj, such that the difference between ˆ︂Ri(h) and ˆ︂Rj(h) is bounded by a suitably chosen term
(that depends on the growth function s). By the uniform convergence property of H, we know
that for any uncorrupted source, the difference between ˆ︂Ri(h) and the true risk R(h) can
also be bounded in terms of the growth function s. In combination, we obtain that ˆ︂RT(h) is
a suitably good estimator of the true risk, uniformly over all h ∈ H. Consequently, ST can be
used for successful learning.

For the formal derivations and, in particular, the choice of thresholds, please see the supple-
mental material.

3.5 On the hardness of adversarial multi-source learning
We now take an orthogonal view compared to Section 3.4, and study where the hardness of
the multi-source PAC learning stems from and what allows us to nevertheless overcome it.
For this, we prove two additional results that describe fundamental limits of how well a learner
can perform in the multi-source adversarial setting.

For simplicity of exposition we focus on binary classification. Let Y = {−1, 1} and ℓ be the
zero-one loss, i.e. ℓ(y, ȳ) = 1{y ̸= ȳ}. Following [BEK02], we define:

Definition 13. A hypothesis space H over an input set X is said to be non-trivial, if there
exist two points x1, x2 ∈ X and two hypotheses h1, h2 ∈ H, such that h1(x1) = h2(x1), but
h1(x2) ̸= h2(x2).

3.5.1 What makes robust learning possible?
We show that if the learner does not make use of the multi-source structure of the data, i.e.
it behaves as a single-source learner on the union of all data samples, then a (multi-source)
fixed-set adversary can always prevent PAC-learnability.

Theorem 5. Let H be a non-trivial hypothesis space. Let m and N be any positive integers
and let G be a fixed subset of [N ] of size k ∈ {1, . . . , N − 1}. Let L : (X × Y)N×m → H
be a multi-source learner that acts by merging the data from all sources and then calling a
single-source learner. Let S ′ ∈ (X × Y)N×m be drawn i.i.d. from D. Then there exists a
distribution D with minh∈H R(h) = 0 and a fixed-set adversary A with index set G, such that:

PS′∼D

(︃
R
(︂
L(A(S ′)

)︂
>

α

8(1 − α)

)︃
>

1
20 , (3.19)

where α = N−k
N

is the power of the adversary.

The proof is provided in the supplemental material. Note that, since the theorem holds for the
fixed-set adversary, it automatically also holds for the stronger flexible-set adversary.

The theorem sheds light on why PAC-learnability is possible in the multi-source setting, while
in the single source setting it is not. The reason is not simply that the adversary is weaker,
because it is restricted to manipulating samples in a subset of datasets instead of being
able to choose freely. Inequality (3.19) implies that even against such a weaker adversary,
a single-source learner cannot be adversarially robust. Consequently, it is the additional
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information that the data comes in multiple datasets, some of which remain uncorrupted even
after the adversary was active, that gives the multi-source learner the power to learn robustly.
An immediate consequence of Theorem 5 is also that the common practice of merging the
data from all sources and performing a form of empirical risk minimization on the resulting
dataset is not a robust learner and therefore suboptimal in the studied context.

3.5.2 How hard is robust learning?
As a tool for understanding the limiting factors of learning in the adversarial multi-source
setting, we now establish a lower bound on the achievable excess risk in terms of the number
of samples per source and the power of the adversary.

Theorem 6. Let H ⊂ {h : X → Y} be a hypothesis space, let m and N be any integers and
let G be a fixed subset of [N ] of size k ∈ {1, . . . , N − 1}. Let S ′ ∈ (X × Y)N×m be drawn
i.i.d. from D. Then the following statements hold for any multi-source learner L:

(a) Suppose that H is non-trivial. Then there exists a distribution D on X with minh∈H R(h) =
0, and a fixed-set adversary A with index set G, such that:

PS′

(︃
R
(︂
L(A(S ′)

)︂
>

α

8m

)︃
>

1
20 . (3.20)

(b) Suppose that H has VC dimension d ≥ 2. Then there exists a distribution D on X × Y
and a fixed-set adversary A with index set G, such that:

PS′

⎛⎝R
(︂
L(A(S ′)

)︂
− min

h∈H
R(h) >

√︄
d

1280Nm
+ α

16m

⎞⎠ >
1
64 . (3.21)

In both cases, α = N−k
N

is the power of the adversary.

The proof is provided in the supplemental material. As for Theorem 5, it is clear that the
same result holds also for flexible-set adversaries with preserved size k.
Analysis. Inequality (3.20) shows that even in the realizable scenario, the risk might not
shrink faster than with rate Ω(α/m), regardless of how many data sources, and therefore data
samples, are available. This is contrast to the i.i.d. situation, where the corresponding rate is
Ω(1/Nm). The difference shows that robust learning with a constant fraction of corrupted
sources is only possible if the number of samples per dataset grows.

In inequality (3.21), the term Ω(
√︂

d/Nm) is due to the classic lower bound on the sample
complexity of binary classification (e.g. Theorem 3.23 in [MRT18]) and corresponds to the
fundamental limits of learning, now in the non-realizable case. The Ω(α/m)-term appears as
the price of robustness, and as before, it implies that for constant α, m → ∞ is necessary in
order to achieve arbitrarily small excess risk, while just N → ∞ does not suffice.
Relation to prior work. Lower bounds of similar structure as in Theorem 6 have also been
derived for Byzantine optimization and collaborative learning. In particular, [YCRB18] prove
that in the case of distributed mean estimation of a d-dimensional Gaussian on N machines,
an α fraction of which can be Byzantine, any algorithm would incur loss of Ω( α√

m
+
√︂

d
Nm

).
[AAZL18] construct specific examples of a Lipschitz continuous and a strongly convex function,
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such that no distributed stochastic optimization algorithm, working with an α-fraction of
Byzantine machines, can optimize the function to error less than Ω( α√

m
+
√︂

d
Nm

), where d is
the number of parameters. For realizable binary classification in the context of collaborative
learning, [Qia18] prove that there exists a hypothesis space of VC dimension d, such that no
learner can achieve excess risk less than Ω(αd/m).
Besides the different application scenario, the main difference between these results and
Theorem 6 is that our bounds hold for any hypothesis space H that is non-trivial (Ineq. (3.20)),
or has VC-dimension d ≥ 2 (Ineq. (3.21)), while the mentioned references construct explicit
examples of hypothesis spaces or stochastic optimization problems where the bounds hold. In
particular, our results show that the limitations on the learner due the finite total number of
samples, the finite number of samples per source and the fraction of unreliable sources α are
inherent and not specific to a subset of hard-to-learn hypotheses.

3.6 Summary and subsequent work
We studied the problem of robust learning from multiple unreliable datasets. Rephrasing this
task as learning from datasets that might be adversarially corrupted, we introduced the formal
problem of adversarial learning from multiple sources, which we studied in the classic PAC
setting.
Our main results provide a characterization of the hardness of this learning task from above
and below. First, we showed that adversarial multi-source PAC learning is possible for any
hypothesis class with the uniform convergence property, and we provided explicit rates for
the excess risk (Theorem 4 and Corollaries). The proof is constructive and shows also that
integrating robustness comes at a minor statistical cost, as our robust learner achieves optimal
rates when run on data without manipulations. Second, we proved that adversarial PAC
learning from multiple sources is far from trivial. In particular, it is impossible to achieve for
learners that ignore the multi-source structure of the data (Theorem 5). Third, we proved
lower bounds on the excess risk under very general conditions (Theorem 6), which highlight
an unavoidable slowdown of the convergence rate proportional to the adversary’s strength
compared to the i.i.d. (adversarial-free) case. Furthermore, in order to facilitate successful
learning with a constant fraction of corrupted sources, the number of samples per source has
to grow.
Two relevant subsequent works are those of [JO20] and [HK20]. In particular, [JO20] extend
the framework of [QV18] to learning of distributions over infinite domains, from untrusted
batches of data. They also develop a robust algorithm for binary classification, achieving similar
statistical rates to ours. Regarding hardness results, they show how a result from [QV18]
can be adapted to prove a lower bound of the form O

(︂√︂
d

Nm
+ α√

m

)︂
, essentially closing the

gap between the lower and the upper bounds known for the adversarial multi-source learning
problem. Also regarding hardness results, [HK20] recently gave a number of sample complexity
lower bounds for multi-task learning with N tasks that share an optimal hypothesis. Their
work shows in particular that no learning procedure can achieve optimal risk as N → ∞, even
in this non-adversarial setting, as long as the number of data points per task is constant and
the learner has no additional information about the relationship between the tasks, apart from
the given data.
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CHAPTER 4
Adversarial Multi-Source Learning in

Practice

4.1 Motivation and outline
In this chapter we study the problem of multi-source adversarial learning from a more practical
perspective. Indeed, while Algorithm 3.1, as studied in the previous section, provides provable
guarantees against the strong adversarial models we have considered, it is by and large
impractical for real-world tasks. This is because the thresholds used for accepting or rejecting
sources are based on worst-case generalization bounds and are therefore often too large and
do not detect malicious sources in practice, unless the number of samples per source is
prohibitively large. An additional complication is that for many practical learning scenarios the
data might have to remain decentralized, because of high communication costs, or it might
not be directly available for inspection, due to privacy constraints. In contrast, the analysis
from the previous chapter only concerns the centralized data case.

In order to design a more practical learning algorithm for the general problem of learning
from unreliable data sources, we make two simplifying, but natural, assumptions. Firstly, we
assume that a small trusted reference dataset is provided to the learner, in addition to the
N untrusted data sources. This is justified in many situations where obtaining some clean
data is possible, even if expensive. For example, this is the case for medical data, where a
trusted professional can be asked to label a limited number of x-ray images manually, even
if it is impractical to obtain a dataset large enough for training only from this single expert.
Secondly, we will focus on a slightly different data corruption model: we assume that each
of the untrusted sources follows its own distribution, which may or may not be close to the
target one. This is realistic in many cases where small differences between the distributions of
the clean sources are expected, but sources with truly irrelevant or contaminated distributions
should be avoided.

In this context, we provide an alternative to the naive approaches of simply training on all
data or only on the trusted subset: we propose a method that automatically assigns weights
to each of the untrusted sources. To this end, we build up on techniques from the domain
adaptation literature and prove an upper bound on the expected loss of a predictor, learned by
minimizing any weighted version of the empirical loss. Based on these theoretical insights, our
algorithm selects the weights for the sources by approximately minimizing this upper bound.
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Intuitively, the weights are assigned to the sources according to the quality and reliability of
the data they provide, quantified by an appropriate measure of trust we introduce. This is
achieved by comparing the data from each source to the small reference dataset. The measure
can also be computed locally at every source or by a gradient-based optimization procedure,
which allows for the implementation of the algorithm under privacy constraints, as well as its
integration into any standard distributed learning framework.

We perform an extensive experimental evaluation1 of our algorithm and demonstrate its
ability to learn from all available data, while successfully suppressing the effect of corrupted
or irrelevant sources. It consistently outperforms both naive approaches of learning on all
available data directly or learning on the reference dataset only, for any amount and any type
of data contamination considered. We also observe its performance to be superior to multiple
baseline methods from robust statistics and robust distributed learning.

4.2 Related work
In addition to the related work discussed in Chapter 3, a number of works are relevant to the
approach to the adversarial multi-source problem taken in this chapter.

In particular, [CSV17, HMWG18a] also study learning with a reference dataset as a protection
against data corruption, but focus on a single untrusted dataset only and on convex objectives
and label noise respectively.

On the methodological level, we borrow techniques from the field of domain adaptation. To
measure the difference between data distributions, we use the same integral probability metric
as [MM12, ZL17]. The problem we study is related to multi-source domain adaptation, e.g.
[CKW08, BDBC+10], and to multi-task learning with unlabeled data [PL17]. In particular,
our Theorem 7 is similar to a result in [ZZY13]. We refer to the paragraph after Theorem 7 for
a more detailed comparison. However, all these works focus on sharing information between
similar domains, in order to obtain better predictors for a target task, while we are interested
in applying such techniques for detecting untrustworthy sources of data and improving the
robustness of the learning procedure.

A relation between robustness and domain adaptation has been explored in the work of
[MS14], who use a property called algorithmic robustness to derive generalization bounds
for domain adaptation. Another related line of work is the one of [MMR09, HMZ18], who
provide guarantees for a classifier learned on data from N domains on any target distribution
that is a mixture of the distributions of the sources. Domain adaptation techniques were also
used by [SHWH19], for improving the test-time robustness of predictive models to adversarial
examples.

4.3 Robust learning from untrusted sources
Given a small reference dataset, we want to leverage additional training data from multiple
untrusted sources in an optimal way, so that the obtained predictor performs well on a target
distribution. A naive approach will be to trust all data, merge it into one dataset and train
end-to-end to obtain a predictive model. Such an approach will intuitively be vulnerable to

1Code is available at https://github.com/NikolaKon1994/Robust-Learning-from-Untrusted-Sources
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4.3. Robust learning from untrusted sources

irrelevant or low-quality data provided by some sources. In this section, we design a more
robust algorithm that instead minimizes a weighted empirical loss.

4.3.1 Theory
Setup. Let X be an input space and Y be an output space. Our theoretical setup covers
both the case of classification (Y = {1, 2, . . . , K}) and regression (Y = R). We assume that
the learner has access to a small reference dataset ST := {(xT,1, yT,1) , . . . , (xT,mT

, yT,mT
)} of

mT samples drawn i.i.d. from a target distribution DT over X × Y . In addition, training data
is available from N untrusted data sources, each of them characterized by its own distribution,
Di, over X × Y , possibly different from DT . We denote the number of samples from source i

by mi. Let the corresponding i.i.d. datasets be Si := {(xi,1, yi,1) , . . . , (xi,mi
, yi,mi

)} i.i.d.∼ Di

for each i = 1, . . . , N .

Let ℓ : Y × Y → R+ be a loss function, bounded by some M > 0. For any distribution D on
X × Y and any function h : X → Y , denote by

RD (h) = E(x,y)∼D (ℓ (h(x), y))

the expected loss of the predictor h with respect to the distribution P. Let Ri (h) = RDi
(h)

be the expected loss of a predictor h on the distribution of the i-th source. Denote by R̂i the
corresponding empirical counterparts.

Given a hypothesis class H ⊂ {h : X → Y}, our goal is to use all samples from the sources
to construct a hypothesis with low expected loss on the target distribution DT . Note that if
we also want to use the reference data at training time, we can simply include it as one of the
data sources.

Source-specific weights. For a vector of weights α = (α1, . . . , αN), such that ∑︁N
i=1 αi = 1

and αi ≥ 0 for all i, we define the α-weighted expected risk of a predictor h as:

Rα(h) =
N∑︂

i=1
αiRi(h) =

N∑︂
i=1

αiE(x,y)∼Di
(ℓ(h(x), y)) (4.1)

and its empirical counterpart as:

R̂α(h) =
N∑︂

i=1
αiR̂i(h) =

N∑︂
i=1

αi

mi

mi∑︂
j=1

ℓ (h(xi,j), yi,j) . (4.2)

With H as our hypothesis class, let ĥα = argminh∈HR̂α (h).

We aim to find weights α, such that the predictor ĥα performs well on the target task, i.e.
such that RT (ĥα) is small.

Evaluating the quality of a source. Intuitively, a good learning algorithm will assign more
weight to sources, whose distribution is similar to the target one, and less weight to those
that provide different or low-quality data. Although any standard distance measure on the
space of distributions could in theory be used to measure such differences, most of them would
not provide any guarantees on the performance of the learned classifier. Furthermore, most
similarity measures between distributions, e.g. the Kullback-Leibler divergence, are hard to
estimate from finite data and overly strict, as they are independent of the learning setup.
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We therefore again adopt the discrepancy distance [MM12], whose empirical version we used
in Chapter 3 as a specific notion of distance that depends on the hypothesis class and allows us
to reason about the change in performance of a predictor from H learned on one distribution,
but applied to the other. Formally, define the discrepancy between the distributions Di and
DT with respect to the hypothesis class H as:

dH (Di, DT ) = sup
h∈H

(|Ri(h) − RT (h)|) . (4.3)

Recall that the discrepancy between the two distributions is large, if there exists a predictor
that performs well on one of them and badly on the other. On the other hand, if all functions
in the hypothesis class perform similarly on both, then Di and DT have low discrepancy.

The following theorem provides a bound on the expected loss on the target distribution of the
predictor ĥα, i.e. the minimizer of the α-weighted sum of the empirical losses over the source
data.

Theorem 7. Given the setup above, let ĥα = argminh∈HR̂α(h) and h∗
T = argminh∈HRT (h).

For any δ > 0, with probability at least 1 − δ over the data:

RT (ĥα) ≤ RT (h∗
T ) + 4

N∑︂
i=1

αiRi (H) + 2
N∑︂

i=1
αidH (Di, DT ) + 6

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

,

(4.4)

where, for each source i = 1, . . . , N ,

Ri (H) = Eσ

⎛⎝sup
f∈H

⎛⎝ 1
mi

mi∑︂
j=1

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

and σi,j are independent Rademacher random variables.

A proof is provided in the supplementary material.

We note that a similar result appears as Theorem 5.2 in the arXiv version [ZZY13] of the NIPS
paper [ZZY12]. The authors bound the gap between the weighted empirical loss on the source
data of any classifier and its expected loss on the target task, with the additional assumption
of a deterministic labeling function for each source. Based on this, they study the asymptotic
convergence of domain adaptation algorithms as the sample sizes at all sources go to infinity.
In contrast, our theorem compares the performance of the minimizer ĥα of the α-weighted
empirical loss on the target task to the performance of the optimal (but unknown) h∗

T and
does not require deterministic labeling functions. Our target application is also different, since
we use the bound to design learning algorithms that are robust to corrupted or irrelevant data,
given finite amount of samples from each source.

4.3.2 From bound to algorithm
Algorithm description. To obtain a good predictor for the target task, we would like to
choose α, such that RT (ĥα) is as close as possible to RT (h∗

T ) (the expected loss of the best
hypothesis in H). This suggests selecting the weights by minimizing the right-hand side of
(4.4).
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Algorithm 4.1: Robust learning from untrusted sources
Inputs: 1. Loss ℓ, hypothesis set H, parameter λ

2. Reference dataset ST

3. Datasets S1, . . . , SN from the N sources
for i = 1 to N do {Potentially in parallel}

Compute dH (Si, ST )
end for
Select α by solving (4.6).
Minimize α-weighted loss: ĥα = argminh∈HR̂α(h)
Return: ĥα

While the Rademacher complexities are functions of both the underlying distribution and
the hypothesis class, in practice one usually works with a computable upper bound that is
distribution-independent (e.g. using VC dimension). For some common examples of such
bounds we refer to [BBL04, SSBD14]. In our setting the hypothesis space H is fixed and
therefore these bounds would be identical for all i. Therefore, we expect the Ri (H) to be
of similar order to each other and the impact of α on the second term in the bound to be
negligible. We thus concentrate on optimizing the remaining terms.

Because the true discrepancies are unknown, we estimate them from the data by their empirical
counterparts:

dH (Si, ST ) = sup
h∈H

(︂
|R̂i(h) − R̂T (h)|

)︂

= sup
h∈H

⎛⎝⃓⃓⃓⃓ 1
mi

mi∑︂
j=1

ℓ (h (xi,j) , yi,j) − 1
mT

mT∑︂
j=1

ℓ (h (xT,j) , yT,j)
⃓⃓⃓⃓⎞⎠ .

(4.5)

In summary, the bound suggests to choose a weighting for the sources by minimizing:

min
α

N∑︂
i=1

αidH (Si, ST ) + λ

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

,

subject to:
N∑︂

i=1
αi = 1 and αi ≥ 0 for all i,

(4.6)

where λ > 0 is a hyperparameter that can be selected by cross-validation on the reference
dataset. The algorithm then proceeds to minimize the α-weighted empirical risk over the
sources (4.2), possibly with a regularization term. Pseudocode of the algorithm is given in
Algorithm 4.1.

We note that in general computing the empirical discrepancies can be a hard problem. However,
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for the 0/1-loss, a symmetric hypothesis class H and for Y = {−1, +1}, we have:

dH (Si, ST ) = sup
h∈H

⃓⃓⃓⃓ 1
mi

mi∑︂
j=1

1{h(xi,j)yi,j<0} − 1
mT

mT∑︂
j=1

1{h(xT,j)yT,j<0}

⃓⃓⃓⃓

= sup
h∈H

⎛⎝ 1
mi

mi∑︂
j=1

1{h(xi,j)yi,j<0} − 1
mT

mT∑︂
j=1

1{h(xT,j)yT,j<0}

⎞⎠
= sup

h∈H

⎛⎝1 −

⎛⎝ 1
mi

mi∑︂
j=1

1{h(xi,j)ȳi,j<0} + 1
mT

mT∑︂
j=1

1{h(xT,j)yT,j<0}

⎞⎠⎞⎠
= 1 − inf

h∈H

⎛⎝ 1
mi

mi∑︂
j=1

1{h(xi,j)ȳi,j<0} + 1
mT

mT∑︂
j=1

1{h(xT,j)yT,j<0}

⎞⎠ ,

(4.7)

where ȳi,j = 1 − yi,j is the flipped label of the j-th data point from the i-th source. Now
notice that computing the infimum in equation (4.7) is equivalent to solving a (weighted)
empirical risk minimization problem with the input data from the source and the target merged
and the labels being the flipped labels from the source and the actual labels from the target.
Therefore, computing the empirical discrepancies in this case is equivalent to solving an
empirical risk minimization problem and standard convex upper bounds on the 0 − 1 loss can
be applied to design computationally efficient approximate algorithms. In our experiments, we
solve the ERM problem by using the square loss.
Discussion. While derived from our theoretical results, the minimization procedure for
selecting the weights also has an intuitive interpretation. Note that the first term in (4.6)
is small whenever large weights are paired with small discrepancies and hence encourages
trusting sources that provide data similar to the reference target sample. The second term is
small whenever the weights are distributed proportionally to the number of samples per source.
Thus, it acts as a form of regularization, by encouraging the usage of information from as
many sources as possible.
The hyperparamater λ controls a trade-off between exploiting similar tasks and leveraging
information from all sources. As λ → ∞, all tasks are assigned weights proportional to the
amount of training samples they provide and the model minimizes the empirical risk over all
the data, regardless of the quality of the samples. In contrast, as λ → 0, the model becomes
more sensitive to differences between the source data and the clean reference set, until all
weight is assigned to the source closest to the target domain. Assuming that the reference
set is included as one of the data sources, these extremes correspond to the naive approach
of trusting all sources and training on a merged dataset and not trusting any of them and
training on the initial clean data only. In our experiments in Section 4.4 we will see that there
is a better operating point between those two extremes. It naturally depends on the actual
quality of the available data and our algorithm identifies it successfully.

4.3.3 Learning from private or decentralized data
The described algorithm is straightforward to implement on top of any standard learning
procedure, when the data from all N sources is directly available to the learner. We now
discuss how we can learn robustly in cases where the sources cannot fully reveal their data.
There are many applications where such a situation can arise. For example, this can be due
to privacy reasons in the case of medical and biological data or to communication costs and
storage limitations in the case of distributed learning [MMR+17].
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Here we focus on ways to compute the discrepancies under such constraints. Once this
is done, the vector α can be computed easily and then any standard distributed training
procedure, e.g. [DCM+12, MMR+17], can be used to obtain the α-weighted empirical loss
minimizer. Standard approaches in distributed learning only require the exchange of gradients
of minibatches with respect to the current state of the model between the data sources and the
central server, so in particular the actual local datasets are never observed by the learner. In
cases when the gradients may reveal sensitive information about the data, secure aggregation
[BIK+17] or other privacy-preserving distributed learning methods [SS15] can be used on top
to ensure privacy.
We distinguish two cases, depending on whether the reference dataset can be shared with the
sources.
Case 1: the reference dataset is available to all nodes. If the reference dataset can be
shared with the sources without privacy and communication complications, the discrepancies
can be estimated locally on every source, in parallel. If necessary, the computational protocol
can be executed via a trusted computation method [CMM09], for example by using Software
Guard Extensions (SGX extensions) [MAA+16], to ensure the correctness of the procedure.
The discrepancies alone can then be sent to the learner and the algorithm proceeds as described
above. This approach ensures the privacy of the local datasets and allows for all discrepancies
to be computed in parallel.
Case 2: the reference dataset can not be shared. In this case the learner can still
compute the empirical discrepancies without observing the data from the sources directly,
by using a gradient-based optimization procedure. This is because the function inside the
supremum in (4.5) decomposes into a term depending only on the reference dataset and a
term depending only on the data of the source. Therefore, each discrepancy can be estimated
by using a sequence of queries to the source about the gradient of a minibatch from its data
with respect to a current candidate for the predictor achieving the supremum.

4.4 Experiments
4.4.1 Method and baselines
We perform two large sets of experiments, following the setup considered in this chapter.
We train our algorithm on the data from all sources, including the reference dataset. The
hyperparameter λ is selected by 5-fold cross-validation on the trusted data. The prediction
tasks we consider here are binary classification problems with the 0/1-loss, so we compute the
empirical discrepancies by approximately solving the optimization problem (4.5) as follows.
Given the two datasets Si and ST , the binary labels of one of them are flipped. The optimization
can then be reduced to an empirical risk minimization problem that we solve using a standard
convex relaxation approach. We refer to the supplementary material for a more formal
description.
We compare the performance of our algorithm to the two naive approaches: training on the
reference dataset only (corresponding to λ = 0 in our algorithm; denoted as "Reference only"
in the plots and tables) and merging the sources and training on all the data (corresponding
to λ → ∞; referred to as "All data" in the plots and tables). All three methods use linear
predictors and are trained by regularized logistic regression. The regularization parameter is
always selected by 5-fold cross-validation on the reference data. The learned models are then
evaluated on held out test data.
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Our aim is to test whether the proposed algorithm successfully leverages information from the
sources, while being robust to various perturbations in the distributions of the local datasets,
and whether exploiting the multi-source structure of the data gives any improvement over the
two standard learning procedures. We also compare the performance of our algorithm to the
following robust learning baselines.

Robust aggregation of local models. We consider two recently proposed approaches
for robust distributed learning. Following [FXM14], one baseline learns a separate linear
model based on each of the source datasets. The final linear predictor is then constructed as
the geometric median of these locally learned weight vectors. Another baseline, inspired by
[YCKB18], takes the component-wise median instead. Thirdly, based on the locally learned
models all N estimates for the probability that a test point belongs to a certain class are
computed and the final prediction for the label of that point is obtained by taking the median
of these probabilities and thresholding it (referred to as "Median of probs" in the plots and
tables). All these baselines aim at learning a robust ensemble of local models.

Robust logistic regression. We use the method of [Pre82], based on the minimization of a
Huber-type modification of the logistic loss. Specifically, the method minimizes the following
robust loss function, instead of the classic logistic loss:

ℓ (w, x, y) =

⎧⎨⎩log(1 + e−ywTx), if log(1 + e−ywTx) ≤ c

2
√︂

c log(1 + e−ywTx) − c, otherwise

In our experiments, we use the recommended threshold value of c = 1.3452, under which the
estimate of the linear predictor has been shown to achieve a 95% asymptotic relative efficiency
[Pre82]. We also include a regularization term here and learn the regularization parameter by
5-fold cross-validation on the reference data. This baseline is an example of learning robustly
on the whole dataset.

Batch normalization. Inspired by the success of batch normalization in deep learning [IS15],
we compute the mean and standard deviation of the data at each source separately. We
then subtract from each data point the mean and divide by the standard deviation of its
corresponding dataset. We do the same for the reference data. We then merge all data
together and train a logistic regression model with a regularization term. Finally, at test time
every input is preprocessed by subtracting the mean and dividing by the standard deviation
of the reference dataset, before applying the classifier. This approach aims at increasing
robustness to source-specific biases.

4.4.2 Amazon Products data
Our first set of experiments is on the "Multitask dataset of product reviews"2 [PL17],
containing customer reviews for 957 Amazon products from the "Amazon product data"
[MPL15, MTSVDH15], together with a binary label indicating whether each review is positive
or negative. All reviews in the data set are represented via 25-dimensional feature vectors,
obtained by computing a GloVe word embedding [PSM14] and applying the sentence embed-
ding procedure of [ALM17]. We treat the classification of a review as positive or negative as
a separate prediction task for each of the products, resulting in a total of 957 input-output
distributions.

2http://cvml.ist.ac.at/productreviews/
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Table 4.1: Results from the experiment on all 957 products.

Algorithm Mean classification error
Ours 0.289 ± 0.0016

Reference only 0.301 ± 0.0019
All data 0.312 ± 0.0017

Median of probs. 0.325 ± 0.0021
Geom.median [FXM14] 0.329 ± 0.0021

Comp.median [YCKB18] 0.329 ± 0.0021
Robust loss [Pre82] 0.353 ± 0.0021

Batch norm 0.298 ± 0.0016

As a first, illustrative, experiment, we chose 20 books and 20 other, purposely different,
products (e.g. USB drives, mobile apps, meal replacement products). For simplicity, we refer
to these additional products as "non-books". Intuitively, when learning to classify book reviews
and given access to reviews from both some books and some non-books, a good learning
algorithm will be able to leverage all this information, while being robust to the potentially
misleading data coming from the less relevant products.
We randomly sample one of the books and 300 positive and 300 negative reviews for it. Out
of those, 100 randomly selected reviews are made available to the learner as a reference
dataset. The 500 remaining reviews from the product are used for testing. For a given value of
n ∈ {0, 1, . . . , 10} the learner also has access to 100 labeled reviews from each of 10 − n other
randomly selected books and from each of n randomly selected non-books. Our algorithm, as
well as all baselines, are trained on this available data and the learned predictors are evaluated
on the test set for the target product. For each n, we repeat this experiment 1000 times.
The results are plotted in Figure 4.1. The x-axis corresponds to the number n of non-books
and the y-axis gives the average classification error. The error bars correspond to the standard
errors of the mean estimates. We see that our method (green) performs uniformly better
than the naive approaches of training on the reference dataset from the target product only
(red) and training by merging all data together (blue). When reviews from many books
are available, our algorithm is able to use this additional information even better than the
model learned on all data. As the proportion of non-books increases, the performance of the
second approach degrades, confirming the intuition that the reviews for the non-books provide
less useful information for the target task. On the other hand, our algorithm successfully
incorporates the information from the useful sources only, converging to the performance of
the model learned on the reference data as all additional sources become non-books.
Our algorithm also outperforms all baselines. The batch normalization approach appears
to reduce the effect of irrelevant sources, but its performance degrades as n → 10. The
median-based approaches perform reasonably when at most half of the sources are non-books,
but eventually become worse than the other methods. The component-wise median and the
robust loss baselines were excluded from the plot for clarity, as they performed uniformly worse
than the other baselines, ranging in average classification error from 0.338 to 0.375 and from
0.348 to 0.372 respectively. Note that the robust loss function of [Pre82] is non-convex, so
the poor performance of this baseline is presumably due to failure of the gradient descent
optimization procedure to converge to a good local minimum.
Additionally, we performed an experiment on the set of all 957 products. With every product as
a prediction task, we randomly selected 100 reviews from it as a reference dataset, leaving 500
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Figure 4.1: Results from the experiments on 20 books and 20 other products from the
"Multitask dataset of product reviews". The x-axis gives the number n of non-books in an
experiment and the y-axis - the mean classification error. Error bars give the standard error of
the estimates.

for testing. An additional set of 100 labeled reviews were available from every other product.
The algorithms were trained on all available data and evaluated on the test set. The average
classification errors achieved by the algorithms are presented in Table 4.1, together with the
standard errors of those estimates. We see in particular that our algorithm successfully uses
the information from multiple sources to achieve the best overall performance.

4.4.3 Animals with Attributes 2
The Animals with Attributes 2 dataset [XLSA18] contains 37322 images of 50 animal classes.
The classes are aligned to 85 binary attributes, e.g. color, habitat and others, via a class-
attribute binary matrix, indicating whether an animal possesses each feature. This results in a
total of 85 different binary prediction tasks of identifying whether an animal on a given image
possesses a certain attribute or not.

Feature representations of the images are obtained via the following procedure. We use a
ResNet50 network [HZRS16], pretrained 3 on ImageNet [RDS+15], to obtain feature represen-
tations of the ImageNet data and reduce their dimension to 100 by PCA. Finally, for each image
in the Animals with Attributes 2 dataset, we compute the ResNet50 feature representation
and apply the PCA projection pre-learned on ImageNet.

3We use a pretrained model from the TensorNets package, https://github.com/taehoonlee/tensornets.
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(a) Label bias
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(b) Shuffled labels
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(c) Shuffled features
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(d) Blurred images
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(e) Dead pixels
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(f) RGB channels swapped

Figure 4.2: Results for the attribute "black" from the Animals with Attributes 2 dataset. Each
plot corresponds to a different contamination type. The x-axis gives the number n of corrupted
sources and the y-axis gives the average classification error of the algorithms, achieved over
100 different runs. Error bars correspond to the standard deviation around those means.

We perform an independent set of experiments for each attribute and for various types and
levels of corruption of the data sources. In each run, we randomly split the data into 60
groups of 500 images, with the remaining 7322 images left out for testing. One of the
groups is selected at random as the clean reference dataset available to the learner. The
remaining 59 groups correspond to the data sources, some of which provide low-quality or
corrupted data. We consider six different types of corruptions. Three act on the labels or the
feature representations directly and the next three are synthetic modifications of the images
themselves. In the second case, the corresponding images are manipulated before the feature
representations are extracted.

Baseline
n

n = 0 n = 10 n = 20 n = 30 n = 40 n = 50 n = 55 n = 59

Reference only 84/1/0 505/5/0 497/13/0 487/23/0 475/35/0 442/68/0 325/185/0 0/510/0
All data 0/85/0 115/395/0 267/243/0 370/140/0 438/72/0 468/42/0 479/31/0 484/26/0

Med of probs. 9/76/0 47/463/0 172/338/0 336/174/0 469/41/0 504/6/0 502/8/0 499/11/0
[FXM14] 8/77/0 32/478/0 110/400/0 338/172/0 457/53/0 504/6/0 502/8/0 497/13/0

[YCKB18] 14/71/0 179/331/0 390/120/0 432/78/0 472/38/0 502/8/0 503/7/0 497/13/0
[Pre82] 55/30/0 308/202/0 361/149/0 416/94/0 437/73/0 455/55/0 470/40/0 485/25/0

Batch norm 0/85/0 107/403/0 317/193/0 416/94/0 446/63/1 478/32/0 487/23/0 482/28/0

Table 4.2: Summary of the results from the Animals with Attributes 2 experiments, over all
85 prediction tasks and all 6 types of corruption. Given a number of corrupted sources n
(columns) and a baseline (rows), we report values in the form A/B/C, where A is the number
of times that our method performed significantly better than the corresponding baseline, B
is the number of times it performed equally well and C is the number of times it performed
significantly worse, summed over the various types of corruptions and all attributes. More
details are provided in the main body of the text.
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• Label bias: The labels of all (corrupted) samples are switched to class 1.

• Shuffled labels: The labels of all samples are shuffled randomly, separately in each
corrupted source.

• Shuffled features: Given a permutation of the indexes between 1 and 100, the features
of all samples are shuffled according to it.

• Blurred images: Each image is blurred by filtering with a Gaussian kernel with standard
deviation σ = 6.

• Dead pixels: In each image a random 30% of the pixels are set to pure black or white.

• RGB channels swapped: The values in the red and the blue color channels of each image
are swapped.

Given an attribute, a type of corruption and a value of n ∈ {0, 10, 20, 30, 40, 50, 55, 59}, the
data is split randomly, as described above, and the samples of n randomly chosen sources are
corrupted. Our algorithm, as well as all baselines, then learn a model based on the resulting
data and the performance of the obtained predictors is evaluated on the test data. For any
combination of target attribute, corruption strategy and value of n, the experiment is repeated
100 times with a different random seed to obtain error estimates.

The results for the first attribute from the Animals with Attributes 2 data ("black") are given
in Figure 4.2. Each plot corresponds to a different type of contamination. The x-axis gives
the number of sources providing corrupted data and the y-axis corresponds to the average
error that an algorithm achieved on the test set, over the 100 runs for each experimental setup.
The error bars give the standard deviation around this average.

Our algorithm (green) performs at least as well as or strictly better than all baselines, for
any type of corruption and any proportion of corrupted sources. When all sources provide
clean data, the performance of our method matches the one of the classic regularized logistic
regression approach on i.i.d. data (blue). As the number of corrupted sources increases,
the performance of all baselines gradually degrades, while our algorithm is able to leverage
the remaining clean data and suppress the effect of the corruptions. The median-based
baselines perform reasonably when less than half of the sources are corrupted, but fail for
larger proportions. The robust logistic regression baseline performs poorly, again likely due to
the non-convexity of the loss function. As all sources become unreliable, our method performs
as well as the approach of learning from the reference dataset only, which is indeed optimal
since all other data is corrupted.

We summarize the results from all attributes in Table 4.2. For any number of corrupted
sources n (columns), we compare our method to the performance of each baseline (rows). We
report values in the form A/B/C, where A is the number of times that our method performed
significantly better than the corresponding baseline, B is the number of times it performed
equally well and C is the number of times it performed significantly worse, summed over the
various types of corruptions and all attributes. For a fixed type of corruption and attribute, we
say that one method performs significantly better than another over the set of 100 runs with
this setup, if the difference in the average performance of the two models is larger than the
sum of the standard deviations around those means (that is, if the error bars, as in Figure 4.2,
do not intersect).
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The results in Table 4.2 show that our method performs significantly better than all baselines
for many types of corruption and many values of n, especially for high levels of contamination,
while essentially never performing significantly worse than any baseline.
In addition, we performed experiments in which a proportion p of the samples in the n
corrupted sources are modified (instead of all of them). Apart from p = 1, we experimented
with p = 0.5 and p = 0.2. We present the same table of results for these cases in Table 4.3
and 4.4 respectively.

Table 4.3: Summary of the results for p = 0.5, over all 85 prediction tasks and all corruptions.

Baseline
n

n = 0 n = 10 n = 20 n = 30 n = 40 n = 50 n = 55 n = 59

Reference only 84/1/0 508/2/0 501/9/0 488/22/0 471/39/0 424/86/0 303/207/0 156/354/0
All data 0/85/0 0/510/0 82/428/0 158/352/0 215/295/0 241/269/0 223/287/0 168/342/0

Median of probs. 9/76/0 30/480/0 53/457/0 93/417/0 189/321/0 272/238/0 252/258/0 216/294/0
[FXM14] 8/77/0 28/482/0 19/491/0 84/426/0 172/338/0 254/256/0 253/257/0 217/293/0

[YCKB18] 14/71/0 123/387/0 227/283/0 155/355/0 247/259/4 295/215/0 282/228/0 224/286/0
[Pre82] 55/30/0 287/223/0 282/228/0 329/181/0 350/160/0 358/152/0 374/136/0 367/143/0

Batch norm 0/85/0 2/508/0 78/432/0 139/370/1 183/326/1 186/323/1 155/354/1 97/412/1

Table 4.4: Summary of the results for p = 0.2, over all 85 prediction tasks and all corruptions.

Baseline
n

n = 0 n = 10 n = 20 n = 30 n = 40 n = 50 n = 55 n = 59

Reference only 84/1/0 507/3/0 505/5/0 504/6/0 492/18/0 459/51/0 429/81/0 404/106/0
All data 0/85/0 0/510/0 0/510/0 0/510/0 0/510/0 1/509/0 2/508/0 1/509/0

Median of probs. 9/76/0 28/482/0 21/489/0 16/494/0 17/493/0 28/482/0 30/478/2 31/479/0
[FXM14] 8/77/0 30/480/0 24/486/0 16/494/0 16/494/0 20/489/1 23/485/2 26/484/0

[YCKB18] 14/71/0 95/415/0 146/364/0 34/476/0 42/468/0 39/471/0 36/474/0 40/470/0
[Pre82] 55/30/0 282/228/0 282/228/0 275/235/0 287/223/0 264/246/0 281/229/0 267/243/0

Batch norm 0/85/0 0/510/0 0/510/0 0/510/0 0/510/0 0/509/1 0/509/1 1/508/1

4.5 Summary
We introduced an algorithm for learning from data provided by multiple untrusted sources.
It incorporates information from all of them, while being robust to arbitrary corruptions and
manipulations of the data. By making use of the grouped structure of the task and a reference
dataset, the method is able to successfully learn even if more than half of the available data is
corrupted or uninformative. Our method is theoretically justified and easy to implement, even
in cases when the data is decentralized and/or private. We demonstrated its effectiveness
through two sets of extensive experiments, showing its superior performance to all baselines,
for various levels and types of corruption.
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CHAPTER 5
Fairness-Aware PAC Learning from

Corrupted Data

We now turn to another aspect of learning from corrupted data that is especially relevant from
a present perspective - that of studying whether it is possible to ensure that in addition to
accuracy, the fairness of the learned classifier is also protected from malicious data effects.
Here we study the problem from a PAC learning perspective, in the single dataset scenario.

5.1 Motivation and outline
As explained in Section 2.3 many ways of measuring and optimizing the fairness of learned
models have been developed. The problem is perhaps best studied in the context of group
fairness in classification, where the decisions of a binary classifier have to be nondiscriminatory
with respect to a certain protected attribute, such as gender or race [BHN19]. This is typically
done by formulating a desirable fairness property for the task at hand and then optimizing for
this property, alongside with accuracy, be it via a data preprocessing step, a modification of the
training procedure, or by post-processing of a learned classifier on held-out data [MMS+19].
The underlying assumption is that by ensuring that the fairness property holds exactly or
approximately based on the available data, one obtains a classifier whose decisions will also be
fair at prediction time.
A major drawback of this framework is that for many real-world applications in which fairness
can be a concern the training and validation data available are often times unreliable and
biased [BR18, MMS+19]. For example, demographic data collected via surveys or online polls
is often difficult and expensive to verify. More generally any human-generated data is likely to
contain various historical biases. Datasets collected via crowdsourcing or web crawing are also
prone to both unwittingly created errors and conscious or even adversarially created biases.
These issues naturally raise concerns about the current practice of training and certifying fair
models on such datasets. In fact, recent work has demonstrated empirically that strong poison-
ing attacks can negatively impact the fairness of specific learners based on loss minimization.
At the same time, little is known about the fundamental limits of fairness-aware learning from
corrupted data. Previous work has only partially addressed the problem by studying weak data
corruption models, for example by making specific label/attribute noise assumptions. However,
these assumptions do not cover all possible (often unknown) problems that real-world data
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can possess. More generally, in order to avoid a cat-and-mouse game of designing defenses
and attacks for fair machine learning models, one would need to be able to certify fairness as
a property that holds when training under arbitrary, even adversarial, manipulations of the
training data [KL93].

Outline In this chapter, we address the aforementioned issues by studying the effect of
arbitrary data corruptions on fair learning algorithms. Specifically, we explore the fundamental
limits of fairness-aware PAC learning within the malicious adversary model of [Val85]. We
focus on binary classification with a binary protected attribute and on the demographic parity
[CKP09] and equal opportunity [HPS16] fairness notions.
First we show that learning under this adversarial model is provably impossible in a PAC sense
- there is no learning algorithm that can ensure convergence with high probability to a point on
the accuracy-fairness Pareto front on the set of all finite hypothesis spaces, even in the limit of
infinite training data. Furthermore, the irreducible excess gap in the fairness measures we study
is inversely proportional to the frequency of the rarer of the two protected attributes groups.
This makes the robust learning problem especially hard when one of the protected subgroups
in the data is underrepresented. These hardness results hold for any learning algorithm based
on a corrupted dataset, including pre-, in- and post-processing methods in particular.
Perhaps an even more concerning result from a practical perspective is that the adversary
can also ensure that any learning algorithm will output a classifier that is optimal in terms
of accuracy, but exhibits a large amount of unfairness. The bias of such a classifier might
go unnoticed for a long time in production systems, especially in applications where sensitive
attributes are not revealed to the system at prediction time for privacy reasons.
We also show that our hardness results are tight up to constant factors, in terms of the
corruption ratio and the protected group frequencies, by proving matching upper bounds.
To this end we study the performance of two natural types of learning algorithms under the
malicious adversary model. We show that both algorithms achieve order-optimal performance
in the infinite data regime, thereby providing tight upper and lower bounds on the irreducible
error of fairness-aware statistical learning under adversarial data corruption.
We conclude with a discussion on the implications of our hardness results, emphasizing the
need for developing and studying further data corruption models for fairness-aware learning,
as well as on the importance of strict data collection practices in the context of fair machine
learning.

5.2 Related work
To the best of our knowledge, we are the first to investigate the information-theoretic limits of
fairness-aware learning against a malicious adversary. There is, however, related previous work
on PAC learning analysis of fair algorithms, robust fair learning, and learning with poisoned
training data, that we discuss in this section.

Fairness in classification Fairness-aware learning has been widely studied in the context of
classification: we refer to our discussion in Section 2.3 for a brief overview and to [BHN19] for
an exhaustive introduction to the field. On the methodological side, our upper bounds analysis
employs a technique for proving concentration of estimates of conditional probabilities that
has previously been used in the context of group fairness by [WGOS17] and [ABD+18]. A
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number of hardness results for fair learning are also known. In particular, [KMR17] prove the
incompatability of three fairness notions for a broad class of learning problems and [MW18b]
quantify fundamental trade-offs between fairness and accuracy. Both of these works, however,
focus on learning with i.i.d. clean data.

Fairness and data corruption Most relevant for our setup are a number of recent works
that empirically study attacks and defenses on fair learners under adversarial data poisoning. In
particular, [SBC20], [CNM+20] and [MNMG20] consider practical, gradient-based poisoning
attacks against machine learning algorithms. All of these works demonstrate empirically that
poisoned data can severely damage the performance of fair learners that are based on empirical
loss minimization. In our work we go beyond this by proving a set of hardness results that hold
for arbitrary learning algorithms. On the defense side, [RLWS20] design and empirically study
an adversarial training approach for dealing with data corruption when training fair models.
Their defense is shown to be effective against specific poisoning attacks that aim to reduce the
model accuracy. In contrast, for our upper bounds we are interested in learners that provably
work against any poisoning attack, including those that can target the fairness properties of
the model as well.

Among works focusing on weaker adversarial models, a particularly popular topic is the one
of fair learning with noisy or adversarially perturbed protected attributes [LZMV19, AKM20,
WGN+20, CHKV21, MC21, CMV21]. Under the explicit assumption that the corruption does
not affect the inputs and the labels, these works propose algorithms that can recover a fair
model despite the data corruption. A related, but conceptually different topic is the one of
fair learning without demographic information [HSNL18, KMZ20, MOS20, LBC+20]. Another
commonly assumed type of corruption is label noise, which is shown to be overcomable under
various assumptions by [DADC18], [JN20], [WLL20] and [FGC20]. A distributionally robust
approach for certifying fairness is taken by [TNKB20], under the assumption that the real
data distribution falls within a Wasserstein ball centered at the empirical data distribution. In
[ICS+20] a formal methods framework for certifying fairness through unawareness, even in the
presence of a specific type of data bias that targets their desired fairness measure, is provided.
The vulnerability of fair learning algorithms to specific types of data corruption has also been
demonstrated on real-world data by [CŽ13] and [KZ18].

An orthogonal line of work shows that imposing fairness constraints can neutralize the effects
of corrupted data, under specific assumptions on the type of bias present [BS20]. Also related
are the works of [TRO+19] and [LBSS21] who propose procedures for data cleaning/outlier
detection, without a specific adversarial model, that in particular improve fairness performance.

Learning against an adversary Learning from corrupted training data is a field with long
history, where both the theoretical and the practical aspects of attacking and defending ML
models have been widely studied [Tuk60, Hub64, AL88, KL93, CBDF+99, BEK02, CS04,
BNL12a, CSV17, SKL17, CLL+17, DKK+19b]. In this work we study fair learning within
the malicious adversary model [Val85, KL93, CBDF+99]. This chapter adds an additional
dimension to this line of work, where fairness is considered alongside with accuracy as an
objective for the learner.
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5.3 Preliminaries
In this section we formalize the problem of fairness-aware learning against a malicious adversary,
by giving precise definitions of the learning objectives and the studied data corruption model.

5.3.1 Fairness-aware learning
Throughout the chapter we adopt the standard group fairness classification framework, as
introduced in Section 2.3. We consider a product space X ×A×Y , where X is an input space,
Y = {0, 1} is a binary label space and A = {0, 1} is a set corresponding to a binary protected
attribute (for example, being part of a majority/minority group). We assume that there is an
unknown true data distribution P ∈ P(X × A × Y) from which the clean data is sampled.
Denote by H ⊆ {h : X → Y} the hypothesis space of all classifiers to be considered. We
denote the random variables corresponding to randomly sampled inputs, labels and protected
attributes as X, Y and A respectively.

PAC learning Adopting a statistical PAC learning setup, we are interested in designing
learning procedures that find a classifier based on training examples. Formally, a (statistical)
fairness-aware learner L : ∪n∈N(X × A × Y)n → H is a function that takes a labeled dataset
of an arbitrary size and outputs a hypothesis. Note that we again consider learning in the
purely statistical sense here, focusing on any procedure that outputs a hypothesis, regardless
of its computational complexity, and seeking learners that are sample-efficient instead.

In a clean data setup, the learner is trained on a dataset Sc = {(xc
i , ac

i , yc
i )}n

i=1 sampled i.i.d.
from P and outputs a hypothesis h := L(Sc). The performance of a learner can be measured
via the expected 0/1 loss (a.k.a. the risk) with respect to the distribution P

R(h,P) = P(h(X) ̸= Y ). (5.1)

Group fairness in classification In (group) fairness-aware learning, an additional desirable
property of the classifier h = L(Sc) is that its decisions are fair in the sense that it does
not exhibit discrimination with respect to one of the protected subgroups in the population.
Many different formal notions of group fairness have previously been proposed in the literature.
Here we consider two of the group fairness measures we discussed in Section 2.3.3, namely
demographic parity and equality of opportunity. Recall that demographic parity [CKP09],
requires that the decisions of the classifier are independent of the protected attribute, that is

P(h(X) = 1|A = 0) = P(h(X) = 1|A = 1). (5.2)

The second notion, equality of opportunity [HPS16], states that the true positive rates of the
classifier should be equal across the protected groups, that is

P(h(X) = 1|A = 0, Y = 1) = P(h(X) = 1|A = 1, Y = 1). (5.3)

In this definition, an implicit assumption is that Y = 1 corresponds to a beneficial outcome
(for example, an applicant receiving a job), so that this fairness notion only considers instances
where the correct outcome should be advantageous.

In practice, it is rarely the case that a classifier achieves perfect fairness. Therefore, we will
instead be interested in controlling the amount of unfairness that h possesses, measured via
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corresponding fairness deviation measures Γ(h) [WGOS17, MW18a, WM19]. Here we adopt
the mean difference score measure of [CV10] and [MW18a] for demographic parity

ΓDP (h,P) =
⃓⃓⃓⃓
P(h(X) = 1|A = 0) − P(h(X) = 1|A = 1)

⃓⃓⃓⃓
(5.4)

and its analog for equality of opportunity

ΓEOp(h,P) =
⃓⃓⃓⃓
P(h(X) = 1|A = 0, Y = 1) − P(h(X) = 1|A = 1, Y = 1)

⃓⃓⃓⃓
. (5.5)

To avoid degenerate cases for these measures, we assume throughout the chapter that
Pa = P(A = a) > 0 and P1a = P(Y = 1, A = a) > 0 for both a ∈ {0, 1}. For the rest of the
chapter, whenever we are interested in demographic parity fairness, we assume without loss
of generality that A = 0 is the minority class, so that P0 ≤ 1

2 ≤ P1. Similarly, whenever the
fairness notion is equality of opportunity, we will assume that P10 ≤ P11.
Whenever the underlying distribution is clear from the context, we will drop the dependence
of R(h,P) and Γ(h,P) on P and simply write R(h) and Γ(h).

5.3.2 Learning against an adversary
As argued previously, machine learning models are often trained on unreliable datasets, where
some of the points might be corrupted by noise, human biases and/or malicious agents. To
model arbitrary manipulations of the data, we assume the presence of an adversary that can
modify a certain fraction of the dataset and study fair learning in this context. In addition to not
being partial to a specific type of data corruption, this worst-case approach has the advantage
of providing a certificate for fairness: if a system can work against a strong adversarial model,
it will be effective under any circumstances that are covered by the model.
Similarly to the classic robust machine learning setup, a fairness-aware adversary is any
procedure for manipulating a dataset, that is a possibly randomized function

A : ∪n∈N(X × A × Y)n → ∪n∈N(X × A × Y)n

that takes in a clean dataset Sc = {(xc
i , ac

i , yc
i )}n

i=1 sampled i.i.d. from P and outputs a
new, corrupted, dataset Sp = {(xp

i , ap
i , yp

i )}n
i=1 of the same size. Depending on the type of

restrictions that are imposed on the adversary, various adversarial models can be obtained.
In this chapter we focus on the malicious adversary model, as introduced in Section 2.2.3,
and adapt it to the fairness-aware learning case. The formal data generating procedure is as
follows:

• An i.i.d. clean dataset Sc = {(xc
i , ac

i , yc
i )}n

i=1 is sampled from P.

• Each index/point i ∈ {1, 2, . . . , n} is marked independently with probability α, for a
fixed constant α ∈ [0, 0.5). Denote all marked indexes by P ⊆ [n].

• The malicious adversary computes, in a possibly randomized manner, a corrupted dataset
Sp = {(xp

i , ap
i , yp

i )}n
i=1 ∈ (X × A × Y)n, with the only restriction that (xp

i , ap
i , yp

i ) =
(xc

i , ac
i , yc

i ) for all i ̸∈ P. That is, the adversary can replace all marked data points in
an arbitrary manner, with no assumptions whatsoever about the points (xp

i , ap
i , yp

i ) for
i ∈ P.
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• The corrupted dataset Sp is then passed on to the learner, who computes L(Sp).

For a fixed α ∈ [0, 0.5), we say that A is a malicious adversary of power α. Note that the
number of marked points is |P| ∼ Bin(n, α).
Since no assumptions are made on the corrupted data points, they can, in particular, depend
on the learner L, the data distribution P, the clean data Sc and all other parameters of the
learning problem. That is, the adversary acts with full knowledge of the learning setup and
without any computational constraints, which is in lines with our worst-case approach. Note
that this is in contrast to the learner L that can only access the data points in Sp. We refer
to Section 5.3.4 for a more formal treatment.

5.3.3 Multi-objective learning
Our goal is to study the performance of the classifier L(Sp) learned on the corrupted data,
both in terms of its expected loss R(L(Sp),P) and its fairness deviation Γ(L(Sp),P) on the
clean (test) distribution P. We will be interested in the probabilities of these quantities being
large or small, under the randomness of the sampling of Sp - that is the randomness of the
clean data, the marked points and the adversary.
Note that it is not a priori clear how to trade-off the two metrics and that this is likely to be
application-dependent. Therefore it is also unclear how to evaluate the quality of a hypothesis.
Here we study two possible ways to do so.

Weighted objective One approach is to assume that a (application dependent) trade-off
parameter λ is predetermined, so that the learner has to approximately minimize

Lλ(h) = R(h) + λΓ(h). (5.6)

In particular, the quality of the hypothesis L(hS) can be directly measured via Lλ(L(hS)) −
minh∈H Lλ(h). We will use LDP

λ and LEOp
λ to denote the weighted objectives with ΓDP and

ΓEOp respectively.

Element-wise comparisons Alternatively, one may want to consider the two objectives
independently. Given a classifier h ∈ H, denote by V(h) = (R(h), Γ(h)) the vector consisting
of the values of the two objectives. Note that V does not, in general, induce a total order on
H. Instead we can only compare two classifiers h1, h2 ∈ H if, say, h1 dominates h2 in the sense
that both R(h1) ≤ R(h2) and Γ(h1) ≤ Γ(h2). We denote this relation by V(h1) ⪯ V(h2).
As we will see, these component-wise comparisons are still useful for understanding the limits
of learning against an adversary.
To be able to measure how far a classifier is from optimal under the ⪯ relation, it is natural
to consider situations where there exists a classifier that is optimal both in terms of fairness
and accuracy. Then the quality of any other hypothesis can be measured with respect to
this optimal classifier. That is, one may assume that there exists a h∗ ∈ H, such that
h∗ ∈ argminh∈H R(h) and h∗ ∈ argminh∈H Γ(h), so that V(h∗) ⪯ V(h) for all h ∈ H. Then
the quality of L(Sp) can be measured as the R2 vector

L(L(Sp)) = V(L(Sp)) − V(h∗). (5.7)

As with the weighted objective, we use LDP (L(Sp)) and LEOp(L(Sp)) to denote the loss
vector when demographic parity and equality of opportunity are used respectively.
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One particular situation that we will study in which a component-wise optimal classifier h∗

exists, is within the realizable PAC learning model with equality of opportunity fairness. Indeed,
whenever a classifier h∗ ∈ H satisfies P(h∗(X) = Y ) = 1, we have that both R(h∗) = 0 and
ΓEOp(h∗) = 0 and so LEOp(L(Sp)) = VEOp(L(Sp)).

5.3.4 The limits of fairness-aware learning against an adversary
Lower and upper bounds analysis Over the next sections we will be showing lower and
upper bounds on Lλ(L(Sp)) and L(L(Sp)), that is, the risk and the fairness deviation measure
achieved by the learner when trained on the corrupted data. Our lower bounds can be thought
of as hardness results that describe a limit on how well the learner can perform against the
adversary. These are based on explicit constructions of hard learning problems and adversaries
that demonstrate these limitations. Our upper bounds complement the hardness results by
constructing learners that recover a classifier with guarantees on fairness and accuracy that
match the lower bounds, for a wide range of learning problems and adversaries.

As discussed in Section 2.2.2, crucial in these results is the ordering of the quantifiers. These
matter not only for the comparison between the upper and the lower bounds, but also for
the sake of formalizing the powers of the adversary and the learner. Recall that the learner
only operates with knowledge of the corrupted dataset. At the same time, the adversary is
assumed to know not only the clean data, but also the target distribution and the learner.
Therefore, our lower bounds are structured as follows:

For any learner L there exists a distribution P and an adversary A,
such that with constant probability . . .

Note in particular that the adversary can be chosen after the learner is constructed and together
with the distribution and it can therefore be tailored to their choice. At the same time, our
upper bounds read as:

There exists a learner L, such that for any distribution P, any adversary A and any δ ∈ (0, 1),
with probability at least 1 − δ . . .

Since the learner is fixed before the distribution and the adversary are, it has to work for any
such pair.

We note that all probability statements refer to the randomness in the full generation process of
the dataset Sp, that is the randomness of the clean data, the marked points and the adversary.
For a fixed clean data distribution P and a fixed adversary A, we denote the distribution of Sp

as PA.

Role of the hypothesis space Learnability in our setup can be studied either as a property
of any fixed hypothesis space, or as a property of a class of hypothesis spaces, for example
the hypothesis spaces of finite size or finite VC dimension. However, one can easily see that
for certain hypothesis spaces fairness can be satisfied trivially. For example, whenever H
contains a classifier that is constant on the whole input space (that is, always predicts 1 or
always predicts 0), a learner that returns this constant classifier, regardless of the observed
data, will always be perfectly fair with respect to both fairness notions, under any distribution
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and against any adversary. We therefore opt to study the learnability of classes of hypothesis
spaces.
In particular, our hardness results demonstrate the existence of a finite hypothesis space, such
that a certain amount of excess inaccuracy and/or unfairness is unavoidable. Therefore, no
learner can achieve better guarantees on the class of all finite hypothesis spaces, even in the
infinite training data limit. This is contrast to, for example, classic PAC learning with clean
data, where the ERM algorithm is a PAC learner for all finite hypothesis spaces and more
generally all spaces of finite VC dimension [SSBD14].
On the other hand, the learners we construct for the upper bounds are shown to work for
any hypothesis space that is finite or of finite VC dimension, in all cases matching the lower
bounds.

Parameters of the learning problem Our bounds will depend explicitly on the corruption
ratio α and on the smaller of the protected class frequencies P0 = P(A = 0) (for demographic
parity) or on P10 = P(Y = 1, A = 0) ≤ P(Y = 1, A = 1) (for equality of opportunity). To
understand the limits of fairness-aware learning against a malicious adversary, we will analyze
our bounds for small values of α and P0 or P10. Intuitively, the smaller the corruption rate
α is, the easier it is for the learner to recover an accurate and fair hypothesis. On the other
hand, a small value for P0 or P10 implies that one of the subgroups is underrepresented in the
population, and so intuitively the adversary can hide a lot of information about this group and
thus prevent the learner from finding a fair hypothesis.
As we will see, this intuition is reflected in our bounds, which give a tool for understanding
the effect of these quantities on the hardness of the learning problem. Comparing the lower
bounds, which hold regardless of the sample size n, to the upper bounds in the limit of n → ∞
allows us to reason about the absolute limits of fairness-aware learning against a malicious
adversary. Indeed, in this large data limit, we find that our upper and lower bounds match in
terms of their dependence on α and P0 or P10 up to constant factors. We note that designing
algorithms that achieve sample-optimal guarantees in our context is beyond the scope of this
work. However, we will also be interested in the statistical rates of convergence of the studied
learners to the irreducible gap certified by the lower bounds. We refer to Section 5.5.2 for a
formal treatment.

5.4 Lower bounds
We now present a series of hardness results that demonstrate that fair learning in the presence
of a malicious adversary is provably impossible in a PAC learning sense. Complete proofs of
all results in this section can be found in Appendix C.1.

5.4.1 Pareto lower bounds
We begin by presenting two hardness results that intuitively show that for some hypothesis
spaces H the adversary can prevent any learner from reaching the Pareto front of the accuracy-
fairness optimization problem. We first demonstrate this for demographic parity:

Theorem 8. Let 0 ≤ α < 0.5, 0 < P0 ≤ 0.5. For any input set X with at least four
distinct points, there exists a finite hypothesis space H, such that for any learning algorithm
L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which P(A = 0) = P0, a
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malicious adversary A of power α and a hypothesis h∗ ∈ H, such that with probability at least
0.5

R(L(Sp),P) − R(h∗,P) ≥ min
{︃

α

1 − α
, 2P0P1

}︃
and

ΓDP (L(Sp),P) − ΓDP (h∗,P) ≥ min
{︄

α

2P0P1(1 − α) , 1
}︄

.

The proof of this theorem (as well as of the other hardness results presented in this section) is
based on the so-called method of induced distributions, pioneered by [KL93]. The idea is to
construct two distributions that are sufficiently different, so that different classifiers perform
well on each, yet can be made indistinguishable after the modifications of the adversary. Then
no fixed learner with access only to the corrupted data can be “correct” with high probability on
both distributions and so any learner will incur an excessively high loss and exhibit excessively
high unfairness on at least one of them, regardless of the amount of available data.

Here we provide a sketch proof of Theorem 8, to illustrate the type of construction used. A
complete proof can be found in Appendix C.1.

Proof. (Sketch) Let η = α
1−α

, so that α = η
1+η

. We assume here that η = α
1−α

≤ 2P0(1−P0),
with the other case following from a similar construction, but with an adversary that uses a
smaller value of α (so that it leaves some of the data points at its disposal untouched).

Take four distinct points {x1, x2, x3, x4} ∈ X . We consider two distributions P0 and P1, where
each Pi is defined as

Pi(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 − P0 − η/2 if x = x1, a = 1, y = 1
P0 − η/2 if x = x2, a = 0, y = 0
η/2 if x = x3, a = i, y = ¬i

η/2 if x = x4, a = ¬i, y = i

0 otherwise

Note that these are valid distributions, since η ≤ 2P0(1 − P0) ≤ 2P0 ≤ 2(1 − P0) by
assumption and also that P0 = Pi(A = 0) for both i ∈ {0, 1}. Consider the hypothesis space
H = {h0, h1}, with

h0(x1) = 1 h0(x2) = 0 h0(x3) = 1 h0(x4) = 0

and
h1(x1) = 1 h1(x2) = 0 h1(x3) = 0 h1(x4) = 1.

The point of this construction is as follows: there are only two points, x3 and x4, where the
two distributions differ. This is also where the classifiers differ and, in fact, each classifier
hi is better performing on the distribution Pi, in both accuracy and fairness, than the other
classifier.

Indeed, it is easy to verify that

L(h¬i,Pi) − L(hi,Pi) = η, for both i = 0, 1. (5.8)
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Moreover,

ΓDP (h¬i,Pi) − ΓDP (hi,Pi) = η

2P0(1 − P0)
, for both i = 0, 1. (5.9)

Now what the adversary does is to use all of the marked data to insert points with inputs x3
and x4, but with flipped labels and protected attributes. Then, since the points with inputs x3
and x4 in the original data are sufficiently rare, the adversary manages to hide which one of
the two distributions was the original one.
Specifically, consider a (randomized) malicious adversary Ai of power α, that given a clean
distribution Pi, changes every marked point to (x3, ¬i, i) with probability 0.5 and to (x4, i, ¬i)
otherwise. Under a distribution Pi and an adversary Ai, the probability of seeing a point
(x3, i, ¬i) is η

2(1 − α) = η
2

1
1+η

= α/2, which is equal to the probability of seeing a point
(x3, ¬i, i). Therefore, denoting the probability distribution of the corrupted dataset, under
a clean distribution Pi and an adversary Ai, by P′

i, one can verify that P′
0 = P′

1, so the two
initial distributions P0 and P1 become indistinguishable under the adversarial manipulation.
The proof concludes by formalizing the observation that any fixed learner L : ∪n∈N(X ×
A × Y)n → {h0, h1} will perform poorly on at least one of the distribution-adversary pairs
(Pi,Ai), since the resulting corrupted data distributions are the same, but the optimal classifiers
differ.

Discussion Our hardness result implies that no learner can guarantee reaching a point on
the Pareto front in a PAC learning sense, even for a simple family of hypothesis spaces, namely
the finite ones. To prove the theorem we explicitly construct a hypothesis space that is not
learnable against the malicious adversary. As discussed in Section 5.3.4, a constructive proof
is necessary here, because fairness can be trivially satisfied on some hypothesis spaces, for
example those that contain a constant classifier, which is fair under any distribution and
against any adversary.
We now analyze the bounds and their behavior for small values of α and P0. First assume that

α
1−α

< 2P0P1, which in particular is the case whenever 2α < P0. Then under the conditions
of the theorem, with probability at least 0.51

R(L(Sp)) − R(h∗) ≥ Ω (α) (5.10)

and

ΓDP (L(Sp)) − ΓDP (h∗) ≥ Ω
(︃

α

P0

)︃
. (5.11)

The lower bound on the excess loss (5.10) is known to hold for any hypothesis space as shown
by [KL93] (see also the discussion in Section 2.2.3). What Theorem 8 adds to this classic
result is that for certain hypothesis spaces: 1) the learner can at the same time be forced to
produce an excessively unfair classifier; 2) the fairness deviation measure ΓDP can be increased
by Ω(α/P0). Note that these results hold regardless of the sample size n.
Equations (5.10) and (5.11) immediately imply the following lower bounds on Lλ and LDP :

LDP
λ (L(Sp)) − min

h∈H
LDP

λ (h) ≥ Ω
(︃

α + λ
α

P0

)︃
. (5.12)

1We use the Ω-notation for lower bounds on the growth rates of functions.
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LDP (L(Sp)) ⪰
(︃

Ω (α) , Ω
(︃

α

P0

)︃)︃
(5.13)

In the second case, when α
1−α

≥ 2P0P1, the adversary can force a constant increase in the
loss and make the classifier completely unfair, so that ΓDP (L(Sp)) = 1. These observations,
combined with the rates from the first case, indicate that unless α = o(P0), the adversary
can ensure that the resulting model’s demographic parity deviation measure is constant. In
particular, if one of the protected groups is rare, even very small levels of data corruption can
lead to a biased model.
Next we show a similar result for equality of opportunity.

Theorem 9. Let 0 ≤ α < 0.5 and P10 ≤ P11 < 1 be such that P10 + P11 < 1. For any input
set X with at least five distinct points, there exists a finite hypothesis space H, such that for
any learning algorithm L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which
P(A = a, Y = 1) = P1a for a ∈ {0, 1}, a malicious adversary A of power α and a hypothesis
h∗ ∈ H, such that with probability at least 0.5

R(L(Sp),P) − R(h∗,P) ≥ min
{︃

α

1 − α
, 2P10, 2(1 − P10 − P11)

}︃
and

ΓEOp(L(Sp),P) − ΓEOp(h∗,P) ≥ min
{︄

α

2(1 − α)P10
, 1,

1 − P10 − P11

P10

}︄
.

Discussion A similar analysis to the one after Theorem 8 applies here as well. In particular,
whenever α

1−α
≤ 2 min {P10, 1 − P10 − P11}, we obtain

LEOp
λ (L(Sp)) − min

h∈H
LEOp

λ (h) ≥ Ω
(︃

α + λ
α

P10

)︃
(5.14)

LEOp(L(Sp)) ⪰
(︃

Ω (α) , Ω
(︃

α

P10

)︃)︃
. (5.15)

The case when α
1−α

> 2 min {P10, 1 − P10 − P11} leads to a constant equality of opportunity
deviation measure. If in addition we have that 1 − P10 − P11 ≥ P10, a completely unfair
classifier will be returned. Consequently, if positive examples associated with one of the
protected groups are rare (that is, if P10 = P(Y = 1, A = 0) is small), then even very small
corruption ratios can lead to a biased model.

5.4.2 Hurting fairness without affecting accuracy
While the results above shed light on the fundamental limits of robust fairness-aware learning
against an adversary, models that are inaccurate are often easy to detect in practice. On
the other hand, a model that has good accuracy, but exhibits a bias with respect to the
protected attribute, can be much more problematic. This is especially true in applications
where demographic data is not collected at prediction time for privacy reasons. In this case
the model’s bias might go unnoticed for a long time, thus adversely affecting one of the
population subgroups and potentially extrapolating existing biases from the training data to
future decisions.
We now show that such an unfortunate situation is indeed also possible under the malicious
adversary model. The following results show that any learner will, in some situations, be
forced by the adversary to return a model that is optimal in terms of accuracy, but exhibits
unnecessarily high unfairness in terms of demographic parity.
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Theorem 10. Let 0 ≤ α < 0.5, 0 < P0 ≤ 0.5. For any input set X with at least four
distinct points, there exists a finite hypothesis space H, such that for any learning algorithm
L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which P(A = 0) = P0, a
malicious adversary A of power α and a hypothesis h∗ ∈ H, such that with probability at least
0.5

R(L(Sp),P) = R(h∗,P) = min
h∈H

R(h,P)

and
ΓDP (L(Sp),P) − ΓDP (h∗,P) ≥ min

{︃
α

2P0
, 1
}︃

.

We also present a corresponding result for equality of opportunity.

Theorem 11. Let 0 ≤ α < 0.5, P10 ≤ P11 < 1 be such that P10 + P11 < 1. For any input
set X with at least five distinct points, there exists a finite hypothesis space H, such that for
any learning algorithm L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which
P(A = a, Y = 1) = P1a for a ∈ {0, 1}, a malicious adversary A of power α and a hypothesis
h∗ ∈ H, such that with probability at least 0.5

R(L(Sp),P) = R(h∗,P) = min
h∈H

R(h,P)

and

ΓEOp(L(Sp),P) − ΓEOp(h∗,P) ≥ min
{︄

α

2(1 − α)P10

(︃
1 − P10

P11

)︃
, 1 − P10

P11

}︄
.

Once again the error terms on the fairness notions are inversely proportional to P0 and P10
respectively, indicating that datasets in which one of the subgroups is underrepresented are
particularly vulnerable to data manipulations.

5.5 Upper bounds
We now prove that the (sample-size-independent) lower bounds from the previous section are
tight up to constant factors, by providing matching upper bounds for the same problem. We
do so by studying the performance of two natural types of fairness-aware learning algorithms
under the malicious adversary model. We find that these algorithms achieve order-optimal
performance in the large data regime.

Complete proofs of all results in this section can be found in Appendix C.2. A sketch
of the proofs is also presented in Section 5.5.3.

5.5.1 Upper bounds on the λ-weighted objectives
The first type of algorithms we study simply minimize an empirical estimate of the λ-weighted
objective Lλ. We show that with high probability such learners achieve an order-optimal
deviation from minh∈H Lλ(h) in the large data regime, as long as H has a finite VC dimension.
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Bound for demographic parity Let h ∈ H be a fixed hypothesis. We consider the
following natural estimate of ΓDP (h), as given in equation (5.4), based on the corrupted
dataset Sp = {(xp

i , ap
i , yp

i )}n
i=1:

ˆ︁ΓDP (h) =
⃓⃓⃓⃓
⃓
∑︁n

i=1 1{h(xp
i ) = 1, ap

i = 0}∑︁n
i=1 1{ap

i = 0}
−
∑︁n

i=1 1{h(xp
i ) = 1, ap

i = 1}∑︁n
i=1 1{ap

i = 1}

⃓⃓⃓⃓
⃓ , (5.16)

with the convention that 0
0 = 0 for the purposes of this definition. We also denote the empirical

risk of h on Sp by ˆ︁Rp(h) = 1
n

∑︁n
i=1 1{h(xp

i ) ̸= yp
i }.

Now let λ ≥ 0 be a fixed trade-off parameter. Suppose that the learner LDP
λ : ∪∞

n=1(X × A ×
Y)n → H is such that

LDP
λ (Sp) ∈ argmin

h∈H
( ˆ︁Rp(h) + λˆ︁ΓDP (h)), for all Sp.

That is, LDP
λ always returns a minimizer of the λ-weighted empirical objective. Then the

following result holds.

Theorem 12. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Denote by PA
the probability distribution of the corrupted data Sp, under the random sampling of the clean
data, the marked points and the randomness of the adversary. Then for any δ ∈ (0, 1) and
n ≥ max

{︂
8 log(16/δ)
(1−α)P0

, 12 log(12/δ)
α

, d
2

}︂
, we have:

PA
(︃

LDP
λ (LDP

λ (Sp)) ≤ min
h∈H

LDP
λ (h) + ∆DP

λ

)︃
> 1 − δ,

where2

∆DP
λ = 3α + λ(2∆DP ) + ˜︁O

⎛⎝√︄d

n
+ λ

√︄
d

P0n

⎞⎠
and

∆DP = 2α
P0
3 + α

= O
(︃

α

P0

)︃
.

This result shows that for any H of finite VC dimension, any distribution P and against any
malicious adversary A of power α, the learner LDP

λ is able, for sufficiently large values of the
sample size n ≥ Ω((P0/α)2), to return with high probability a hypothesis such that

LDP
λ (LDP

λ (Sp)) − min
h∈H

LDP
λ (h) ≤ O

(︃
α + λ

α

P0

)︃
. (5.17)

Note that these rates on the irreducible error term match our lower bound from Theorem
8 and Inequality (5.12). Indeed, the hardness result shows that no algorithm can guarantee
better error rates than those in (5.17) on the family of finite hypothesis sets and hence also
on the hypothesis sets with finite VC dimension.

2The ˜︁O-notation hides constant and logarithmic factors.
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Bound for equality of opportunity Similarly, we consider the following estimate for the
equality of opportunity deviation measure:

ˆ︁ΓEOp(h) =
⃓⃓⃓⃓
⃓
∑︁n

i=1 1{h(xp
i ) = 1, ap

i = 0, yp
i = 1}∑︁n

i=1 1{ap
i = 0, yp

i = 1}
−
∑︁n

i=1 1{h(xp
i ) = 1, ap

i = 1, yp
i = 1}∑︁n

i=1 1{ap
i = 1, yp

i = 1}

⃓⃓⃓⃓
⃓ ,

(5.18)

with the convention that 0
0 = 0 for the purposes of this definition. Suppose that a learner

LEOp
λ : ∪∞

n=1(X × A × Y)n → H is such that

LEOp
λ (Sp) ∈ argmin

h∈H
( ˆ︁Rp(h) + λˆ︁ΓEOp(h)), for all Sp,

that is, always returns a minimizer of the λ-weighted empirical objective. Then:

Theorem 13. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Then for any
δ ∈ (0, 1) and n ≥ max

{︂
8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

, d
2

}︂
PA

(︃
LEOp

λ (LEOp
λ (Sp)) ≤ min

h∈H
LEOp

λ (h) + ∆EOp
λ

)︃
> 1 − δ,

where

∆EOp
λ = 3α + λ(2∆EOp) + ˜︁O

⎛⎝√︄d

n
+ λ

√︄
d

P10n

⎞⎠
and

∆EOp = 2α
P10

3 + α
= O

(︃
α

P10

)︃
.

Again, for a sufficiently large sample size, this result implies an upper bound on the excess
loss of the learner LEOp

λ in terms of the weighted objective

LEOp
λ (LEOp

λ (Sp)) − min
h∈H

LEOp
λ (h) ≤ O

(︃
α + λ

α

P10

)︃
, (5.19)

which is again order optimal, according to Theorem 9 and Inequality (5.14).

5.5.2 Component-wise upper bounds
We now introduce a second type of algorithms, which return a hypothesis that achieves both a
small loss and a small fairness deviation measure on the training data, or, if no such hypothesis
exists, a random hypothesis. We show that, in the case when there exists a classifier that is
optimal in both accuracy and fairness, with high probability such learners return a hypothesis
h ∈ H that is order-optimal in both elements of the objective vector L(h), as long as H is of
finite VC dimension and n is sufficiently large. Finally, in the case of realizable PAC learning
with equality of opportunity fairness, we are able to provide an algorithm that achieves such
order-optimal guarantees with fast statistical rates, for any finite hypothesis space.
Throughout the section, we assume that there exists a classifier h∗ ∈ H, such that V(h∗) ⪯
V(h) for all h ∈ H. That is, R(h∗) ≤ R(h) and Γ(h∗) ≤ Γ(h) for all h ∈ H. We also
assume that d = V C(H) < ∞.
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We note that the algorithms studied in this section require the knowledge of α and of P0 and
P10 for demographic parity and equality of opportunity respectively, since they explicitly use
these quantities when selecting a hypothesis. Estimates of these two quantities can often
be obtained in practice, for example by having the quality of a small random subset of the
data Sp verified by a trusted authority, or via conducting an additional survey/crowdsourcing
experiment.

Bound for demographic parity Given a corrupted dataset Sp = {(xp
i , ap

i , yp
i )}, let ˆ︁hr ∈

argminh∈H
ˆ︂Rp(h) and ˆ︁hDP ∈ argminh∈H

ˆ︁ΓDP (h). Further, we define the sets

H1 =

⎧⎨⎩h ∈ H : ˆ︂Rp(h) − ˆ︂Rp(ˆ︁hr) ≤ 3α + 4
√︄

8d log( en
d

) + 2 log(16/δ)
n

⎫⎬⎭
H2 =

⎧⎪⎨⎪⎩h ∈ H : ˆ︁ΓDP (h) − ˆ︁ΓDP (ˆ︁hDP ) ≤ 2∆DP + 32

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

⎫⎪⎬⎪⎭ .

That is, H1 and H2 are the sets of classifiers that are not far from optimal on the train data,
in terms of their risk and their fairness respectively. The upper bound terms are selected
according to the concentration properties of the two measures and describe the amount of
expected variability of those, due to the randomness of the training data. Now define the
component-wise learner :

LDP
cw (Sp) =

⎧⎨⎩any h ∈ H1 ∩ H2, if H1 ∩ H2 ̸= ∅
any h ∈ H, otherwise,

that returns a classifier that is good in both metrics, if such exists, or an arbitrary classifier
otherwise. Then the following result holds.

Theorem 14. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Suppose that
there exists a hypothesis h∗ ∈ H, such that V(h∗) ⪯ V(h) for all h ∈ H. Then for any
δ ∈ (0, 1) and n ≥ max

{︂
8 log(16/δ)
(1−α)P0

, 12 log(12/δ)
α

, d
2

}︂
, with probability at least 1 − δ:

LDP (LDP
cw (Sp)) ⪯

⎛⎝6α + ˜︁O
⎛⎝√︄d

n

⎞⎠ , 4∆DP + ˜︁O
⎛⎝√︄ d

P0n

⎞⎠⎞⎠ .

Since ∆DP = O
(︂

α
P0

)︂
, in the large data limit we obtain that

LDP (LDP
cw ) ⪯

(︃
O(α), O

(︃
α

P0

)︃)︃
. (5.20)

Note that this bound is order-optimal for the class of finite hypothesis spaces, and hence
also for the class of hypothesis spaces with finite VC dimension, according to Theorem 8 and
Inequality (5.13).

Bound for equality of opportunity Similarly, let ˆ︁hEOp ∈ argminh∈H
ˆ︁ΓEOp(h). Further,

we define the set

H3 =

⎧⎪⎨⎪⎩h ∈ H : ˆ︁ΓEOp(h) − ˆ︁ΓEOp(ˆ︁hEOp) ≤ 2∆EOp + 32

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P10n

⎫⎪⎬⎪⎭ .
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That is, H3 is the set of classifiers that are not far from optimal on the train data, in terms
of equality of opportunity fairness. Now define the component-wise learner for equality of
opportunity:

LEOp
cw (Sp) =

⎧⎨⎩any h ∈ H1 ∩ H3, if H1 ∩ H3 ̸= ∅
any h ∈ H, otherwise,

that returns a classifier that is good in both metrics, if such exists, or an arbitrary classifier
otherwise. Then the following result holds.

Theorem 15. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Suppose that
there exists a hypothesis h∗ ∈ H, such that V(h∗) ⪯ V(h) for all h ∈ H. Then for any
δ ∈ (0, 1) and n ≥ max

{︂
8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

, d
2

}︂
, with probability at least 1 − δ

LEOp(LEOp
cw (Sp)) ⪯

⎛⎝6α + ˜︁O
⎛⎝√︄d

n

⎞⎠ , 4∆EOp + ˜︁O
⎛⎝√︄ d

P10n

⎞⎠⎞⎠ .

Since ∆EOp = O
(︂

α
P10

)︂
, in the large data limit we obtain that

LEOp(LEOp
cw ) ⪯

(︃
O(α), O

(︃
α

P10

)︃)︃
. (5.21)

Note that this bound is order-optimal for the class of finite hypothesis spaces, and hence
also for the class of hypothesis spaces with finite VC dimension, according to Theorem 9 and
Inequality (5.15).

Upper bound with fast rates Finally, we study learning with the equality of opportunity
fairness notion, in the realizable PAC learning framework, where a perfectly accurate classifier
exists. Given this additional assumption, we are able to certify convergence to an order-optimal
error in both fairness and accuracy at fast statistical rates. For simplicity we assume that H is
finite here.
Specifically, note that while the results presented already achieve order-optimal guarantees in
the limit as n → ∞, for a finite amount of samples they incur an additional loss of ˜︁O (︂

1√
n

)︂
.

Regarding P0 (for demographic parity) or P10 (for equality of opportunity) as fixed, all previous
algorithms need ˜︁O (︂

1
α2

)︂
samples to achieve an excess risk and fairness deviation measure of˜︁O (α). In contrast, the algorithm we present now only requires O

(︂
1
α

)︂
samples.

Formally, assume that the underlying clean distribution P is such that there exists a h∗ ∈ H,
for which P(h∗(X) = Y ) = 1. This implies that L(h∗) = 0 and ΓEOp(h∗) = 0.
Key to the design of an algorithm that achieves fast statistical rates for the objective L are
the following empirical estimates:

γ̄p
1a(h) =

∑︁n
i=1 1{h(xp

i ) = 0, ap
i = a, yp

1 = 1}∑︁n
i=1 1{ap

i = a, yp
i = 1}

(5.22)

of γ̄1a(h) := P(h(X) = 0|A = a, Y = 1) = 0 for a ∈ {0, 1}. Given a (corrupted) training set
Sp, denote by

H∗(Sp) :=
{︃

h ∈ H
⃓⃓⃓⃓
max

a
γ̄p

1a(h) ≤ ∆EOp ∧ ˆ︂Rp(h) ≤ 3α

2

}︃
(5.23)
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the set of all classifiers that have a small loss and small values of γ̄p
1a for both a ∈ {0, 1} on

Sp. Consider the learner Lfast defined by

Lfast(Sp) =

⎧⎨⎩any h ∈ H∗, if H∗ ̸= ∅
any h ∈ H, otherwise.

(5.24)

Then the following result holds.

Theorem 16. Let H be finite and P ∈ P(X × A × Y) be such that for some h∗ ∈ H,
P(h∗(X) = Y ) = 1. Let A be any malicious adversary of power α < 0.5. Then for any
δ, η ∈ (0, 1) and any

n ≥ max

⎧⎨⎩8 log(16|H|/δ)
(1 − α)P10

,
12 log(12/δ)

α
,
2 log(8|H|/δ)

3η2α
,

2 log(16|H|
δ

)
3η2(1 − α)P10α

⎫⎬⎭
= Ω

(︄
log(|H|/δ)

η2P10α

)︄

with probability at least 1 − δ

LEOp(Lfast(Sp)) ⪯
(︄

3α

1 − η
,
2∆EOp

1 − η

)︄
.

As an immediate consequence of Theorem 16, setting η = 1
2 , say, yields that for large n, with

high probability

LEOp(Lfast(Sp)) ⪯
(︃

O(α), O
(︃

α

P10

)︃)︃
. (5.25)

Again, this bound is order-optimal for finite hypothesis sets, according to Theorem 9 and
Inequality (5.15). In addition, regarding P10 as a constant, the number of samples needed
for achieving this order-optimal element-wise error is indeed O( 1

α
), according to Theorem 16,

which is faster than the ˜︁O( 1
α2 ) we obtained with the previous results.

5.5.3 Sketch of the upper bounds proofs
Here we present a sketch of the proofs of the upper bounds. The complete proofs can be
found in Appendix C.2.
The proofs of Theorems 12, 13, 14, 15 rely on a series of results that describe the deviations
of the corrupted fairness estimates ˆ︁Γ(h) from the true underlying population values Γ(h),
uniformly over the hypothesis space H. Key to this is bounding the effect of the data corruption,
as expressed by the maximum achievable gap between the corrupted fairness estimates and
the corresponding estimates based on the clean (but unknown) subset of the data. Then the
large deviation properties of these clean data estimates are studied instead.
Here we make this specific for the case of demographic parity, with the analysis for equality of
opportunity being similar. We denote

γp
a(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a}∑︁n

i=1 1{ap
i = a}
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and

γa(h) = P(h(X) = 1|A = a),

so that ˆ︁ΓDP (h) = |γp
0(h) − γp

1(h)| and ΓDP (h) = |γ0(h) − γ1(h)|. Note that γp
a(h) is an

estimate of a conditional probability based on the corrupted data. We now introduce the
corresponding estimate that only uses the unknown clean subset of the training set Sp

γc
a(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, i ̸∈ P}∑︁n

i=1 1{ap
i = a, i ̸∈ P}

.

Bounding the effect of the adversary First, we bound how far the corrupted estimates
γp

a(h) of γa(h) are from the clean estimates γc
a(h), uniformly over the hypothesis space H:

Proposition 2. If n ≥ max
{︂

8 log(4/δ)
(1−α)P0

, 12 log(3/δ)
α

}︂
, we have

PA
(︄

sup
h∈H

(|γp
0(h) − γc

0(h)| + |γp
1(h) − γc

1(h)|) ≥ 2α
P0
3 + α

)︄
< δ.

Informally, this proposition allows us to connect the corrupted estimate ˆ︁ΓDP (h) with the
corresponding ideal clean estimate ˆ︁Γc(h) = |γc

0(h) − γc
1(h)|.

Bounding the deviation of the clean data estimate Secondly, a technique used by
[WGOS17] and [ABD+18] for proving concentration of fairness measures is used to derive a
concentration result for the clean estimates γc

a(h), around the true population values γa(h).
This, together with Proposition 2, allows us to bound the gap between the corrupted estimateˆ︁ΓDP (h) and the true population value ΓDP (h), for a single hypothesis.

Making the bound uniform over H Finally, the bound obtained is made uniform over H.
For this, we use the classic symmetrization technique [Vap13] for proving bounds uniformly
over hypothesis spaces of finite VC dimension. However, since the objective is different from
the 0-1 loss, care is needed to ensure that the argument goes through, so the proof is given in
full detail in the supplementary material.

Once a uniform bound on the deviations of the corrupted fairness estimates from the true
underlying population values is obtained, the results of Theorems 12, 13, 14, 15 follow similarly
to most classic ERM results.

Proof of Theorem 16 Similarly to the other results, the proof of Theorem 16 first links the
corrupted estimates γ̄p

1a to their clean counterparts and then uses the clean data concentration
to study the behavior of the corrupted estimates. However, an important tool that allows us
to obtain the fast statistical rates, is a set of multiplicative concentration bounds on the γ̄p

1a

estimates. Full details and a complete proof can be found in the supplementary material.

5.6 Summary and discussion
In this chapter we explored the statistical limits of fairness-aware learning algorithms on
corrupted data, under the malicious adversary model. Our results show that data manipulations
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can have an inevitable negative effect on model fairness and that this effect is even more
expressed for problems where a subgroup in the population is underrepresented. We also
provided upper bounds that match our hardness results up to constant factors, in the large
data regime.
While the strong adversarial model and the statistical PAC learning analysis we have considered
are mostly of theoretical interest, we believe that the hardness results have several important
implications. Indeed, crucial to increasing the trust in learned decision making systems is
the ability to guarantee that they exhibit a high amount of fairness, regardless of any known
or unforeseen biases in the training data. In contrast, we have shown that this is provably
impossible under a strong adversarial model for the data corruption.
We believe that these results stress on the importance of developing and studying further data
corruption models in the context of fairness-aware learning. As discussed in the related work
section, previous research has shown that it can be possible to recover a fair model under
corruptions of the labels or the protected attributes only. While real-world data is likely to
contain more subtle manipulations, one may hope that for certain applications there will be
models of data corruption that are, on the one hand, sufficiently broad to cover the data issues
and, on the other hand, specific enough so that fair learning becomes possible.
Our results can also be seen as an indication that strict data collection practices may in fact
be necessary for designing provably fair machine learning models. Indeed, our bounds hold
under the assumption that the learner can only access one dataset of unknown quality. In
contrast, it has been shown that the use of even a small trusted dataset (that is, a certified
clean subset of the data) can greatly improve the performance of machine learning models
under corruption, both in the context of classic PAC learning [HMWG18b, KL19] and in the
context of fairness-aware learning [RLWS20]. Such data can also be helpful for the sake of
validating the fairness of a model as a precautionary step before its real-world adoption.
In summary, understanding and accounting for the types of biases present in machine learning
datasets is crucial for addressing the issues brought up in this chapter and for the development
of certifiably fair learning models.
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CHAPTER 6
Fairness through Regularization for

Learning to Rank

In this chapter we move away from the topic of data corruption and study another issue that
hinders the practicability of fairness-aware learning, namely that most existing techniques and
algorithms in this field are designed to work for binary classification only. In contrast, fairness
issues also arise in situations where machine learning models are used in far more sophisticated
domains, in particular in ranking. Here we study fairness in the context of learning to rank.
We start by motivating why fairness is important to consider in this context. We then show
how numerous fairness notions can be translated from the language of classification to learning
to rank and can be integrated in this new context with minor computational cost and with
theoretical guarantees.

6.1 Motivation and outline
Ranking problems are abundant in many contemporary subfields of machine learning and artifi-
cial intelligence, including web search, question answering, reviewer allocation, recommender
systems and bid phrase suggestions [MSR08]. Decisions taken by ranking systems affect our
everyday life, leading to concerns about the fairness of ranking algorithms.

Indeed, ranking systems are typically designed to maximize utility and return the results
most likely relevant for each query [Rob77]. This can have potentially harmful down-stream
effects. For example, in 2015 Google became the target of heavy criticism after news reports
that when searching for "CEO" in Google’s image search, images of women were massively
underrepresented [Lo15]. Similar problems still exist in other ranking applications, such as
product recommendations or online dating.

To remedy such problems, a number of fair ranking methods have been proposed. However,
these suffer from two main shortcomings. Firstly, most existing works introduce specific fairness
notions, for example by demanding that two groups of items receive an amount of exposure
proportional to the groups’ utilities [BGW18, SJ18]. While well-suited for a certain range
of applications, these notions may not be applicable in other scenarios, be it due to specific
ethical considerations, legislation or other reasons that require a different notion of fairness to
be considered. For example, when selecting a set of k applicants for a job interview, one may
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be required to invite an equal number of people from disadvantaged and non-disadvantaged
backgrounds, rendering the above fairness notion inapplicable.

Secondly, few existing fair ranking methods are suited for the increasingly adopted learning to
rank (LTR) paradigm [Liu11, MC18], where a machine learning model is trained to predict
the relevances of the items for any query at test time. A LTR algorithm has to learn to be
fair based only on the training data, bringing up the problem of generalization for fairness:
a ranking method could appear fair on the training data, but turn out unfair at prediction
time. To be best of our knowledge, no previous fair ranking algorithm provides generalization
guarantees.

Outline In this chapter, we address the aforementioned challenges and develop fairness-
aware algorithms for LTR that can incorporate numerous fairness notions and provably
generalize. To this end, we exploit connections between ranking and classification, where both
the algorithmic and theoretic challenges of learning fair models are rather well understood
[BHN19, CGJ+19, WGOS17]. Importantly, many different notions of classification fairness
have been proposed, which describe different properties that are desirable in various applications
[MMS+19].

We provide a formalism for translating such well-established and well-understood fairness
notions from classification to ranking by phrasing LTR as a binary classification problem for
every query-item pair. We exemplify our approach on three fairness notions that fit naturally in
the ranking setting and correspond the popular concepts in classification, discussed in Section
2.3: demographic parity, equalized odds, and equality of opportunity. We then formulate
corresponding fairness regularization terms, which can be incorporated with minor overhead
into many standard LTR algorithms.

Besides its flexibility, another advantage of our approach is that it makes the task of fair LTR
readily amendable to a learning-theoretic analysis. Specifically, we show generalization bounds
for the three considered fairness notions, using a chromatic concentration bound for sums of
dependent random variables [Jan04] to overcome the challenge that training samples for the
same query are not independent.

Finally, we demonstrate the practical usefulness of our method for training fair models.
Experiments on two ranking datasets confirm that training with our regularizers indeed yields
models with greatly improved fairness at test time, often with little to no reduction of ranking
quality. In contrast, prior fair ranking methods are unable to consistently improve our fairness
notions.

6.2 Related work
Fairness in classification Algorithmic fairness is well explored in the context of binary
classification, see Section 2.3 and [BHN19]. In this work we show how to extend the three
popular group fairness notions from Section 2.3 to the ranking setting. In principle, our
formalism is applicable to other group fairness notions, as well as to individual [DHP+12]
and causal [KLRS17] fairness. We defer the exploration of these to future work. On the
methodological level, we opt for a highly adaptive and scalable regularization approach,
inspired by successful similar methods for fair classification [KAS11, KAAS12b, ZVRG17].
Our regularization technique can be integrated into any standard gradient-based LTR system
with only a minor additional computational cost. More generally other fair classification
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methods, e.g. [BNBR19, CHS20, KCT20, RFMZ20, TYFT20, ZLM18], may be applicable to
our framework.

Fairness in ranking Fairness in ranking has so far received less attention than fairness in
classification. For an overview of recent techniques, see [Cas19]. Most existing works introduce
a particular fairness notion, often inspired by a specific application. One popular concept
is fairness of exposure [BGW18, GDL20, MSHJ20, SZER+19, SJ18, SJ19, YDJ19, ZC20].
It states that the exposure received by a group of items or an individual item should be
proportional to its utility. Other works aim at ensuring sufficient representation of items from
different groups in the top-k positions of a ranking [CSV18, CMV20, GAK19, YS17, ZBC+17].
Besides group fairness also fair treatment of individuals has been studied in the context of
ranking [BEYS21, YGS19]. In contrast to these works, we do not introduce a specific new
fairness criterion, but instead provide a formalism that allows for transferring existing fairness
notions from classification to ranking.
Perhaps closest to our work is the one of [SJ17], who introduce a number of fair ranking
definitions and draw parallels to equalized odds and demographic parity from fair classification.
However, they do not provide a formal framework for studying the correspondence between the
two setups, and do not study how to optimize these measures in a learning to rank context.
Moreover, their fairness measures concern fair rankings for a fixed query, which also holds for
the causal fairness notion of [WZW18]. In contrast, our notion of ranking fairness is amortized
across queries, similarly to [BGW18].
Another line of work that adapts fair classification techniques to ranking is the one of pairwise
fairness [BCD+19, KVR19, NCGW20]. However, their classification task is the proxy commonly
employed by pairwise ranking methods, namely predicting which one of two items is more
relevant than the other for a given query. In contrast, we define fairness in relation to the
end decision of whether to return an item for a query or not, which is a more direct measure
of the real-world impact of the ranking system. [KZ19] and [VBC20] also study pairwise
fairness notions, but with the aim of learning fair continuous risks scores. Among other papers
considering broader notions of fairness in ranking, [AJSD19] design learning algorithms that
can work with any fairness oracle. The framework however is limited to linear classifiers and
the authors do not propose any new fairness notions.
Two further distinctions between our work and previous methods are as follows. Firstly, few
prior works consider fairness in the context of learning, and those who do usually propose new
training techniques. Instead, the fairness regularizers we introduce can be combined with any
existing LTR procedure that can be formulated as learning a score function by minimizing a
cost function. Secondly, no prior work provides generalization guarantees for fair ranking as
we do.

Fairness in recommender systems For recommender systems, fairness can be studied with
respect to the consumers/users (known as C-fairness) or with respect to the providers/items
(known as P-fairness) [Bur17]. [Ste18, TPT19] consider calibration and bias disparity within
recommender systems with respect to recommended items. In [BSOG18, FKT+18, ZHC18,
CPG+19, PK19] various hybrid approaching for achieving both C-fairness and P-fairness are
presented. In contrast to our paper, these works are specific to collaborative filtering or
tensor-based algorithms and do not carry over to approaches based on supervised learning.
A concept from recommender systems related to demographic parity fairness is that of neutrality
[KAAS12a], in which one aims to provide recommendations that are independent of a certain
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viewpoint. In particular, [KAAS12a, KAAS14] apply a neutrality enhancing regularizer to a
recommender system model. The focus of these works, however, lies on dealing with filter
bubble problems and no formal links to classification or fairness are made.

Diversity in ranking Another related topic is the one of diversifying the output set of
ranking system, see,e.g., [RBCJ09]. However, diversifying rankings generally has the goal of
improving the user experience, not a fair treatment of items. A discussion on the relationship
between fairness and ranking diversity can be found in [SJ18].

6.3 Preliminaries
In this section we introduce some background information on the learning to rank (LTR) task.
For a thorough introduction see [Liu11, MC18].

Learning to rank Let Q be a set of possible queries to a ranking system, and let I be
a set of items (or documents) that are meant to be ranked according to their relevance for
any query. A dataset in the LTR setting typically has the form S = {(qi, di

j, ri
j)}i∈[N ],j∈[mi],

i.e. for each of N queries, q1, . . . , qN ∈ Q, a subset of the items Iqi
= {di

1, di
2, . . . , di

mi
} ⊂ I

are annotated with binary labels ri
j = r(qi, di

j) ∈ {0, 1} that indicate if item di
j is relevant to

query qi or not. In practice mi is often much smaller than |I|, since it is typically impractical
to determine the relevance of every item for a query.

The goal of LTR is to use a given training set to learn a ranking procedure that, for any future
query, can return a set of items as well as their order. That is, the learner has to construct a
subset selection function,

R : Q → P(I), (6.1)
where P denotes the powerset operation, as well as an ordering of the predicted item set. The
size of the predicted set will depend on the application and may in general be smaller than the
total number of relevant items. For example, for ads selection only a limited number of slots
may be available on a website.

In practice, R is typically constructed by learning a score function, s : Q × I → R. For
any fixed q, s(q, ·) induces a total ordering of I, and the set of predicted items is obtained
by thresholding or top-k prediction. The function s is usually learned by minimizing a loss
function on the quality of the resulting ranking on the train data. Classic examples of this
construction are SVMRank [Joa02] or WSABIE [WBU11]. Most other pointwise, pairwise and
listwise ranking methods can also be phrased in this way, with differences mainly in how the
loss is defined and how the score function is learned numerically [Liu11].

Evaluation measures Many measures exist for evaluating the quality of a ranking system,
arguably the simplest being precision at k.

Definition 14. Let S be a test set in the format introduced above. For any query qi, let
di

1, di
2, . . . be a ranking of the items in Iqi

with associated ground-truth values r(qi, di
j). For

any k ∈ N \ {0}, the precision at k is defined as P@k = 1
N

∑︁N
i=1 P@k(qi) with

P@k(qi) = 1
k

k∑︂
j=1

r(qi, di
j). (6.2)
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For any k, the P@k value reflects which items appear in the top-k list, but not their ordering.
Moreover, P@k is automatically small for datasets in which queries have few relevant documents.
To mitigate these shortcomings, one can add position-dependent weights and normalize by
the score of a best-possible ranking.

Definition 15. In the same setting as for Definition 14, the normalized discounted cumulative
gain at k is defined as NDCG@k = 1

N

∑︁N
i=1 NDCG@k(qi) for

NDCG@k(qi) =
(︃ k∑︂

j=1

r(qi, di
j)

log2(j + 1)

)︃
/
(︃min(k,Ki)∑︂

j=1

1
log2(j + 1)

)︃
, (6.3)

where Ki = |{d ∈ Iqi
: r(qi, d) = 1}| is the number of relevant items for query qi. Queries

with no relevant items are excluded from the average, as the measure is not well-defined for
these.

The role of k in these definitions is twofold. Firstly, in most applications only a fixed number
of items, k, can be retrieved in total and so one is only interested in the performance of the
ranker up to the k-th document. Secondly, multiple values of k can be considered for the
quality of the ranking system to be better assessed.

6.4 Fairness in learning-to-rank
We now introduce our framework for group fairness in ranking. The main step is to exploit a
correspondence between ranking and multi-label learning, a view that has previously been em-
ployed for practical tasks, e.g., in extreme classification [BDJ+19], but not –to our knowledge–
to make LTR benefit from prior work on classification fairness.

Specifically, we study how the fairness of the subset selection function (6.1) can be evaluated.
The objects for which we want to impose fairness, the items, occur as outputs of the learned
function. This makes it hard to leverage fairness notions from classification, which are defined
with respect to the inputs.

We advocate an orthogonal viewpoint: for any fixed query q, we treat the items not as elements
of the predictor’s output, but as the inputs to a query-dependent classifier: fq : I → {0, 1},
where fq(d) = 1, if item d is should be returned for query q, and fq(d) = 0 otherwise. As the
query is a priori unknown, this means one ultimately has to find an item selection function

f : Q × I → {0, 1}. (6.4)

While, of course, both views are equivalent, the latter one allows us to readily integrate notions
of classification fairness into the LTR paradigm.

Note that even though the item selection function f(q, d) and the relevance label r(q, d) have
the same signature, their roles are different. r specifies if an item is relevant for a query or
not. f indicates if the item should be returned as a result and hence characterizes the impact
of the decisions made by the ranking system. While f will in general be an approximation of
r, as learned by the LTR model, f will also likely depend on other factors. For example, if at
most k items can be retrieved, but more than k are relevant, some relevant items will end
up not being included. Additionally, the choice of f may be influenced by diversity, or, as we
argue, fairness considerations.
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6.4.1 Group fairness in learning to rank
Group fairness notions in classification are typically based on an underlying probabilistic
framework that allows statements about conditional independence relations [BHN19]. Sim-
ilarly, we assume that D ∈ P(Q × I × {0, 1}) is an unknown fixed distribution over
query/document/relevance triplets. For the rest of our work, all statements about prob-
abilities of events will be with respect to samples (q, d, r(q, d)) ∼ D.
Analogously to the situation of classification, we assume that any item d ∈ I has a protected
attribute, A(d), which denotes the group membership for which fairness should be ensured.
For example, A(d) can correspond to gender, when the retrieved items are images of people,
or to the country of origin of an Amazon product. For simplicity, we assume binary-valued
protected attributes, but extensions are easily possible.
A plausible notion of fairness in the context of ranking is: For any relevant item the
probability of being included in the ranker’s output should be independent of its
protected attribute. This intuition is easy to formulate in our formalism, resulting in a direct
analog of the equality of opportunity principle from fair classification [HPS16].

Definition 16 (Equality of opportunity for LTR). An item selection function f : Q × I →
{0, 1} fulfills the equality of opportunity condition, if

P(f(q, d) = 1|A(d) = 0, r(q, d) = 1) = P(f(q, d) = 1|A(d) = 1, r(q, d) = 1). (6.5)

In practice, a ranker will rarely achieve perfect fairness, so we also introduce a quantitative
version of Definition 16 in the form of a fairness deviation measure [CV10, WGOS17, WM19],
that reports a ranking procedure’s amount of unfairness:

Definition 17. The equality of opportunity (EOp) violation of f : Q × I → {0, 1} is

ΓEOp(f) =
⃓⃓⃓⃓
P(f(q, d)=1|A(d)=0, r(q, d)=1) − P(f(q, d)=1|A(d)=1, r(q, d)=1)

⃓⃓⃓⃓
.

Clearly, f is fair in the sense of Definition 16 if and only if it fulfills ΓEOp(f) = 0.

Other fairness measures As discussed extensively in the literature, different notions of
fairness are appropriate under different circumstances. For example, to check the equality of
opportunity condition one needs to know which items are relevant for a query, and this can be
problematic, e.g., if the available data itself exhibits a bias in this respect. A major advantage
of our formalism compared to prior fair ranking methods is that it is not partial to a specific
fairness measure. Besides equality of opportunity, many other notions of group fairness can
be expressed by simply translating the corresponding expressions from classification.
For example, one can avoid the problem of a data bias by demanding: The probability of
any item to be selected should be independent of its protected attribute (disregarding
its relevance to the query). In our formalism, this condition is a direct analog of demographic
parity [CKP09].

Definition 18 (Demographic Parity for LTR). An item selection function f : Q × I →
{0, 1} fulfills the demographic parity condition, if

P(f(q, d)=1|A(d)=0)=P(f(q, d)=1|A(d)=1). (6.6)
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As a corresponding quantitative measure we define the demographic parity (DP) violation of
f as

ΓDP(f) =
⃓⃓⃓⃓
P(f(q, d) = 1|A(d) = 0) − P(f(q, d) = 1|A(d) = 1)

⃓⃓⃓⃓
.

Another meaningful notion of fairness in ranking is: The probability of any item to be
selected should be independent of its protected attribute, individually for all relevant
and for all irrelevant items. This condition yields the ranking analog of equality odds
[HPS16].
Definition 19 (Equalized Odds for LTR). An item selection function f : Q × I → {0, 1}
fulfills the equalized odds condition, if for all r ∈ {0, 1}:

P(f(q, d) = 1|A(d) = 0, r(q, d) = r) = P(f(q, d) = 1|A(d) = 1, r(q, d) = r) (6.7)

The equalized odds (EOd) violation of f is

ΓEOd(f) =1
2
∑︂

r∈{0,1}

⃓⃓⃓⃓
P(f(q, d)=1|A(d)=0, r(q, d)=r) − P(f(q, d)=1|A(d)=1, r(q, d)=r)

⃓⃓⃓⃓
.

6.4.2 Training fair rankers
In order to enforce the fairness of a LTR system during the training phase, we create empirical
variants of the fairness violation measures and add them as a regularizer during the training step
[ABD+18, KAS11]. For this construction to make sense, we have to answer two questions:
Can we solve the resulting optimization efficiently? and Does the inclusion of a regularizer
generalize, i.e. ensure fairness also on future predictions? In rest of this section, we will answer
the first question. The second question we will address in Section 6.4.3.
To allow for gradient-based optimization, we parametrize the binary-valued item selection
function in a differentiable way using a real-valued score function s : Q × I → [0, 1], similarly
to the discussion in Section 6.3. Our inspiration, however, comes from the classification
setting, such as logistic regression, and we assume that s is not arbitrary real-valued, but that
it parameterizes the probability that d is selected for q, i.e. s(q, d) = P(f(q, d) = 1).

Empirical fairness measures For a given training set, S, in the format discussed in
Section 6.3, we obtain empirical estimates of the previously introduced fairness violation
measures. For any a ∈ {0, 1}, r ∈ {0, 1}, denote by Sa the subset of data points (q, d, r(q, d))
in S with A(d) = a, and by Sa,r the subset of data points in S with A(d) = a and r(q, d) = r.
Definition 20 (Empirical fairness violation measures). For a function s : Q × I → [0, 1],
its empirical equality of opportunity violation on a dataset S is

ΓEOp(s; S) =
⃓⃓⃓⃓ 1
|S0,1|

∑︂
(q,d)∈S0,1

s(q, d) − 1
|S1,1|

∑︂
(q,d)∈S1,1

s(q, d)
⃓⃓⃓⃓
.

The empirical demographic parity violation of s on S is

ΓDP(s; S) =
⃓⃓⃓⃓ 1
|S0|

∑︂
(q,d)∈S0

s(q, d) − 1
|S1|

∑︂
(q,d)∈S1

s(q, d)
⃓⃓⃓⃓
.

and the empirical equalized odds violation of s on S is

ΓEOd(s; S) = 1
2

∑︂
r∈{0,1}

⃓⃓⃓⃓ 1
|S0,r|

∑︂
(q,d)∈S0,1

s(q, d) − 1
|S1,r|

∑︂
(q,d)∈S1,1

s(q, d)
⃓⃓⃓⃓
.
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These expressions can be derived readily as approximations of the conditional probabilities
of the individual fairness measures by fractions of the corresponding examples in S. This is
done by assuming that the marginal probability of any data point in S is P, and inserting
the assumed relation s(p, q) = P(f(p, q) = 1). Note that Definition 20 applies also to
binary-valued functions, so it can also be used to evaluate the fairness of a learned item
selection function f on a dataset.

Learning with fairness regularization Let L(s, S) be any loss function ordinarily used
to train an LTR model. Instead of optimizing this fairness-agnostic loss, we propose a
fairness-regularized objective:

Lfair(s; S) = L(s, S) + αΓ(s, S) (6.8)

for α ≥ 0, where Γ(s; S) is any of the empirical measures of fairness violation. The larger the
value of α, the more the resulting rankers will take the fairness of their decisions into account.
However, as our experiments in Section 6.5 show, the relation between fairness and ranking
quality is not necessarily adversarial.

Optimization The fairness regularization terms, αΓ(s, S) and their gradients can be com-
puted efficiently using standard numerical frameworks. In large-scale settings, where memory
and computational concerns may arise, the regularized objective (6.8) can also be optimized by
stochastic gradient steps over mini-batches, as long as the unregularized loss function L(s, S)
supports this as well. The resulting per-batch gradient updates are not unbiased estimators
of the full gradient, though, so the characteristics of the fairness notion change depending
on the batch size. For example, if each batch is formed of a single query with all associated
documents, fairness would be enforced individually for each query, instead of on average across
all queries. In our experiments, however, we did not observe any deleterious effect of stochastic
training when using a moderate batch size of 100.

6.4.3 Generalization
We now show that, given enough data, our train-time regularization procedure will also
ensure fairness at prediction time. Our results are similar to the ones in [WGOS17] for the
classification setting. However, in the case of ranking there is additional dependence between
the samples, which complicates the analysis and influences the complexity term.

Data generation process To study the generalization properties of our fairness measures,
we first formally define the statistical properties of the training data. We assume the following
data generation process which is consistent with the structure of LTR datasets, with the only
simplifying assumption that the item sets for all queries are of equal size m. For a given
data distribution D ∈ P(Q × I × {0, 1}), a dataset S = {(qi, di

j, ri
j)}i∈[N ],j∈[m], is sampled

as follows: 1) queries, q1, . . . , qN , are sampled i.i.d. from the marginal distribution D(q); 2)
for each query qi independently a set of items, Dqi

= {di
1, . . . , di

m}, is sampled in an arbitrary
way with the only restriction that the marginal distribution of each individual di

j should be
D(d|qi); 3) for each pair (qi, di

j) independently, the relevance ri
j is sampled from D(r|qi, di

j).

Note that while each resulting data point has marginal distribution D, a lot of flexibility
remains about how the actual items per query are chosen. In particular, the item set can
have dependencies, e.g. avoiding repetitions or diversity constraints. While incorporating
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dependencies complicates the analysis, we believe that it is necessary, so as to make sure that
real-world ranking data, which typically is far from i.i.d., is covered.

We now characterize the generalization properties of the fairness regularizers. Let F ⊂ {f :
Q × I → {0, 1}} be a set of item selection functions that make independent deterministic
decisions per item (e.g., by thresholding a learned score function). Then, the following holds:

Theorem 17. Let S be a dataset sampled as described above with 2Nm > v for v =
VCdim(F). Let τ = minr,a

(︂
P(r(q, d) = r ∧ A(d) = a)

)︂
and υ = mina

(︂
P(A(d) = a)

)︂
.

Then, for any δ > 0, each of the following inequalities holds with probability at least 1 − δ
over the sampling of S, uniformly for all f ∈ F :

ΓEOp(f) ≤ ΓEOp(f, S) + 8

√︄
2

v log(2eNm
v

) + log(24
δ

)
Nτ 2 ,

ΓEOd(f) ≤ ΓEOd(f, S) + 8

√︄
2

v log(2eNm
v

) + log(48
δ

)
Nτ 2 ,

ΓDP(f) ≤ ΓDP(f, S) + 8

√︄
2

v log(2eNm
v

) + log(24
δ

)
Nυ2 .

Proof sketch. The proof consists of two parts. First, for any fixed item selection function a
bound is shown on the gap between the conditional probabilities contributing to a fairness
measure and their empirical estimates. For this, we build on the same technique of [WGOS17]
for showing concentration of fairness quantities as the one we used in Chapter 5. We combine
this with the large deviations bounds for sums of dependent random variables in terms of the
chromatic number of their dependence graph of [Jan04], see below. Secondly, the bounds
are extended to hold uniformly over the full hypothesis space by evoking a variant of the
classic symmetrization argument (e.g. [Vap13]), while carefully accounting for the dependence
between the samples. A complete proof can be found in the supplementary material.

Dealing with the between-sample dependence To deal with the dependence between
the samples, we use the following framework from [Jan04]. Let Yα be a set of random variables,
with α ranging over some index set A. Let X = ∑︁

α∈A Yα. To derive concentration bounds
for X, the following notions are useful:

Definition 21 ([Jan04]). Given A and {Yα}α∈A:

• A subset A′ ⊂ A is independent if the random variables {Yα}α∈A′ are (jointly) indepen-
dent.

• A family {Aj}j is a cover of A if ∪jAj = A. A cover is proper if each set Aj is
independent.

• χ(A) is the size of the smallest proper cover of A, that is the smallest integer m, such
that A can be written as the union of m independent subsets.

Then the following result holds, similar to the Hoeffding inequality, but accounting for the
amount of dependence between the random variables {Yα}α∈A:
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Theorem 18 ([Jan04]). Let Yα and X be as above, with aα ≤ Yα ≤ bα for every α ∈ A, for
some real numbers aα and bα. Then, for every t > 0:

P(X ≥ E(X) + t) ≤ exp
(︄

−2 t2

χ(A)∑︁α∈A(bα − aα)2

)︄
. (6.9)

The same upper bound holds for P(X ≤ E(X) − t).

If instead one considers the mean of {Yα}α∈A, namely X̄ = 1
|A|
∑︁

α∈A Yα, then the following
holds:

P(X̄ ≥ E(X̄) + t) ≤ exp
(︄

−2 t2|A|2

χ(A)∑︁α∈A(bα − aα)2

)︄
. (6.10)

Specifically, if the Yα are Bernoulli random variables:

P(X̄ ≥ E(X̄) + t) ≤ exp
(︄

−2 t2|A|
χ(A)

)︄
. (6.11)

For the case of the ranking dataset S = {(qi, di
j, ri

j)}i∈[N ],j∈[m] and a fixed function f :
Q × I → {0, 1}, we study the set of random variables Y(i,j) = f(qi, di

j), for the indexes
A = {(i, j) : i ∈ [N ], j ∈ [m]}. Examining the assumptions we made about the way that the
data is sampled, it is easy to see that χ(A) = m. Therefore, Theorem 18 can be used to
understand the concentration properties of the random variables Y(i,j) = f(qi, di

j).

Discussion Theorem 17 bounds the fairness violation on future data by the fairness on
the training set plus an explicit complexity term, uniformly over all item selection functions.
Consequently, any item selection function with low fairness violation on the training set will
have a similarly low fairness violation on new data, provided that enough data was used for
training. Indeed, the complexity term decreases like

√︂
log N/N as N → ∞, which is the

expected behavior for a VC-based bound.
The same scaling behavior does not hold with respect to the number of items per query,
m. This is unfortunate, but unavoidable, given the weak assumptions we make on the data
generation process: because we do not restrict how the per-query item sets are created, each
of them could simply consist of many copies of a single item. In that case, even arbitrary large
m would provide only as much information as m = 1. In the current form, m appears even
logarithmically in the numerator of the complexity term. We believe this to be an artifact
of our proof technique, and expect that a more refined analysis will allow us to remove this
dependence in the future.
Note that for real data, we do expect larger m to be have a beneficial effect on generalization.
This is the reason that we prefer to present the bound as it is in the theorem, i.e. with the
empirical fairness estimated from all available data, rather than any alternative formulation,
e.g. subsampling the training set to m = 1, which would recover an i.i.d. setting. Finding an
assumption on the generating process of real-world LTR data that does allow bounds that
decrease with respect to m is an interesting topic for future work.
In addition, we expect that more advanced techniques from learning theory, e.g. analysis
based on Rademacher complexities [BM02], can be applied to obtain sharper, data-dependent
guarantees. Indeed, there has been work on extending the classic Rademacher complexity
generalization bounds to the case of dependent data, e.g. [UAG05], and we deem the application
of such techniques in the context of fair LTR an interesting direction for future work.
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6.5 Experiments
We conduct experiments to validate the practicality and performance of our method for
training fair LTR systems, including in a large-scale setting. Our emphasis lies on studying
the interaction between model quality and fairness, the effectiveness of our proposed method
for optimizing these notions on real data and on the comparison to previous fair ranking
algorithms.

6.5.1 Datasets and experimental setup
We report experiments on two datasets. As a measure of ranking quality we use NDCG@k
for k ∈ {1, 2, 3, 4, 5}, with results for P@k in the supplemental material. To quantify fairness,
we evaluate the three different empirical measures of fairness violation.

TREC Fairness data We use the training data of the TREC 2019 Fairness track dataset [BDEK19].
It consists of 652 queries taken from the Semantic Scholar search engine, together with a set
of scientific papers for each query and binary labels for the relevance of every query-paper
pair. The average number of labeled papers per query is 7.1, out of which 3.4 are relevant on
average. Because of the rather small number of queries, we use five-fold cross-validation to
evaluate our method and report averages and standard errors across the folds. As an exemplary
protected attribute we use a proxy of the authors’ seniority. We split the set of documents
into two groups based on whether the mean of their authors’ i10-index proxies (as provided
in the TREC data) exceed a threshold t or not. For t ∈ {3, 4, 5} we get different amounts
of group imbalance, with the minority group consisting of around 46%, 26% and 9% of all
papers, respectively.

Inspired by the learning to rank approach for the TREC track of [Bon19], we pre-compute
9-dimensional embeddings of every query-paper pair by using the following hardcrafted features:

• the BM25 score of the query with the title, abstract, authors, topics and publication
venue of the paper (5 values),

• the number of in- and out-citations (2 values),

• the publication year of the paper (1 value)

• the character length of the query (1 value).

Each feature is normalized by substracting the mean of the feature over the dataset and
dividing by its standard deviation.

MSMARCO We also perform experiments on the passage ranking dataset v2.1 of MS-
MARCO [NRS+16]. It consists of approximately one million natural language questions, which
serve as queries, associated sets of potentially relevant passages from Internet sources, and
binary relevance labels for all provided query-document pairs. On average, there are 8.8
passages per question, and the average number of relevant ones is 0.65. We use the default
train-development split and report average performance and standard deviation over 10 random
seeds. To create a protected attribute, we split the passages into two groups based on their
top-level domains, as a proxy of the answers’ geographic origin. Specifically, we split by ".com
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vs other" (denoted by com) and by ".com/.org/.gov/.edu/.net vs other"
(denoted by ext). Their minority groups are of size 32% and 5% of all passages, respectively.

We use pretrained 768-dimensional BERT feature embeddings [DCLT19] for representing the
query-passage pairs. Specifically, we follow the embedding procedure described in [NC19,
HWBN20], where each query-passage pair is represented as the following token sequence:

[CLS] query text [SEP ] passage text [CLS]

This sequence is then processed through a pre-trained BERT model from Tensorflow Hub
[AAB+15], with maximum sequence length set to 200, and the hidden units of the first [CLS]
token are used as a representation of the query-passage pair.

6.5.2 Learning to rank models
Our algorithm We adopt a classic pointwise LTR approach with a generalized linear score
function, s(d, q) = ⟨θ, ϕ(q, d)⟩, for a predefined feature function, ϕ : Q × I → RD. as
described in the previous section. As loss function of ranking quality, L(s, S), we use the
squared loss between the relevance labels and the predictions of s over all data. To optimize
for both ranking quality and fairness, we train with a weighted loss, as in equation (6.8). For
TREC we train all models by 1500 steps of gradient descent with a learning rate of 0.003. In
the MSMARCO experiments we train with 5 epochs of SGD with a batch size of 100 queries
and 10 passages per query and a learning rate of 0.0001.

Baselines and ablation studies Our work provides a novel way of converting well-established
fairness notions from classification to a LTR setting. While previously developed methods
for fair ranking aim to optimize for other fairness notions, it is informative to see how such
algorithms perform against our method, in order to understand the relationship between our
and previous works. Therefore, we consider two recent methods for fair ranking, DELTR
[ZC20] and FA*IR [ZBC+17], using their public implementation [ZSCK20].

DELTR is a state-of-the-art algorithm for fair LTR. At train time, a linear version of ListNet is
trained, together with a regularizer tailored to a notion of disparate exposure [CKP09, SJ18].
We use the same feature representations as for our method, as well as the same range for their
regularization parameter γ, to ensure a fair comparison. Unfortunately, the implementation of
[ZSCK20] does not scale to MSMARCO.

FA*IR, on the other hand, is an algorithm that changes the ranking query by query, at
prediction time, by ensuring that whenever k items are retrieved, the proportion of retrieved
items from a protected group is not smaller that the β-th quantile of a binomial distribution
Bin(k, p), for fixed parameters p, β ∈ [0, 1]. We use β = 0.1 and p ∈ [0.02, 0.04, . . . , 0.98].
Since FA*IR requires access to the items relevances at prediction time, we first train via our
method without a fairness regularizer and then, at test time, use the relevances predicted by
our method as inputs to FA*IR.

We also perform an ablation study by considering a version of our algorithm that learns to
enforce fairness on the per-query level. This is inspired by [SJ17], who, however, do not
propose an algorithm for enforcing such per-query fairness notions. Within our framework this
is achieved by regularizing with a separate term for every query in a batch and then averaging
over the batch afterwards.
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(c) Ours, equal odds
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(d) DELTR, equal opportunity
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(e) DELTR, demographic parity
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(f) DELTR, equal odds
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(g) FA*IR, equal opportunity
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(h) FA*IR, demographic parity
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(i) FA*IR, equal odds
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(j) Per-query, equal opportunity
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(k) Per-query, demographic parity
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(l) Per-query, equal odds

Figure 6.1: TREC: Test-time performance of fair rankers with equal opportunity, demographic
parity and equalized odds fairness, achieved by our algorithm and the baselines: unfairness (left
y-axes) and NDCG@3 ranking quality (right y-axes); after training with different regularization
strengths (x-axis).

6.5.3 Results

Figures 6.1 and 6.2 show the ranking quality and the unfairness, achieved by our method
and the three baselines, when imposing different amounts of each fairness measure in typical
settings for TREC (t = 3, k = 3) and MSMARCO (com, k = 3) respectively. As one can
see, our method is able to consistently improve fairness. For TREC, this comes at no loss
in ranking quality (here NDCG). For MSMARCO the loss is quite small for small to medium
values of α. As the figure shows, these observations are robust across the different amounts
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Figure 6.2: MSMARCO: Test-time performance of fair rankers with equal opportunity, de-
mographic parity and equalized odds fairness, achieved by our algorithm and the baselines:
unfairness (left y-axes) and NDCG@3 ranking quality (right y-axes); after training with different
regularization strengths (x-axis).

of regularization and across the studied fairness measures. In contrast, the fairness curves of
the baselines behave erratically with respect to the trade-off parameters.

The possibility of increasing the fairness of learning models without damaging their accuracy
has been previously observed in the context of supervised learning [WPT19], but not, to our
knowledge, in a ranking context. This effect is more expressed in the experiment on the TREC
data than for MSMARCO, possibly due to the higher number of relevant items per query
in TREC, which results in more flexibility to rearrange items without decreasing the ranking
quality.

We obtained similar results for the other setups, e.g. different values of k, fairness measures
and protected attributes and for P@k. Table 6.1 summarizes some of the results in a compact
form. For different fairness notions and splits into protected groups (rows), it reports the
maximal and mean reduction of the fairness violation measure over the range of values of the
trade-off parameter for which the corresponding model’s prediction quality is not significantly
worse than for a model trained without a fairness regularizer (i.e. α = 0). Here we call a model
significantly worse than another if the difference of the mean quality values of the two models
is larger than the sum of the standard errors/deviations, for TREC/MSMARCO respectively,
around those averages (i.e. if the error bars, as in Figures 6.1 and 6.2, would not intersect).
The results are averaged over k ∈ {1, 2, 3, 4, 5}.
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6.6. Summary

Intuitively, the max values quantify how much an algorithm can improve fairness without
decreasing the ranking quality, while the mean values report the average improvement of
fairness over the values of the trade-off parameters, as a more robust measure. The results
confirm that in all cases our proposed training method is able to greatly reduce the unfairness
in the test time ranking without majorly damaging ranking quality. In comparison, the baselines
behave inconsistently between experiments and are less robust to the choice of the trade-off
parameter, indicating that training with the right regularization, as integrated in our method,
is indeed beneficial for test time fairness.

Table 6.1: Maximal and mean relative fairness increase, achievable without a significant
decrease of ranking quality, for our algorithm and the baselines. See main text for details.

TREC Ours DELTR FA*IR Per-query
Max Mean Max Mean Max Mean Max Mean

equality of
opportunity

t = 3 48% 34% 39% 23% 56% 18% 19% -5%
t = 4 46% 37% 2% -8% 56% 11% 14% -4%
t = 5 46% 32% 18% 7% 6% -17% 8% -13%

demographic
parity

t = 3 27% 17% 55% 36% 83% 24% 15% -1%
t = 4 44% 32% 12% 6% 56% 10% 27% 5%
t = 5 57% 40% 26% 14% 11% -35% 24% 1%

equalized
odds

t = 3 20% 13% 48% 31% 57% 16% 14% -3%
t = 4 30% 21% 9% 4% 40% 3% 13% -1%
t = 5 29% 21% 21% 12% 0% -35% 7% -4%

average 39% 27% 26% 14% 41% -1% 16% -3%

MSMARCO Ours DELTR FA*IR Per-query
Max Mean Max Mean Max Mean Max Mean

equality of
opportunity

com 55% 36% NA NA 64% 11% 24% 6%
ext 19% 10% NA NA 0% -112% 2% 0%

demographic
parity

com 42% 27% NA NA 39% -50% 0% 0%
ext 20% 13% NA NA 0% -168% 7% 3%

equalized
odds

com 61% 41% NA NA 45% -12% 14% 4%
ext 28% 17% NA NA 0% -142% 1% 0%

average 37% 24% NA NA 25% -79% 8% 2%

6.6 Summary
We introduced a rigorous framework for transferring classification fairness notions to the context
of LTR, by rephrasing ranking as a collection of query-dependent classification problems. This
simple viewpoint allows for expanding the optimization methods and proof techniques from
fair classification to ranking and multi-label learning. We report the first, to our knowledge,
generalization bounds for group fairness in ranking and show that including a suitable regularizer
during training can greatly improve the fairness of rankings with no or minor reduction in
model quality. This effect seems even more pronounced than in classification tasks, especially
if the number of relevant items per query is large. We hypothesize that the multi-label nature
of the ranking task naturally allows for more fairness without adverse effects on accuracy.
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CHAPTER 7
Discussion and future work

In this thesis we explored several topics in the field of trustworthy machine learning. In
particular, we studied adversarial multi-source learning as a model for learning from unreliable
data sources. We also explored the topic of fairness, in particular in the presence of data
corruption and in the challenging setup of learning to rank. A major focus of this work was on
designing machine learning algorithms that come with theoretical guarantees, even under severe
problems with the data, i.e. worst-case data corruption, and even in contexts beyond binary
classification, such as ranking. We believe that establishing such performance guarantees is a
necessary step towards increasing the trust in real-world machine learning algorithms among
the general public.

A distinctive feature of the results presented in this thesis, as compared to other works in
the field of trustworthy machine learning, is the use of PAC learning techniques for obtaining
guarantees for machine learning models. In the context of robustness to training data corruption,
a substantial amount of recent research effort [BNL12b, CLL+17, SBC20] has been focused
on designing practical gradient-based attacks and defenses for learned systems, resulting in
a cat-and-mouse game between the learner and the adversary. In contrast, we studied the
fundamental limits of PAC learning in the presence of worst-case data corruption, similarly
to [KL93]. In the case of fairness-aware learning, the vast majority of works addressing the
problem from a theoretical perspective have focused on understanding fair decision-making
when the set of all possible binary classifiers is used and when full information about the data
distribution is available, disregarding learnability considerations, e.g. [HPS16, MW18a]. In
contrast, we accounted for the finite-sample effects when studying fairness-aware learning,
similarly to [WGOS17, ABD+18].

We hope that our analysis of the learning-theoretic aspects of robust and fair machine learning
serves as a useful complement to the on-going effort in making learned models more trustworthy
and reliable.

While this thesis has focused on robustness to training data corruption and on fairness, there
are many other desirable properties of machine learning algorithms that are important to satisfy
in order to ensure their positive impact in real-world applications. Already in the context of
robustness, an orthogonal aspect to the one studied in this thesis is that of protecting learned
models from test-time data manipulations. This topic has received a lot of recent attention,
for example in the context of image recognition, where it is known that deep neural network
models can easily be fooled by inconceivable, but carefully chosen pixel perturbations [SZS+14].
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7. Discussion and future work

At the same time, there are many real-world applications where the presence of strategic
entities altering test time instances to their own advantage is a significant practical concern
[HMPW16, AEIK18]. Therefore, dealing with potentially worst-case data perturbations is
crucial also in the context of test time manipulations.

Beyond the scope of this thesis are also the issues of privacy and interpretability. Indeed, as
machine learning models are increasingly trained on private data, for example via federated
learning [MMR+17], it is important to ensure that knowledge about a model or its training
process cannot serve as a basis for reconstructing sensitive information [MTV+20]. In addition,
with the increasing amounts of available data and computing power, larger and larger models,
e.g. deep neural networks, are being adopted for solving various real-world prediction tasks.
While excelling in performance, these models often act as black boxes, as they are too large to
be analyzed by standard mathematical techniques. Methods for interpreting and explaining
the decisions made by such massive models are highly desirable [GBY+18], in particular for
the sake of ensuring fairness, detecting spurious correlations or providing feedback to entities
that receive an unfavorable classification decision.

Within the context of robust and fair machine learning, there are a number of possible
extensions of the work presented in this thesis that we see as interesting directions for future
work. Below we present these, in an order that aligns with the chapters of the thesis.

Adversarial multi-source learning from heterogeneous data In Chapters 3 and 4 we
have studied the problem of learning from multiple unrealiable data sources, where a subset of
the sources can contribute arbitrary, even adversarially perturbed, data. However, a recurring
assumption is that the clean sources contain data that is sampled from the same distribution,
or at least from distributions that are very similar to each other. In contrast, there are many
situations where this assumption may not hold. In fact, in setups such as federated learning
[MR17] and collaborative learning [BHPQ17], the point of using multiple data sources is
exactly to obtain data from different modes of an underlying meta-distribution and some data
heterogeneity is not only expected, but also desirable.

In such contexts, an additional challenge towards achieving robustness is that the natural
variability in the distributions of the clean sources makes it difficult to distinguish between-
source differences that are benign (due to the sources containing different types of clean data)
from those that are due to data corruptions and other issues with the datasets. For this
distinction to be possible, one would need to have an appropriate model of what “natural”
changes of the distribution can be expected between the clean sources.

To our awareness, robustness in the heterogeneous multi-source setting is a problem that has
largely remained unaddressed in the literature and we deem this an exciting direction for future
work.

Learning theory for fairness-aware learning In Chapter 5 we showed that PAC learning
guarantees for fairness can be obtained as long as the VC dimension of the hypothesis class
that is used is finite. However, we also argued that in many situations fairness can be certified
trivially (and provably), for example in cases where the hypothesis class contains a constant
classifier. This means that while the VC dimension being finite is a sufficient condition for
“fairness learnability”, it is certainly not a necessary one.

Therefore, a natural question is what are the properties of a hypothesis space that precisely
characterize learnability in terms of various popular fairness measures. Understanding these
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properties can be useful not only for studying the limits of learning in terms of fairness, but
also for quantifying the fairness-accuracy trade-off in the context of binary classification.

Fairness-accuracy trade-off in ranking and multi-label learning The fairness-accuracy
trade-off is important to understand not only for classification, but also in the context of
ranking. As discussed in Chapter 6, our experimental findings suggest that achieving fairness
does not necessarily need to come at the price of utility in LTR settings. We hypothesize that
this is due to the multi-label nature of ranking problems: for a given query, it is often the case
that many items are relevant and so the exact set of returned items, as well as their order,
can often be adapted in multiple ways without a substantial drop in utility.
An interesting open question is whether this intuition can be formalized and whether our
experimental findings will also hold for real-world recommender systems applications.
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APPENDIX A
Proofs from Chapter 3

In this chapter we present the proofs of all results from Chapter 3. In particular, in Section
A.1 we prove our upper bound result and its corollaries. We then move on to the lower bounds
and prove Theorems 5 and 6 in Sections A.2 and A.3 respectively.

A.1 Proof of Theorem 4 and its corollaries
Theorem 4. Let N, m, k ∈ N be integers, such that k ∈ (N/2, N ]. Let α = N−k

N
< 1

2 be
the proportion of corrupted sources. Assume that H has the uniform convergence property
with rate function s. Then there exists a learner L : (X ×Y)N×m → H with the following
two properties.

(a) Let G be a fixed subset of [N ] of size |G| = k. For S
′ = {S

′
1, . . . , S

′
N} i.i.d.∼ D, with

probability at least 1 − δ over the sampling of S ′:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2s
(︂
km,

δ

2 , SG

)︂
+ 6α max

i∈[N ]
s
(︂
m,

δ

2N
, Si

)︂
, (A.1)

uniformly against all fixed-set adversaries with preserved set G, where S = {S1, . . . , SN} =
A(S ′) is the dataset modified the adversary and SG = ∪i∈GSi is the set of all uncorrupted
data.

(b) For S
′ = {S

′
1, . . . , S

′
N} i.i.d.∼ D, with probability at least 1 − δ over the sampling of S ′:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2s
(︂
km,

δ

2
(︂

N
k

)︂ , SG

)︂
+ 6α max

i∈[N ]
s
(︂
m,

δ

2N
, Si

)︂
, (A.2)

uniformly against all flexible-set adversaries with preserved size k, where S = {S1, . . . , SN} =
A(S ′) is the dataset returned by the adversary, G is the set of sources not modified by
the adversary and SG = ∪i∈GSi is the set of all uncorrupted data.

Proof. Denote by S ′
i = {(x′

i,1, y′
i,1), . . . , (x′

i,m, y′
i,m)} for i = 1, . . . , N the initial datasets and

by Si = {(xi,1, yi,1), . . . , (xi,m, yi,m)} for i = 1, . . . , N the datasets after the modifications of
the adversary. As explained in the main body of the paper, we denote by:

ˆ︂Ri(h) = 1
m

m∑︂
j=1

ℓ(h(xi,j), yi,j) (A.3)
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the empirical risk of any hypothesis h ∈ H on the dataset Si and by:

dH(Si, Sj) = sup
h∈H

|ˆ︂Ri(h) − ˆ︂Rj(h)| (A.4)

the empirical discrepancy between the datasets Si and Sj.

We show that a learner that first runs a certain filtering algorithm (Algorithm A.1) based on
the discrepancy metric and then performs empirical risk minimization on the remaining data
to compute a hypothesis satisfies the properties stated in the theorem. The full algorithm for
the learner is therefore given in Algorithm A.2.

(a) The key idea of the proof is that the clean sources are close to each other with high
probability, so they get selected when running Algorithm A.1. On the other hand, if a bad
source has been selected, it must be close to at least one of the good sources, so it can not
have too bad an effect on the empirical risk.

For all i ∈ G, let Ei be the event that:

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂Ri(h)

⃓⃓⃓
≤ s

(︄
m,

δ

2N
, Si

)︄
. (A.5)

Further, let EG be the event that:

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂RG(h)

⃓⃓⃓
≤ s

(︄
km,

δ

2 , SG

)︄
, (A.6)

where ˆ︂RG(h) = 1
km

∑︂
i∈G

m∑︂
j=1

ℓ(h(xi,j), yi,j).

Denote by Ec
i and Ec

G the complements of these events. Then we know that P (Ec
G) ≤ δ

2 , and
P (Ec

i ) ≤ δ
2N

for all i ∈ G. Therefore, if E = EG ∧ (∧i∈GEi), we have:

P (Ec) = P (Ec
G ∨ (∨i∈GEc

i )) ≤ P (Ec
G) +

∑︂
i∈G

P (Ec
i ) ≤ δ

2 + k
δ

2N
≤ δ. (A.7)

Hence, the probability of the event E that all of (A.5) and (A.6) hold, is at least 1−δ. We now
show that under the event E , Algorithm A.2 returns a hypothesis that satisfies the condition
in (a).

Algorithm A.1: Dataset filtering for robust multi-source learning
Inputs: Datasets S1, . . . , SN

Initialize T = {} // trusted sources
for i = 1, . . . , N do

if dH
(︂
Si, Sj

)︂
≤ s

(︂
m, δ

2N
, Si

)︂
+ s

(︂
m, δ

2N
, Sj

)︂
,

for at least ⌊N
2 ⌋ values of j ̸= i, then

T = T ∪ {i}
end if

end for
Return: ⋃︁i∈T Si // indices of the trusted sources
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Algorithm A.2: ERM on the trusted sources
Inputs: Datasets S1, . . . , SN

Run Algorithm A.1 to compute ST = ⋃︁
i∈T Si

Compute hA = argminh∈H
1

|ST|
∑︁

(x,y)∈ST ℓ(h(x), y)
Return: hA

Indeed, fix an arbitrary fixed-set adversary A with preserved set G. Whenever E holds, for all
i, j ∈ G we have:

dH (Si, Sj) = sup
h∈H

(|ˆ︂Ri(h) − ˆ︂Rj(h)|) ≤ sup
h∈H

(︂
|ˆ︂Ri(h) − R(h)|

)︂
+ sup

h∈H

(︂
|R(h) − ˆ︂Rj(h)|

)︂
≤ s

(︄
m,

δ

2N
, Si

)︄
+ s

(︄
m,

δ

2N
, Sj

)︄
.

(A.8)

Now since k ≥ ⌊N
2 ⌋ + 1, we get that G ⊆ T. Moreover, for any i ∈ T \ G, there exists at

least one j ∈ G, such that dH(Si, Sj) ≤ s
(︂
m, δ

2N
, Si

)︂
+ s

(︂
m, δ

2N
, Sj

)︂
. For any i ∈ T \ G,

denote by f(i) the smallest such j. Therefore, for any i ∈ (T \ G):

|ˆ︂Ri(h) − R(h)| ≤ |ˆ︂Ri − ˆ︂Rf(i)(h)| + |ˆ︂Rf(i)(h) − R(h)|

≤ dH
(︂
Si, Sf(i)

)︂
+ s

(︄
m,

δ

2N
, Sf(i)

)︄

≤ s

(︄
m,

δ

2N
, Si

)︄
+ 2s

(︄
m,

δ

2N
, Sf(i)

)︄
(A.9)

Denote by ˆ︂RT(h) = 1
|T|

∑︂
i∈T

ˆ︂Ri(h) = 1
|ST|

∑︂
(x,y)∈ST

ℓ(h(x), y) (A.10)

the loss over all the trusted data. Then for any h ∈ H we have:
⃓⃓⃓ˆ︂RT(h) − R(h)

⃓⃓⃓
≤ 1

|T|m

(︄⃓⃓⃓⃓
⃓∑︂
i∈G

m∑︂
l=1

(ℓ(h(xi,l), yi,l) − R(h))
⃓⃓⃓⃓
⃓

+
∑︂

i∈(T\G)

⃓⃓⃓⃓
⃓

m∑︂
l=1

(ℓ(h(xi,l), yi,l) − R(h))
⃓⃓⃓⃓
⃓
⎞⎠

= k

|T|
⃓⃓⃓ˆ︂RG(h) − R(h)

⃓⃓⃓
+ 1

|T|
∑︂

i∈(T\G)

⃓⃓⃓ˆ︂Ri(h) − R(h)
⃓⃓⃓

≤ k

|T|
s

(︄
km,

δ

2 , SG

)︄
+ 1

|T|
∑︂

i∈(T\G)

⃓⃓⃓ˆ︂Ri(h) − R(h)
⃓⃓⃓

≤ k

|T|
s

(︄
km,

δ

2 , SG

)︄
+ 1

|T|
∑︂

i∈(T\G)

(︄
s

(︄
m,

δ

2N
, Si

)︄
+ 2s

(︄
m,

δ

2N
, Sf(i)

)︄)︄

≤ k

|T|
s

(︄
km,

δ

2 , SG

)︄
+ 3 |T| − k

|T|
max
i∈[N ]

s

(︄
m,

δ

2N
, Si

)︄

≤ s

(︄
km,

δ

2 , SG

)︄
+ 3N − k

N
max
i∈[N ]

s

(︄
m,

δ

2N
, Si

)︄

109



Finally, let h∗ = argminh∈H R(h) and hA = L(A(S ′)) = argminh∈H
ˆ︂RT(h). Then:

R(hA) − R(h∗) =
(︂
R(hA) − ˆ︂RT(hA)

)︂
+
(︂ˆ︂RT(hA) − R(h∗)

)︂
≤
(︂
R(hA) − ˆ︂RT(hA)

)︂
+
(︂ˆ︂RT(h∗) − R(h∗)

)︂
≤ 2 sup

h∈H

⃓⃓⃓ˆ︂RT(h) − R(h)
⃓⃓⃓
. (A.11)

Since we showed this result for an arbitrary fixed-set adversary with preserved set G, the result
follows.
(b) The crucial difference in the case of the flexible-set adversary is that the set G is chosen
after the clean data is observed. We thus need concentration results for all of the subsets of
[N ] of size k, as well as all individual sources.
For all i ∈ [N ], let Ei be the event that:

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂R′

i(h)
⃓⃓⃓
≤ s

(︄
m,

δ

2N
, S ′

i

)︄
, (A.12)

where ˆ︂R′
i = 1

m

m∑︂
j=1

ℓ(h(x′
i,j), y′

i,j) (A.13)

Further, for any A ⊆ [N ] of size |A| = k, let EA be the event that:

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂R′

A(h)
⃓⃓⃓
≤ s

⎛⎝km,
δ

2
(︂

N
k

)︂ , S ′
A

⎞⎠ , (A.14)

where S ′
A = ∪i∈AS ′

i and

ˆ︂R′
A(h) = 1

km

∑︂
i∈A

m∑︂
l=1

ℓ(h(x′
i,l), y′

i,l). (A.15)

Then we know that P (Ec
i ) ≤ δ

2N
for all i ∈ [N ] and P (Ec

G) ≤ δ

2(N
k ) for all A ⊆ [N ] with

|A| = k. Therefore, if E = (∧AEA) ∧
(︂
∧i∈[N ]Ei

)︂
, we have:

P (Ec) = P
(︂
(∨AEc

A) ∨
(︂
∨i∈[N ]Ec

i

)︂)︂
≤
∑︂
A

P (Ec
A) +

∑︂
i∈[N ]

P (Ec
i ) ≤

(︄
N

k

)︄
δ

2
(︂

N
k

)︂ + N
δ

2N
= δ.

(A.16)

Hence, the probability of the event E that all of (A.12) and (A.14) hold, is at least 1 − δ. In
particular, under E :

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂RG(h)

⃓⃓⃓
= sup

h∈H

⃓⃓⃓
R(h) − ˆ︂R′

G(h)
⃓⃓⃓
≤ s

⎛⎝km,
δ

2
(︂

N
k

)︂ , S ′
G

⎞⎠ = s

⎛⎝km,
δ

2
(︂

N
k

)︂ , SG

⎞⎠
(A.17)

and

sup
h∈H

⃓⃓⃓
R(h) − ˆ︂Ri(h)

⃓⃓⃓
= sup

h∈H

⃓⃓⃓
R(h) − ˆ︂R′

i(h)
⃓⃓⃓
≤ s

(︄
m,

δ

2N
, S ′

i

)︄
= s

(︄
m,

δ

2N
, Si

)︄
, (A.18)
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for all i ∈ G.
Now, for any flexible-set adversary with preserved size k, the same argument as in (a) shows
that:

R(hA) − R(h∗) ≤ 2s

⎛⎝km,
δ

2
(︂

N
k

)︂ , SG

⎞⎠+ 6N − k

N
max
i∈[N ]

s

(︄
m,

δ

2N
, Si

)︄
(A.19)

holds under the event E .

We now show how to obtain data-dependent guarantees, via the notion of Rademacher
complexity. Let

RS (ℓ ◦ H) = Eσ

(︄
sup
h∈H

1
n

n∑︂
i=1

σiℓ(h(xi), yi)
)︄

(A.20)

be the (empirical) Rademacher complexity of H with respect to the loss function ℓ on a
sample S = {(x1, y1), . . . , (xn, yn)}. Here {σi}n

i=1 are i.i.d. Rademacher random variables.
Let SG = ⋃︁

i∈G Si, Ri = RSi
(ℓ ◦ H) and RG = RSG

(ℓ ◦ H). Assume also that the loss
function ℓ is bounded, so that for some constant M > 0, ℓ(y1, y2) ≤ M for all y1, y2 ∈ Y.
Then we have:

Corollary 1. In the setup of Theorem 4, against a fixed-set adversary, it holds that

R(L(A(S ′))) − min
h∈H

R(h) ≤ 4RG + 6M

√︄
log(4

δ
)

2km
+ α

(︃
18M

⌜⃓⃓⎷ log
(︂

4N
δ

)︂
2m

+ 12 max
i∈[N ]

Ri

)︃
.

(A.21)

Proof. We use the standard generalization bound based on Rademacher complexity. Assume
that S = {(x1, y1) , . . . , (xn, yn)} ∼ D, then with probability at least 1 − δ over the data
[MRT18]:

sup
h∈H

|E (ℓ(h(x), y)) − 1
n

n∑︂
i=1

ℓ(h(xi), yi)| ≤ 2RS (ℓ ◦ H) + 3M

⌜⃓⃓⎷ log
(︂

2
δ

)︂
2n

. (A.22)

Substituting into the result of Theorem 4 gives the result.

Corollary 2. In the setup of Theorem 4, against a flexible-set adversary, it holds that

R(L(A(S ′))) − min
h∈H

R(h) ≤ 4RG + 12α max
i∈[N ]

Ri + ˜︁O(︄
4
√

α√
m

)︄
. (A.23)

Proof. Using the concentration result from Corollary 1 and
(︂

N
k

)︂
=
(︂

N
(1−α)N

)︂
=
(︂

N
αN

)︂
≤ 2H(α)N ,

where H(p) = −p log2(p) − (1 − p) log2(1 − p) is the binary entropy function, we obtain:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 4RG + 6M

⌜⃓⃓⃓
⎷ log

(︃
4(N

k )
δ

)︃
2km

+ α

⎛⎜⎜⎝18M

⌜⃓⃓⎷ log
(︂

4N
δ

)︂
2m

+ 12 max
i∈[N ]

Ri

⎞⎟⎟⎠

= 4RG + 6M

⌜⃓⃓⎷ log(
(︂

N
k

)︂
)

2km
+

log(4
δ
)

2km
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+ α

⎛⎜⎜⎝18M

⌜⃓⃓⎷ log
(︂

4N
δ

)︂
2m

+ 12 max
i∈[N ]

Ri

⎞⎟⎟⎠
≤ 4RG + 6M

⌜⃓⃓⎷H(α)N log(2)
2(1 − α)Nm

+
log(4

δ
)

2(1 − α)Nm

+ α

⎛⎜⎜⎝18M

⌜⃓⃓⎷ log
(︂

4N
δ

)︂
2m

+ 12 max
i∈[N ]

Ri

⎞⎟⎟⎠
≤ 4RG + 12α max

i∈[N ]
Ri + ˜︁O(︄

4
√

α√
m

)︄

where for the last inequality we used H(α) ≤ 2
√︂

α(1 − α), 1 − α ∈ (1
2 , 1] and 4

√
α > α.

For the case of binary classifiers, we also provide a simpler bound in terms of the VC dimension
of H.

Corollary 3. Assume that Y = {−1, 1} and that H has finite VC-dimension d. Then:

(a) In the case of the fixed-set adversary there exists a universal constant C, such that:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2C

√︄
d

km
+ 2

√︄
2 log(4

δ
)

km
+ α

⎛⎜⎜⎝6C

√︄
d

m
+ 6

⌜⃓⃓⎷2 log
(︂

4N
δ

)︂
m

⎞⎟⎟⎠ .

(A.24)

(b) In the case of the flexible-set adversary:

R(L(A(S ′))) − min
h∈H

R(h) ≤ O

⎛⎝√︄ d

km
+

4
√

α√
m

+ α

√︄
d

m
+ α

√︄
log(N)

m

⎞⎠ . (A.25)

Proof. (a) Whenever H is of finite VC-dimension d, there exists a constant C, such that the
following generalization bound holds [BBL04]:

sup
h∈H

|E (ℓ(h(x), y)) − 1
n

n∑︂
i=1

ℓ(h(xi), yi)| ≤ C

√︄
d

n
+

⌜⃓⃓⎷2 log
(︂

2
δ

)︂
n

(A.26)

and hence H has the uniform convergence property with rate function s = C
√︂

d
n

+
√︃

2 log( 2
δ )

n
.

Substituting into the result of Theorem 4 gives the result.

(b) Using the concentration result from (a) and
(︂

N
k

)︂
=
(︂

N
(1−α)N

)︂
=
(︂

N
αN

)︂
≤ 2H(α)N , where

H(p) = −p log2(p) − (1 − p) log2(1 − p) is the binary entropy function, we obtain:

R(L(A(S ′))) − min
h∈H

R(h) ≤ 2C

√︄
d

km
+ 2

⌜⃓⃓⎷2 log(4(N
k )
δ

)
km

+ α

⎛⎜⎜⎝6C

√︄
d

m
+ 6

⌜⃓⃓⎷2 log
(︂

4N
δ

)︂
m

⎞⎟⎟⎠
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= 2C

√︄
d

km
+ 2

⌜⃓⃓⎷2 log(
(︂

N
k

)︂
)

km
+

2 log(4
δ
)

km

+ α

⎛⎜⎜⎝6C

√︄
d

m
+ 6

⌜⃓⃓⎷2 log
(︂

4N
δ

)︂
m

⎞⎟⎟⎠
≤ 2C

√︄
d

km
+ 2

⌜⃓⃓⎷2H(α)N log(2)
(1 − α)Nm

+
2 log(4

δ
)

(1 − α)Nm

+ α

⎛⎜⎜⎝6C

√︄
d

m
+ 6

⌜⃓⃓⎷2 log
(︂

4N
δ

)︂
m

⎞⎟⎟⎠
≤ O

⎛⎝√︄ d

km
+

4
√

α√
m

+ α

√︄
d

m
+ α

√︄
log(N)

m

⎞⎠ ,

where for the last inequality we used H(α) ≤ 2
√︂

α(1 − α) and 1 − α ∈ (1
2 , 1].

A.2 Proof of Theorem 5
Theorem 5. Let H be a non-trivial hypothesis space. Let m and N be any positive integers
and let G be a fixed subset of [N ] of size k ∈ {1, . . . , N − 1}. Let L : (X × Y)N×m → H
be a multi-source learner that acts by merging the data from all sources and then calling a
single-source learner. Let S ′ ∈ (X × Y)N×m be drawn i.i.d. from D. Then there exists a
distribution D with minh∈H R(h) = 0 and a fixed-set adversary A with index set G, such
that:

PS′∼D

(︃
R
(︂
L(A(S ′)

)︂
>

α

8(1 − α)

)︃
>

1
20 , (A.27)

where α = N−k
N

is the power of the adversary.

We use a similar proof technique as in the lower bound results in [BEK02] and in the classic
sample complexity lower bound for binary classification, e.g. Theorem 3.20 in [MRT18]. An
overview is as follows. Consider a distribution on X that has support only at two points -
the common point x1 and the rare point x2. Take P(x2) = O( α

1−α
). Then the expected

number of occurrences of the point x2 in G is O
(︂

α
1−α

(1 − α)Nm
)︂

= O (αNm). Thus, one
can show that with constant probability the number of x2’s in G is at most αNm and hence
the adversary (that has access to exactly αNm points in total) can insert the same number
of x2’s, but wrongly labelled, into the final dataset. Therefore, based on the union of the
corrupted datasets, no algorithm can guess with probability greater than 1/2 what the true
label of x2 was.

Proof. We prove that there exists a distribution D on X and a labelling function f ∈ H, such
that the resulting joint distribution on X × Y , defined by x ∼ D and y = f(x), satisfies the
desired property.
Without loss of generality, let G = [1, 2, . . . , k]. Since H is non-trivial, there exist h1, h2 ∈ H
and x1, x2 ∈ X , such that h1(x1) = h2(x1), while h1(x2) = 1, but h2(x2) = −1. Consider
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the following distribution on X :

PD(x1) = 1 − 4ϵ and PD(x2) = 4ϵ, (A.28)

where ϵ = 1
8

α
1−α

. Assume that the points are labelled by a function f ∈ H (to be chosen later
as either h1 or h2). Denote the initial uncorrupted collection of datasets by S ′ = (S ′

1, . . . , S ′
N ),

with S ′
i = {(x′

i,1, f(x′
i,1)), . . . , (x′

i,m, f(x′
i,m))} and x′

i,j being i.i.d. samples from D.
First we show that with constant probability the point x2 appears at most αNm times in G.
Indeed, let C be this number of appearances. Then C is a binomial random variable with
probability of success 4ϵ and number of trials (1 − α)Nm. Therefore, by the Chernoff bound:

PS′(C ≥ αNm) = PS′(C ≥ (1 + 1)4ϵ(1 − α)Nm) ≤ e− αNm
6 ≤ e−1/6 <

17
20 (A.29)

and so:
PS′(C ≤ αNm) >

3
20 . (A.30)

Now consider the following policy for the fixed-set adversary As : S ′ → S. For any index
i ∈ [N ] the adversary replaces S ′

i = {(x′
i,1, f(x′

i,1)), . . . , (x′
i,m, f(x′

i,m))} with a dataset
Si = {(xi,1, yi,1) . . . , (xi,m, yi,m)}, such that:

(xi,j, yi,j) =

⎧⎪⎪⎨⎪⎪⎩
(x′

i,j, f(x′
i,j)), if i ∈ G = [1, 2, . . . , k]

(x2, −f(x2)), if i ∈ [k + 1, . . . , N ] and (i − k − 1)m + j ≤ C

(x1, f(x1)), otherwise
(A.31)

Then the adversary returns S = (S1, . . . , SN ). That is, the adversary keeps the datasets in G
untouched, and fills the datasets in [N ]\G with as many x2’s as there are in G, but wrongly
labelled.
Crucially, whenever C ≤ αNm, the union of the data in all N sets will look the same no
matter if the original labelling function was h1 or h2. In particular, L(As(S ′)) will be identical
in both cases.
Finally, we argue that under the event C ≤ αNm and the chosen adversary, the learner would
incur high loss and show that this implies the result in (A.27). Let S be the set of all datasets
in (X × Y)N×m, such that C ≤ αNm holds. We just showed that PS′(S ′ ∈ S) > 3

20 and
that whenever S ′ ∈ S, L(As(S ′)) is independent of whether the original labelling function was
h1 or h2.
Consider a fixed set S ′ ∈ S and let S = As(S ′) and hS = L(S). Denote by R(hS, f) =
PD(hS(x) ̸= f(x) ∩ x ̸= x1) and note that R(hS, f) ≤ PD(hS(x) ̸= f(x)) = R(L(As(S ′))).
Notice that:

R(hS, h1) + R(hS, h2) =
∑︂

i=1,2
1hS(xi) ̸=h1(xi)1xi ̸=x1P(xi) +

∑︂
i=1,2

1hS(xi) ̸=h2(xi)1xi ̸=x1P(xi)

= 1hS(x2) ̸=h1(x2)4ϵ + 1hS(x2 )̸=h2(x2)4ϵ

= 4ϵ,

where we used that h1(x2) = 1 = −h2(x2) and that hS is independent of the underlying
labelling function.
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Since the above holds for any S ′ ∈ S, it also holds in expectation, conditioned on S ′ ∈ S:

ES′∈S (R(hS, h1) + R(hS, h2)) ≥ 4ϵ. (A.32)

Therefore, ES′∈S (R(hS, hi)) ≥ 2ϵ for at least one of i = 1, 2. Take f to be h1, if h1 satisfies
the inequality, and h2 otherwise. Conditioning on {R(hS, f) ≥ ϵ} and using R(hS, f) ≤
PD(x ̸= x1) = 4ϵ:

2ϵ ≤ ES′∈S (R(hS, f)) = ES′∈S (R(hS, f)|R(hS, f) ≥ ϵ)PS′∈S (R(hS, f) ≥ ϵ)
+ ES′∈S (R(hS, f)|R(hS, f) < ϵ)PS′∈S (R(hS, f) < ϵ)
≤ 4ϵPS′∈S (R(hS, f) ≥ ϵ) + ϵPS′∈S (R(hS, f) < ϵ)
= ϵ + 3ϵPS′∈S (R(hS, f) ≥ ϵ) .

Hence,

PS′∈S (R(hS, f) ≥ ϵ) ≥ 1
3ϵ

(2ϵ − ϵ) = 1
3 (A.33)

Finally,

PS′ (R(L(As(S ′))) ≥ ϵ) ≥ PS′ (R(hS, f) ≥ ϵ) ≥ PS′∈S (R(hS, f) ≥ ϵ)PS′ (S ′ ∈ S)

>
1
3

3
20

= 1
20 .

A.3 Proof of Theorem 6
Theorem 6. Let H ⊂ {h : X → Y} be a hypothesis space, let m and N be any integers and
let G be a fixed subset of [N ] of size k ∈ {1, . . . , N − 1}. Let S ′ ∈ (X × Y)N×m be drawn
i.i.d. from D. Then the following statements hold for any multi-source learner L:

(a) Suppose that H is non-trivial. Then there exists a distribution D on X with minh∈H R(h) =
0, and a fixed-set adversary A with index set G, such that:

PS′

(︃
R
(︂
L(A(S ′)

)︂
>

α

8m

)︃
>

1
20 . (A.34)

(b) Suppose that H has VC dimension d ≥ 2. Then there exists a distribution D on X × Y
and a fixed-set adversary A with index set G, such that:

PS′

⎛⎝R
(︂
L(A(S ′)

)︂
− min

h∈H
R(h) >

√︄
d

1280Nm
+ α

16m

⎞⎠ >
1
64 . (A.35)

In both cases, α = N−k
N

is the power of the adversary.
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To prove part (a), we use a similar technique as in the lower bound results in [BEK02] and
in the classic sample complexity lower bound for binary classification, e.g. Theorem 3.20 in
[MRT18]. An overview is as follows. Consider a distribution on X that has support only at
two points - the common point x1 and the rare point x2. Take P(x2) = O( α

m
). Then one can

show that with constant probability the number of datasets that contain x2 is at most αN .
We show that in this case there exists an algorithm for the strong adversary that will return
the same unordered collection of datasets, regardless of the true label of x2. Thus no learner
can guess with probability greater than 1/2 what the true label of x2 was.
Part (b) follows from part (a) and the standard lower bound for agnostic binary classification.

Proof. a) As in Theorem 5, we prove that there exists a distribution D on X and a labeling
function f ∈ H, such that the resulting joint distribution on X × Y, defined by x ∼ D and
y = f(x), satisfies the desired property.
Without loss of generality, let G = [1, 2, . . . , k]. Since H is non-trivial (d ≥ 2), there exist
h1, h2 ∈ H and x1, x2 ∈ X , such that h1(x1) = h2(x1), while h1(x2) = 1, but h2(x2) = −1.
Consider the following distribution on X :

PD(x1) = 1 − 4ϵ and PD(x2) = 4ϵ, (A.36)

where ϵ = α
8m

. Assume that the points are labelled by a function f ∈ H (to be chosen later as
either h1 or h2). Denote the initial uncorrupted collection of datasets by S ′ = (S ′

1, . . . , S ′
N),

with S ′
i = {(x′

i,1, f(x′
i,1)), . . . , (x′

i,m, f(x′
i,m))} and x′

i,j being i.i.d. samples from D.
First we show that with constant probability the point x2 is contained in no more than αN
sources. Indeed, let Cb be the number of sources that contain x2 and let Cp be the number of
points (out of the Nm in total) that are equal to x2. Clearly Cb ≤ Cp. Note that Cp is a
binomial random variable with probability of success 4ϵ and number of trials Nm. Therefore,
by the Chernoff bound:

PS′(Cp ≥ αN) = PS′(Cp ≥ (1 + 1)4ϵNm) ≤ e− αN
6 ≤ e−1/6 <

17
20 (A.37)

and so:
PS′(Cb ≤ αN) ≥ PS′(Cp ≤ αN) >

3
20 . (A.38)

Now consider the following policy for the adversary As : S ′ → S. Whenever Cb ≤ αN , let M ⊂
G be the list of indexes i ∈ G, such that S ′

i contains x2. Let l = |M | and note that l ≤ Cb ≤
αN . For any index i ∈ [N ] the adversary replaces S ′

i = {x′
i,1, f(x′

i,1), . . . , (x′
i,m, f(x′

i,m))}
with a dataset Si = {(xi,1, yi,1) . . . , (xi,m, yi,m)}, such that:

(xi,j, yi,j) =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
(x′

i,j, f(x′
i,j)), if i ∈ G = [1, 2, . . . , k]

(x1, f(x1)), if i ∈ [k + 1, . . . , k + l] and x′
M [i−k],j = x1

(x2, −f(x2)), if i ∈ [k + 1, . . . , k + l] and x′
M [i−k],j = x2

(x1, f(x1)), if i ∈ [k + l + 1, . . . , N ]

(A.39)

Then the adversary returns S = (S1, . . . , SN ). That is, the adversary keeps the datasets in G
untouched, copies all of the datasets in M into its own data, flipping the labels of the x2’s,
and, in case there are additional sources at its disposal, it fills them with (correctly labelled)
x1’s only.
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Crucially, the resulting (unordered) collection is the same no matter if the original labelling
function was h1 or h2. In particular, L(S) will be the same in both cases.

In the case when Cb > αN , the adversary leaves the data unchanged, i.e. S = S ′.

Finally, we argue that under the event Cb ≤ αN and the chosen adversary, the learner would
incur high loss and show that this implies the result in (A.34). Let S be the set of all datasets
in (X × Y)N×m, such that Cb ≤ αN holds. We just showed that PS′(S ′ ∈ S) > 3

20 and that
whenever S ′ ∈ S, L(As(S ′)) is independent of whether the original labelling function was h1
or h2.

Now the proof proceeds just as in Theorem 5. Consider a fixed set S ′ ∈ S and let S = As(S ′)
and hS = L(S). Denote by R(hS, f) = PD(hS(x) ̸= f(x) ∩ x ̸= x1) and note that
R(hS, f) ≤ PD(hS(x) ̸= f(x)) = R(L(As(S ′))). Notice that:

R(hS, h1) + R(hS, h2) =
∑︂

i=1,2
1hS(xi) ̸=h1(xi)1xi ̸=x1P(xi) +

∑︂
i=1,2

1hS(xi) ̸=h2(xi)1xi ̸=x1P(xi)

= 1hS(x2) ̸=h1(x2)4ϵ + 1hS(x2 )̸=h2(x2)4ϵ

= 4ϵ,

where we used that h1(x2) = 1 = −h2(x2) and that hS is independent of the underlying
labelling function.

Since the above holds for any S ′ ∈ S, it also holds in expectation, conditioned on S ′ ∈ S:

ES′∈S (R(hS, h1) + R(hS, h2)) ≥ 4ϵ. (A.40)

Therefore, ES′∈S (R(hS, hi)) ≥ 2ϵ for at least one of i = 1, 2. Take f to be h1, if h1 satisfies
the inequality, and h2 otherwise. Conditioning on {R(hS, f) ≥ ϵ} and using R(hS, f) ≤
PD(x ̸= x1) = 4ϵ:

2ϵ ≤ ES′∈S (R(hS, f)) = ES′∈S (R(hS, f)|R(hS, f) ≥ ϵ)PS′∈S (R(hS, f) ≥ ϵ)
+ ES′∈S (R(hS, f)|R(hS, f) < ϵ)PS′∈S (R(hS, f) < ϵ)
≤ 4ϵPS′∈S (R(hS, f) ≥ ϵ) + ϵPS′∈S (R(hS, f) < ϵ)
= ϵ + 3ϵPS′∈S (R(hS, f) ≥ ϵ) .

Hence,

PS′∈S (R(hS, f) ≥ ϵ) ≥ 1
3ϵ

(2ϵ − ϵ) = 1
3 (A.41)

Finally,

PS′ (R(L(As(S ′))) ≥ ϵ) ≥ PS′ (R(hS, f) ≥ ϵ)
≥ PS′∈S (R(hS, f) ≥ ϵ)PS′ (S ′ ∈ S)

>
1
3

3
20

= 1
20 .
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b) First we argue that there exists a distribution D1 on X × Y and a fixed-set adversary As
1,

such that:

PS′∼D1

⎛⎝R(L(As
1(S ′))) − min

h∈H
R(h) >

√︄
d

320Nm

⎞⎠ >
1
64 . (A.42)

This follows directly from the classic lower bound for binary classification in the unrealizable
case. Indeed, applying Theorem 3.23 in [MRT18] and setting the adversary to be the identity
mapping gives the result.
Now, since any hypothesis space with VC dimension d ≥ 2 is non-trivial, we also know from
a) that there exists an adversary As

2 and a distribution D2 on X × Y , such that:

PS′∼D2

(︃
R(L(As

2(S ′))) − min
h∈H

R(h) >
α

8m

)︃
>

1
20 . (A.43)

Fix any set of values for N, m, d, k. Then at least one of the pairs (As
1, D1) and (As

2, D2)
satisfies:

PS′

⎛⎝R(L(As(S ′))) − min
h∈H

R(h) >

√︄
d

1280Nm
+ α

16m

⎞⎠
≥ PS′

⎛⎝R(L(As(S ′))) > 2 max{
√︄

d

1280Nm
,

α

16m
}

⎞⎠
= PS′

⎛⎝R(L(As(S ′))) > max{
√︄

d

320Nm
,

α

8m
}

⎞⎠
>

1
64 .
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APPENDIX B
Proofs from Chapter 4

Here we present a proof of Theorem 7. To this end, we first show a concentration result
about the α-weighted empirical risk Rα(h). Then we use this result, together with a standard
discrepancy argument, to prove the statement of the theorem.

First we bound |R̂α (h) − Rα (h) | with high probability and uniformly over H. We adapt
the classical proofs of generalization bounds in terms of the Rademacher complexity of a
hypothesis class, e.g. [BBL04].

Lemma 1. Given the setup and assumptions described above, for any δ > 0 with probability
at least 1 − δ over the data, for any function h ∈ H:

|Rα (h) − R̂α (h) | ≤ 2
N∑︂

i=1
αiRi (H) + 3

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

, (B.1)

where for each i = 1, 2, . . . , N :

Ri (H) = Eσ

⎛⎝sup
f∈H

⎛⎝ 1
mi

mi∑︂
j=1

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠ , (B.2)

and where σi,j are independent Rademacher random variables.

Proof. Write:
Rα (h) ≤ R̂α (h) + sup

f∈H

(︂
Rα (f) − R̂α (f)

)︂
(B.3)

To link the second term to its expectation, we prove the following:
Lemma 2. Define the function ϕ : (X × Y)m → R by:

ϕ ({x1,1, y1,1}, . . . , {xN,mN
, yN,mN

}) = sup
f∈H

(︂
Rα (f) − R̂α (f)

)︂
.

Denote for brevity zi,j = {xi,j, yi,j}. Then, for any i ∈ {1, 2, . . . , N}, j ∈ {1, 2, . . . , mi}:

sup
z1,1,...,zN,mN

,z
′
i,j

|ϕ (z1,1, . . . , zi,j, . . . , zN,mN
) − ϕ

(︂
z1,1, . . . , z

′

i,j, . . . , zN,mN

)︂
| ≤ αi

mi

M (B.4)
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Proof. Fix any i, j and any z1,1, . . . , zN,mN
, z

′
i,j. Denote the α-weighted empirical average of

the loss with respect to the sample z1,1, . . . , z
′
i,j, . . . , zN,mN

by R′
α. Then we have that:

|ϕ (. . . , zi,j, . . .) − ϕ(. . . , z
′

i,j, . . .)| = | sup
f∈H

(︂
Rα (f) − R̂α (f)

)︂
− sup

f∈H
(Rα (f) − R̂

′

α (f))|

≤ | sup
f∈H

(R̂
′

α (f) − R̂α (f))|

= αi

mi

⃓⃓⃓⃓
⃓sup
f∈H

(︂
ℓ
(︂
f(x′

i,j), y
′

i,j

)︂
− ℓ (f(xi,j), yi,j)

)︂⃓⃓⃓⃓⃓
≤ αi

mi

M

Note: the inequality we used above holds for bounded functions inside the supremum.

Let S denote a random sample of size m drawn from a distribution as the one generating out
data (i.e. mi samples from Di for each i). Now, using Lemma 2, McDiarmid’s inequality gives:

P (ϕ(S) − E(ϕ(S)) ≥ t) ≤ exp

⎛⎜⎝− 2t2∑︁N
i=1

∑︁mi
j=1

α2
i

m2
i
M2

⎞⎟⎠ = exp
⎛⎝− 2t2

M2∑︁N
i=1

α2
i

mi

⎞⎠

For any δ > 0, setting the right-hand side above to be δ/4 and using (B.3), we obtain that
with probability at least 1 − δ/4:

Rα (h) ≤ R̂α (h) + ES

(︄
sup
f∈H

(︂
Rα(f) − R̂α(f)

)︂)︄
+

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

(B.5)

To deal with the expected loss inside the second term, introduce a ghost sample (denoted by
S ′), drawn from the same distributions as our original sample (denoted by S). Denoting the
weighted empirical loss with respect to the ghost sample by R′

α, βi = mi/m for all i, and
using the convexity of the supremum, we obtain:

ES

(︄
sup
f∈H

(︂
Rα(f) − R̂α(f)

)︂)︄
= ES

(︄
sup
f∈H

(︃
ES′

(︃
R̂

′

α(f)
)︃

− R̂α(f)
)︃)︄

≤ ES,S′

(︄
sup
f∈H

(︃
R̂

′

α(f) − R̂α(f)
)︃)︄

= ES,S′

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

(︂
ℓ(f(x′

i,j), y
′

i,j) − ℓ(f(xi,j), yi,j)
)︂⎞⎠⎞⎠

Introducing m independent Rademacher random variables and noting that ℓ(f(x′), y
′) −

ℓ(f(x), y) and σ
(︂
ℓ(f(x′), y

′) − ℓ(f(x), y)
)︂

have the same distribution, as long as (x, y) and
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(x′
, y

′) have the same distribution:

ES

(︄
sup
f∈H

(︂
Rα(f) − R̂α(f)

)︂)︄
≤ ES,S′,σ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

σi,j

(︂
ℓ(f(x′

i,j), y
′

i,j)

−ℓ(f(xi,j), yi,j)
)︂)︄)︄

≤ ES′ ,σ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

σi,jℓ(f(x′

i,j), y
′

i,j)
⎞⎠⎞⎠

+ ES,σ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

(−σi,j) ℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

= 2ES,σ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

We can now link the last term to the empirical analog of the Rademacher complexity, by using
the McDiarmid Inequality (with an observation similar to Lemma 1). Putting this together,
we obtain that for any δ > 0 with probability at least 1 − δ/2:

Rα (h) ≤ R̂α (h) + 2Eσ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠+ 3

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

(B.6)
Finally, note that:

Eσ

⎛⎝sup
f∈H

⎛⎝ 1
m

N∑︂
i=1

mi∑︂
j=1

αi

βi

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠ ≤ Eσ

⎛⎝ N∑︂
i=1

αi sup
f∈H

⎛⎝ 1
mi

mi∑︂
j=1

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

=
N∑︂

i=1
αiEσ

⎛⎝sup
f∈H

⎛⎝ 1
mi

mi∑︂
j=1

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

=
N∑︂

i=1
αiRi (H)

Bounding R̂α(h) − Rα(h) with the same quantity and with probability at least 1 − δ/2 follows
by a similar argument. The result then follows by applying the union bound.

Now we show:

Theorem 7. Given the setup above, let ĥα = argminh∈HR̂α(h) and h∗
T = argminh∈HRT (h).

For any δ > 0, with probability at least 1 − δ over the data:

RT (ĥα) ≤ RT (h∗
T ) + 4

N∑︂
i=1

αiRi (H) + 2
N∑︂

i=1
αidH (Di, DT ) + 6

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

,

(4.4)
where, for each source i = 1, . . . , N ,

Ri (H) = Eσ

⎛⎝sup
f∈H

⎛⎝ 1
mi

mi∑︂
j=1

σi,jℓ(f(xi,j), yi,j)
⎞⎠⎞⎠

and σi,j are independent Rademacher random variables.
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Proof. For any h ∈ H:

|Rα(h) − RT (h)| = |
N∑︂

i=1
αiRi(h) − RT (h)| ≤

N∑︂
i=1

αi|Ri(h) − RT (h)| ≤
N∑︂

i=1
αidH (Di, DT ) .

Now applying this bound twice and using Lemma 1, we get that with probability at least 1 − δ:

RT (ĥα) ≤ Rα(ĥα) +
N∑︂

i=1
αidH (Di, DT )

≤ R̂α(ĥα) + 2
N∑︂

i=1
αiRi (H) + 3

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

+
N∑︂

i=1
αidH (Di, DT )

≤ R̂α(h∗
T ) + 2

N∑︂
i=1

αiRi (H) + 3

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

+
N∑︂

i=1
αidH (Di, DT )

≤ Rα(h∗
T ) + 4

N∑︂
i=1

αiRi (H) + 6

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

+
N∑︂

i=1
αidH (Di, DT )

≤ RT (h∗
T ) + 4

N∑︂
i=1

αiRi (H) + 6

⌜⃓⃓⎷ log
(︂

4
δ

)︂
M2

2

⌜⃓⃓⎷ N∑︂
i=1

α2
i

mi

+ 2
N∑︂

i=1
αidH (Di, DT )
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APPENDIX C
Proofs from Chapter 5

Here we present the proofs of all results from Chapter 5. The chapter is structured as follows.

• Appendix C.1 contains the proofs of all lower bounds results. Section C.1.1 focuses on
the Pareto lower bounds. Section C.1.2 contains the proofs for the lower bounds on
fairness, given that accuracy is kept optimal.

• Appendix C.2 contains the complete proofs of our upper bound results. In particular,
Section C.2.1 explains the notation and introduces the classic concentration tools that
we will use. In Section C.2.2 a number of concentration results under corrupted data for
the demographic parity and equal opportunity fairness notions are shown. Finally, Section
C.2.3 gives the formal proofs of all upper bound results, building on the concentration
inequalities from the previous section.

C.1 Lower bounds proofs
In the proofs of our hardness results we use a technique from [KL93] called the method of
induced distributions. The idea is to construct two distributions that are sufficiently different,
so that different classifiers perform well on each, yet can be made indistinguishable after the
modifications of the adversary. Then no fixed learner with access only to the corrupted data
can be “correct” with high probability on both distributions and so any learner will incur
excessively high loss and/or exhibit excessively high unfairness on at least one of the two
distributions, regardless of the amount of available data.

The proofs of the four results are structured in a similar way, but use different constructions
of the underlying learning problem, tailored to the fairness measure and the type of bound we
want to show.

C.1.1 Pareto lower bounds proofs
Theorem 8. Let 0 ≤ α < 0.5, 0 < P0 ≤ 0.5. For any input set X with at least four
distinct points, there exists a finite hypothesis space H, such that for any learning algorithm
L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which P(A = 0) = P0, a
malicious adversary A of power α and a hypothesis h∗ ∈ H, such that with probability at least
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0.5
L(L(Sp),P) − L(h∗,P) ≥ min

{︃
α

1 − α
, 2P0(1 − P0)

}︃
and

ΓDP (L(Sp),P) − ΓDP (h∗,P) ≥ min
{︄

α

2P0(1 − P0)(1 − α) , 1
}︄

≥ min
{︃

α

2P0
, 1
}︃

.

Proof. Let η = α
1−α

, so that α = η
1+η

.

Case 1 Assume that η = α
1−α

≤ 2P0(1−P0). Take four distinct points {x1, x2, x3, x4} ∈ X .
We consider two distributions P0 and P1, where each Pi is defined as

Pi(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 − P0 − η/2 if x = x1, a = 1, y = 1
P0 − η/2 if x = x2, a = 0, y = 0
η/2 if x = x3, a = i, y = ¬i

η/2 if x = x4, a = ¬i, y = i

0 otherwise

Note that these are valid distributions, since η ≤ 2P0(1 − P0) ≤ 2P0 ≤ 2(1 − P0) by
assumption and also that P0 = Pi(A = 0) for both i ∈ {0, 1}. Consider the hypothesis space
H = {h0, h1}, with

h0(x1) = 1 h0(x2) = 0 h0(x3) = 1 h0(x4) = 0

and
h1(x1) = 1 h1(x2) = 0 h1(x3) = 0 h1(x4) = 1.

Note that L(hi,Pi) = 0 for both i = 0, 1. Moreover,

ΓDP (h0,P0) =
⃓⃓⃓
P(X,A,Y )∼P0(h0(X) = 1|A = 0) − P(X,A,Y )∼P0(h0(X) = 1|A = 1)

⃓⃓⃓
=
⃓⃓⃓⃓
⃓ η/2
P0 − η/2 + η/2 − 1 − P0 − η/2

1 − P0 − η/2 + η/2

⃓⃓⃓⃓
⃓

=
⃓⃓⃓⃓
⃓ η

2P0
− 2 − 2P0 − η

2(1 − P0)

⃓⃓⃓⃓
⃓

=
⃓⃓⃓⃓
⃓ η

2P0(1 − P0)
− 1

⃓⃓⃓⃓
⃓

= 1 − η

2P0(1 − P0)
,

since η ≤ 2P0(1 − P0) by assumption. Furthermore,

ΓDP (h1,P0) =
⃓⃓⃓
P(X,A,Y )∼P0(h1(X) = 1|A = 0) − P(X,A,Y )∼P0(h1(X) = 1|A = 1)

⃓⃓⃓
= |0 − 1|
= 1

Therefore, ΓDP (h1,P0) − ΓDP (h0,P0) = η
2P0(1−P0) . Similarly,

ΓDP (h1,P1) =
⃓⃓⃓
P(X,A,Y )∼P1(h1(X) = 1|A = 0) − P(X,A,Y )∼P1(h1(X) = 1|A = 1)

⃓⃓⃓
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=
⃓⃓⃓⃓
⃓ η/2
P0 − η/2 + η/2 − 1 − P0 − η/2

1 − P0 − η/2 + η/2

⃓⃓⃓⃓
⃓

= 1 − η

2P0(1 − P0)

and

ΓDP (h0,P1) =
⃓⃓⃓
P(X,A,Y )∼P1(h0(X) = 1|A = 0) − P(X,A,Y )∼P1(h0(X) = 1|A = 1)

⃓⃓⃓
= |0 − 1|
= 1,

so that ΓDP (h0,P1) − ΓDP (h1,P1) = η
2P0(1−P0) .

Consider a (randomized) malicious adversary Ai of power α, that given a clean distribution
Pi, changes every marked point to (x3, ¬i, i) with probability 0.5 and to (x4, i, ¬i) otherwise.
Under a distribution Pi and an adversary Ai, the probability of seeing a point (x3, i, ¬i) is
η
2(1 − α) = η

2
1

1+η
= α/2, which is equal to the probability of seeing a point (x3, ¬i, i).

Therefore, denoting the probability distribution of the corrupted dataset, under a clean
distribution Pi and an adversary Ai, by P′

i (as a shorthand for PAi
i ), we have

P′
i(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(1 − α)(1 − P0 − η/2) if x = x1, a = 1, y = 1
(1 − α)(P0 − η/2) if x = x2, a = 0, y = 0
α/2 if x = x3, a = i, y = ¬i

α/2 if x = x3, a = ¬i, y = i

α/2 if x = x4, a = ¬i, y = i

α/2 if x = x4, a = i, y = ¬i

0 otherwise

In particular, P′
0 = P′

1, so the two initial distributions P0 and P1 become indistinguishable
under the adversarial manipulation.
Fix an arbitrary learner L : ∪n∈N(X ×A×Y)n → {h0, h1}. Note that, if the clean distribution
is P0, the events (in the probability space defined by the sampling of the poisoned train data)

{L(L(Sp),P0) − L(h0,P0) ≥ η} = {L(Sp) = h1}

=
{︄

ΓDP (L(Sp),P0) − ΓDP (h0,P0) ≥ η

2P0(1 − P0)

}︄

are all the same. Similarly, if the clean distribution is P1

{L(L(Sp),P1) − L(h1,P1) ≥ η} = {L(Sp) = h0}

=
{︄

ΓDP (L(Sp),P1) − ΓDP (h1,P1) ≥ η

2P0(1 − P0)

}︄
.

Therefore, depending on whether we choose P0 or P1 as a clean distribution, we have

PSp∼P′
0

(︄
(L(L(Sp),P0) − L(h0,P0) ≥ η) ∧

(︄
ΓDP (L(Sp),P0) − ΓDP (h0,P0) ≥ η

2P0(1 − P0)

)︄)︄
= PSp∼P′

0
(L(Sp) = h1)
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and

PSp∼P′
1

(︄
(L(L(Sp),P1) − L(h1,P1) ≥ η) ∧

(︄
ΓDP (L(Sp),P1) − ΓDP (h1,P1) ≥ η

2P0(1 − P0)

)︄)︄
= PSp∼P′

1
(L(Sp) = h0)

Finally, note that P′
0 = P′

1, so that either PSp∼P′
0
(L(Sp) = h1) ≥ 1/2 or PSp∼P′

1
(L(Sp) = h0) ≥

1/2. Therefore, for at least one of i = 0, 1, both

L(L(Sp),Pi) − L(hi,Pi) ≥ η = α

1 − α

and
ΓDP (L(Sp),Pi) − ΓDP (hi,Pi) ≥ η

2P0(1 − P0)
= α

2P0(1 − P0)(1 − α)
both hold with probability at least 1/2 when the choice of distribution and adversary is Pi and
Ai respectively. This concludes the proof in the first case.

Case 2 Now suppose that η = α
1−α

> 2P0(1 − P0). Let α1 ∈ (0, 0.5) be such that
α1

1−α1
= 2P0(1 − P0). Note that since f(x) = x

1−x
is monotonically increasing in (0,1), α1 is

unique and α1 < α.

Now repeat the same construction as in Case 1, but with η1 = α1
1−α1

= 2P0(1 − P0).
For every marked point, the adversary does the same as in Case 1 with probability α1/α and
does not change the point otherwise. Then the same argument as in Case 1 shows that for
one i ∈ {0, 1}, both

L(L(Sp),Pi) − L(hi,Pi) ≥ η1 = α1

1 − α1
= 2P0(1 − P0)

and
ΓDP (L(Sp),Pi) − ΓDP (hi,Pi) ≥ η1

2P0(1 − P0)
= 1

both hold with probability at least 1/2. This concludes the proof of Theorem 8.

Theorem 9. Let 0 ≤ α < 0.5, P10 ≤ P11 < 1 be such that P10 + P11 < 1. For any input set
X with at least five distinct points, there exists a finite hypothesis space H, such that for
any learning algorithm L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which
P(A = a, Y = 1) = P1a for a ∈ {0, 1}, a malicious adversary A of power α and a hypothesis
h∗ ∈ H, such that with probability at least 0.5

L(L(Sp),P) − L(h∗,P) > min
{︃

α

1 − α
, 2P10, 2(1 − P10 − P11)

}︃
and

ΓEOp(L(Sp),P) − ΓEOp(h∗,P) ≥ min
{︄

α

2(1 − α)P10
, 1,

1 − P10 − P11

P10

}︄
.

Proof. Let η = α
1−α

, so that α = η
1+η

.
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Case 1 Assume that η = α
1−α

≤ 2 min{P10, 1 − P10 − P11}. Take five distinct points
{x1, x2, x3, x4, x5} ∈ X . We consider two distributions P0 and P1, where each Pi is defined as

Pi(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

P11 if x = x1, a = 1, y = 1
P10 − η/2 if x = x2, a = 0, y = 1
η/2 if x = x3, a = i, y = ¬i

η/2 if x = x4, a = ¬i, y = i

1 − P10 − P11 − η/2 if x = x5, a = 0, y = 0
0 otherwise

Note that these are valid distributions, since η ≤ 2P10, η ≤ 2(1 − P10 − P11) by assumption,
and that P1a = Pi(A = a, Y = 1) for both a ∈ {0, 1}, i ∈ {0, 1}. Consider the hypothesis
space H = {h0, h1}, with

h0(x1) = 1 h0(x2) = 1 h0(x3) = 1 h0(x4) = 0 h0(x5) = 0

and
h1(x1) = 1 h1(x2) = 1 h1(x3) = 0 h1(x4) = 1 h1(x5) = 0

Note that L(hi,Pi) = 0 and ΓEOp(hi,Pi) = 0 for both i = 0, 1. Note also that L(h1,P0) =
L(h0,P1) = η. Moreover,

ΓEOp(h1,P0) =
⃓⃓⃓
P(X,A,Y )∼P0(h1(X) = 1|A = 0, Y = 1) − P(X,A,Y )∼P0(h1(X) = 1|A = 1, Y = 1)

⃓⃓⃓
=
⃓⃓⃓⃓
⃓ P10 − η/2
P10 − η/2 + η/2 − 1

⃓⃓⃓⃓
⃓

= η

2P10

and similarly ΓEOp(h0,P1) = η
2P10

.

Consider a (randomized) malicious adversary Ai of power α, that given a clean distribu-
tion Pi, changes every marked point to (x3, ¬i, i) with probability 0.5 and to (x4, i, ¬i)
otherwise. Under a distribution Pi and an adversary Ai, the probability of seeing a point
(x3, i, ¬i) is η

2(1 − α) = η
2

1
1+η

= α/2, which is equal to the probability of seeing a point
(x3, ¬i, i). Therefore, denoting the probability distribution of the corrupted dataset, under a
clean distribution Pi and an adversary Ai, by P′

i, we have

P′
i(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(1 − α)P11 if x = x1, a = 1, y = 1
(1 − α)(P10 − η/2) if x = x2, a = 0, y = 1
α/2 if x = x3, a = i, y = ¬i

α/2 if x = x3, a = ¬i, y = i

α/2 if x = x4, a = ¬i, y = i

α/2 if x = x4, a = i, y = ¬i

(1 − α)(1 − P10 − P11 − η/2) if x = x5, a = 0, y = 0
0 otherwise

In particular, P′
0 = P′

1, so the two initial distributions P0 and P1 become indistinguishable
under the adversarial manipulation.
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Fix an arbitrary learner L : ∪n∈N(X × A × Y)n → {h0, h1}. Note that, if the clean
distribution is P0, the events (in the probability space defined by the sampling of the poisoned
train data)

{L(L(Sp),P0) − L(h0,P0) ≥ η} = {L(Sp) = h1}

=
{︃

ΓEOp(L(Sp),P0) − ΓEOp(h0,P0) ≥ η

2P10

}︃
are all the same. Similarly, if the clean distribution is P1

{L(L(Sp),P1) − L(h1,P1) ≥ η} = {L(Sp) = h0}

=
{︃

ΓEOp(L(Sp),P1) − ΓEOp(h1,P1) ≥ η

2P10

}︃
.

Therefore, depending on whether we choose P0 or P1 as a clean distribution, we have

PSp∼P′
0

(︃
L(L(Sp),P0) − L(h0,P0) ≥ η ∧ ΓEOp(L(Sp),P0) − ΓEOp(h0,P0) ≥ η

2P10

)︃
= PSp∼P′

0
(L(Sp) = h1)

and

PSp∼P′
1

(︃
L(L(Sp),P1) − L(h1,P1) ≥ η ∧ ΓEOp(L(Sp),P1) − ΓEOp(h1,P1) ≥ η

2P10

)︃
= PSp∼P′

1
(L(Sp) = h0)

Finally, note that P′
0 = P′

1, so that either PSp∼P′
0
(L(Sp) = h1) ≥ 1/2 or PSp∼P′

1
(L(Sp) = h0) ≥

1/2. Therefore, for at least one of i = 0, 1, both

L(L(Sp),Pi) − L(hi,Pi) ≥ η = α

1 − α

and
ΓEOp(L(Sp),Pi) − ΓEOp(hi,Pi) ≥ η

2P10
= α

2P10(1 − α)
both hold with probability at least 1/2. This concludes the proof of the first case.

Case 2 Now assume that α
1−α

> 2 min {P10, 1 − P10 − P11}. We distinguish two cases:

Case 2.1 Suppose that P10 ≤ 1 − P10 − P11. We have that α
1−α

> 2P10. Then, denote by
α1 the unique number between (0, 0.5), such that α1

1−α1
= 2P10 = 2 min {P10, 1 − P10 − P11},

and note that α1 < α. Then repeat the same construction as in Case 1, but with η1 = α1
1−α1

and an adversary that with probability α1/α does the same as in Case 1 and leaves a marked
point untouched otherwise.
Then the same argument as in Case 1 gives that for some i ∈ {0, 1}, with probability at least
0.5, both of the following hold

L(L(Sp),Pi) − L(hi,Pi) ≥ α1

1 − α1
= 2P10

and
ΓEOp(L(Sp),Pi) − ΓEOp(hi,Pi) ≥ η1

2P10
= 1.
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Case 2.2 In the case when 1 − P10 − P11 < P10 we have that α
1−α

> 2(1 − P10 − P11).
Then, denote by α2 the unique number between (0, 0.5), such that α2

1−α2
= 2(1 − P10 − P11) =

2 min {P10, 1 − P10 − P11}, and note that α2 < α. Then repeat the same construction as in
Case 1, but with η2 = α2

1−α2
and an adversary that with probability α2/α does the same as in

Case 1 and leaves a marked point untouched otherwise.

Then the same argument as in Case 1 gives that for some i ∈ {0, 1}, with probability at least
0.5, both of the following hold

L(L(Sp),Pi) − L(hi,Pi) ≥ α2

1 − α2
= 2(1 − P10 − P11)

and
ΓEOp(L(Sp),Pi) − ΓEOp(hi,Pi) ≥ η2

2P10
= 1 − P10 − P11

P10
.

This concludes the proof of Theorem 9.

C.1.2 Hurting fairness without affecting accuracy - proofs
Theorem 10. Let 0 ≤ α < 0.5, 0 < P0 ≤ 0.5. For any input set X with at least four
distinct points, there exists a finite hypothesis space H, such that for any learning algorithm
L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which P(A = 0) = P0, a
malicious adversary A of power α and a hypothesis h∗ ∈ H, such that with probability at least
0.5

L(L(Sp),P) = L(h∗,P) = min
h∈H

L(h,P)

and

ΓDP (L(Sp),P) − ΓDP (h∗,P) ≥ min
{︄

α

2P0(1 − P0)(1 − α) , 1
}︄

≥ min
{︃

α

2P0
, 1
}︃

.

Proof. Let η = α
1−α

, so that α = η
1+η

.

Case 1 First assume that η = α
1−α

≤ 2P0(1−P0). Take four distinct points {x1, x2, x3, x4} ∈
X . We consider two distributions P0 and P1, where each Pi is defined as

Pi(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 − P0 − η/2 if x = x1, a = 1, y = 1
P0 − η/2 if x = x2, a = 0, y = 0
η/2 if x = x3, a = i, y = 1
η/2 if x = x4, a = ¬i, y = 1
0 otherwise

Note that these are valid distributions, since η ≤ 2P0(1 − P0) ≤ 2P0 ≤ 2(1 − P0) by
assumption and also that P0 = Pi(A = 0) for both i ∈ {0, 1}. Consider the hypothesis space
H = {h0, h1}, with

h0(x1) = 1 h0(x2) = 0 h0(x3) = 1 h0(x4) = 0

and
h1(x1) = 1 h1(x2) = 0 h1(x3) = 0 h1(x4) = 1.
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Note that L(hi,Pi) = L(h¬i,Pi) = η/2 for both i = 0, 1. Moreover,

ΓDP (h0,P0) =
⃓⃓⃓
P(X,A,Y )∼P0(h0(X) = 1|A = 0) − P(X,A,Y )∼P0(h0(X) = 1|A = 1)

⃓⃓⃓
=
⃓⃓⃓⃓
⃓ η/2
P0 − η/2 + η/2 − 1 − P0 − η/2

1 − P0 − η/2 + η/2

⃓⃓⃓⃓
⃓

=
⃓⃓⃓⃓
⃓ η

2P0
− 2 − 2P0 − η

2(1 − P0)

⃓⃓⃓⃓
⃓

=
⃓⃓⃓⃓
⃓ η

2P0(1 − P0)
− 1

⃓⃓⃓⃓
⃓

= 1 − η

2P0(1 − P0)
,

since η ≤ 2P0(1 − P0) by assumption. Furthermore, ΓDP (h1,P0) = 1, so that ΓDP (h1,P0) −
ΓDP (h0,P0) = η

2P0(1−P0) . Similarly,

ΓDP (h1,P1) =
⃓⃓⃓
P(X,A,Y )∼P1(h1(X) = 1|A = 0) − P(X,A,Y )∼P1(h1(X) = 1|A = 1)

⃓⃓⃓
=
⃓⃓⃓⃓
⃓ η/2
P0 − η/2 + η/2 − 1 − P0 − η/2

1 − P0 − η/2 + η/2

⃓⃓⃓⃓
⃓

= 1 − η

2P0(1 − P0)

and ΓDP (h0,P1) = 1.

Consider a (randomized) malicious adversary Ai of power α, that given a clean distribution
Pi, changes every marked point to (x3, ¬i, 1) with probability 0.5 and to (x4, i, 1) otherwise.
Under a distribution Pi and an adversary Ai, the probability of seeing a point (x3, i, 1) is
η
2 (1 − α) = η

2
1

1+η
= α/2, which is equal to the probability of seeing a point (x3, ¬i, 1). There-

fore, denoting the probability distribution of the corrupted dataset, under a clean distribution
Pi and an adversary Ai, by P′

i, we have

P′
i(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(1 − α)(1 − P0 − η/2) if x = x1, a = 1, y = 1
(1 − α)(P0 − η/2) if x = x2, a = 0, y = 0
α/2 if x = x3, a = i, y = 1
α/2 if x = x3, a = ¬i, y = 1
α/2 if x = x4, a = ¬i, y = 1
α/2 if x = x4, a = i, y = 1
0 otherwise

In particular, P′
0 = P′

1, so the two initial distributions P0 and P1 become indistinguishable
under the adversarial manipulation.

Fix an arbitrary learner L : ∪n∈N(X ×A×Y)n → {h0, h1}. Note that, if the clean distribution
is P0, the events (in the probability space defined by the sampling of the poisoned train data)

{L(Sp) = h1} =
{︄

ΓDP (L(Sp),P0) − ΓDP (h0,P0) ≥ η

2P0(1 − P0)

}︄
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are all the same. Similarly, if the clean distribution is P1

{L(Sp) = h0} =
{︄

ΓDP (L(Sp),P1) − ΓDP (h1,P1) ≥ η

2P0(1 − P0)

}︄
.

Therefore, depending on whether we choose P0 or P1 as a clean distribution, we have

PSp∼P′
0

(︄
ΓDP (L(Sp),P0) − ΓDP (h0,P0) ≥ η

2P0(1 − P0)

)︄
= PSp∼P′

0
(L(Sp) = h1)

and

PSp∼P′
1

(︄
ΓDP (L(Sp),P1) − ΓDP (h1,P1) ≥ η

2P0(1 − P0)

)︄
= PSp∼P′

1
(L(Sp) = h0)

Finally, note that P′
0 = P′

1, so that either PSp∼P′
0
(L(Sp) = h1) ≥ 1/2 or PSp∼P′

1
(L(Sp) = h0) ≥

1/2. Furthermore, L(L(Sp),Pi) = η/2 holds for both i ∈ {0, 1}, for any realization of the
randomness. Therefore, for at least one of i = 0, 1, both

L(L(Sp),Pi) = L(hi,Pi) = η

2
and

ΓDP (L(Sp),Pi) − ΓDP (hi,Pi) ≥ η

2P0(1 − P0)
= α

2P0(1 − P0)(1 − α)
both hold with probability at least 1/2. This concludes the proof in the first case.

Case 2 Now suppose that η = α
1−α

> 2P0(1 − P0). Let α1 ∈ (0, 0.5) be such that
α1

1−α1
= 2P0(1 − P0). Note that since f(x) = x

1−x
is monotonically increasing in (0,1), α1 is

unique and α1 < α.
Now repeat the same construction as in Case 1, but with η1 = α1

1−α1
= 2P0(1 − P0). For

every marked point, the adversary does the same as in Case 1 with probability α1/α and does
not change the point otherwise. Then the same argument as in Case 1 shows that for one
i ∈ {0, 1}, both

L(L(Sp),Pi) = L(hi,Pi) = η1

2 = P0(1 − P0)

and
ΓDP (L(Sp),Pi) − ΓDP (hi,Pi) ≥ η1

2P0(1 − P0)
= 1

both hold with probability at least 1/2. This concludes the proof of Theorem 10.

Theorem 11. Let 0 ≤ α < 0.5, P10 ≤ P11 < 1 be such that P10 + P11 < 1. For any input
set X with at least five distinct points, there exists a finite hypothesis space H, such that for
any learning algorithm L : ∪n∈N(X × A × Y)n → H, there exists a distribution P for which
P(A = a, Y = 1) = P1a for a ∈ {0, 1}, a malicious adversary A of power α and a hypothesis
h∗ ∈ H, such that with probability at least 0.5

L(L(Sp),P) = L(h∗,P) = min
h∈H

L(h,P)

and

ΓEOp(L(Sp),P) − ΓEOp(h∗,P) ≥ min
{︄

α

2(1 − α)P10

(︃
1 − P10

P11

)︃
, 1 − P10

P11

}︄
.

Proof. Let η = α
1−α

, so that α = η
1+η

.
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Case 1 First assume that η ≤ 2P10. Take five distinct points {x1, x2, x3, x4, x5} ∈ X . We
consider two distributions P0 and P1, where each Pi is defined as

Pi(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

P11 − η/2 if x = x1, a = 1, y = 1
P10 − η/2 if x = x2, a = 0, y = 1
η/2 if x = x3, a = i, y = 1
η/2 if x = x4, a = ¬i, y = 1
1 − P10 − P11 if x = x5, a = 0, y = 0
0 otherwise

Note that these are valid distributions, since η ≤ 2P10 ≤ 2P11 by assumption, and that
P1a = Pi(A = a, Y = 1) for both a ∈ {0, 1}, i ∈ {0, 1}. Consider the hypothesis space
H = {h0, h1}, with

h0(x1) = 1 h0(x2) = 1 h0(x3) = 1 h0(x4) = 0 h0(x5) = 0

and
h1(x1) = 1 h1(x2) = 1 h1(x3) = 0 h1(x4) = 1 h1(x5) = 0

Note that L(hi,Pi) = L(h¬i,Pi) = η/2. Moreover,

ΓEOp(h0,P0) =
⃓⃓⃓
P(X,A,Y )∼P0(h1(X) = 1|A = 0, Y = 1) − P(X,A,Y )∼P0(h1(X) = 1|A = 1, Y = 1)

⃓⃓⃓
=
⃓⃓⃓⃓
⃓1 − P11 − η/2

P11 − η/2 + η/2

⃓⃓⃓⃓
⃓

= η

2P11

and similarly ΓEOp(h1,P0) = η
2P10

. Since P10 ≤ P11, ΓEOp(h0,P0) ≤ ΓEOp(h1,P0) and

ΓEOp(h1,P0) − ΓEOp(h0,P0) = η

2P10

(︃
1 − P10

P11

)︃
.

Similarly ΓEOp(h0,P1) = η
2P10

and ΓEOp(h1,P1) = η
2P11

, so that ΓEOp(h1,P1) ≤ ΓEOp(h0,P1)
and

ΓEOp(h0,P1) − ΓEOp(h1,P1) = η

2P10

(︃
1 − P10

P11

)︃
.

Consider a (randomized) malicious adversary Ai of power α, that given a clean distribution
Pi, changes every marked point to (x3, ¬i, 1) with probability 0.5 and to (x4, i, 1) otherwise.
Under a distribution Pi and an adversary Ai, the probability of seeing a point (x3, i, 1) is
η
2(1 − α) = η

2
1

1+η
= α/2, which is equal to the probability of seeing a point (x3, ¬i, 1).

Therefore, denoting the probability distribution of the corrupted dataset, under a clean
distribution Pi and an adversary Ai, by P′

i, we have

P′
i(x, a, y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(1 − α)(P11 − η/2) if x = x1, a = 1, y = 1
(1 − α)(P10 − η/2) if x = x2, a = 0, y = 1
α/2 if x = x3, a = i, y = 1
α/2 if x = x3, a = ¬i, y = 1
α/2 if x = x4, a = ¬i, y = 1
α/2 if x = x4, a = i, y = 1
(1 − α)(1 − P10 − P11) if x = x5, a = 0, y = 0
0 otherwise
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In particular, P′
0 = P′

1, so the two initial distributions P0 and P1 become indistinguishable
under the adversarial manipulation.

Fix an arbitrary learner L : ∪n∈N(X ×A×Y)n → {h0, h1}. Note that, if the clean distribution
is P0, the events (in the probability space defined by the sampling of the poisoned train data)

{L(Sp) = h1} =
{︃

ΓEOp(L(Sp),P0) − ΓEOp(h0,P0) ≥ η

2P10

(︃
1 − P10

P11

)︃}︃

are all the same. Similarly, if the clean distribution is P1

{L(Sp) = h0} =
{︃

ΓEOp(L(Sp),P1) − ΓEOp(h1,P1) ≥ η

2P10

(︃
1 − P10

P11

)︃}︃
.

Therefore, depending on whether we choose P0 or P1 as a clean distribution, we have

PSp∼P′
0

(︃
ΓEOp(L(Sp),P0) − ΓEOp(h0,P0) ≥ η

2P10

(︃
1 − P10

P11

)︃)︃
= PSp∼P′

0
(L(Sp) = h1)

and

PSp∼P′
1

(︃
ΓEOp(L(Sp),P1) − ΓEOp(h1,P1) ≥ η

2P10

(︃
1 − P10

P11

)︃)︃
= PSp∼P′

1
(L(Sp) = h0)

Finally, note that P′
0 = P′

1, so that either PSp∼P′
0
(L(Sp) = h1) ≥ 1/2 or PSp∼P′

1
(L(Sp) = h0) ≥

1/2. Moreover, L(L(Sp),Pi) = L(hi,Pi) = η/2 holds for both i ∈ {0, 1}, for any realization
of the randomness. Therefore, for at least one of i = 0, 1, both

L(L(Sp),Pi) = L(hi,Pi) = η

2

and

ΓEOp(L(Sp),Pi) − ΓEOp(hi,Pi) ≥ η

2P10

(︃
1 − P10

P11

)︃
= α

2P10(1 − α)

(︃
1 − P10

P11

)︃

both hold with probability at least 1/2. This concludes the proof in the first case.

Case 2 Now assume that α
1−α

> 2P10. Then denote by α1 the unique number between
(0, 0.5), such that α1

1−α1
= 2P10, and note that α1 < α. Then repeat the same construction as

in Case 1, but with η1 = α1
1−α1

and an adversary that with probability α1/α does the same as
in Case 1 and leaves a marked point untouched otherwise.

Then the same argument as in Case 1 gives that for some i ∈ {0, 1}, with probability at least
0.5, both of the following hold

L(L(Sp),Pi) = L(hi,Pi) = η1

2 = P10

and
ΓEOp(L(Sp),Pi) − ΓEOp(hi,Pi) ≥ η1

2P10
= η1

2P10

(︃
1 − P10

P11

)︃
= 1 − P10

P11
.

This concludes the proof of Theorem 11.
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C.2 Upper bounds proofs
We now present the complete proofs of our upper bounds. The main challenge lies in
understanding the concentration properties of the empirical estimates of the fairness measures,
as introduced in the main body of the paper. To this end, we first bound the effect that
the data corruption may have on these estimates. We then leverage classic concentration
techniques to relate the “ideal” clean data estimates to the corresponding population fairness
measures.

C.2.1 Concentration tools and notation
We will use the following versions of the classic Chernoff bounds for large deviations of Binomial
random variables, as they can be found, for example, in [KL93]. Let X ∼ Bin(n, p). Then

P(X ≤ (1 − α)pn) ≤ e−α2np/2

and

P(X ≥ (1 + α)pn) ≤ e−α2np/3,

for any α ∈ (0, 1). We will also use the Hoeffding’s inequality [Hoe63]. Let X1, X2, . . . , Xn be
independent random variables, such that each Xi is bounded in [ai, bi] and let X̄ = 1

n

∑︁n
i=1 Xi.

Then

P
(︂⃓⃓⃓

X̄ − E(X̄)
⃓⃓⃓
> t

)︂
≤ 2 exp

(︄
− 2n2t2∑︁n

i=1(bi − ai)2

)︄
.

Throughout the section we denote the clean data distribution by P ∈ P(X × A × Y). As
in the main body of the paper, we denote Pa = P(A = a) and P1a = P(Y = 1, A = a) for
both a ∈ {0, 1}. We assume without loss of generality that 0 < P0 ≤ 1

2 ≤ P1 (when studying
demographic parity) and 0 < P10 ≤ P11 (when studying equality of opportunity).
We will be interested in the concentration properties of certain empirical estimates based
on the corrupted data Sp. Therefore, we denote the distribution that corresponds to all the
randomness of the sampling of Sp, that is the randomness of the clean data, the marked
points and the adversary, by PA. Here we consider both P and A arbitrary, but fixed.

C.2.2 Concentration results
We study the concentration of the demographic parity and the equality of opportunity fairness
estimates in Sections C.2.2 and C.2.2 respectively.

Concentration for demographic parity

We use the notation Ca = ∑︁n
i=1 1{ap

i = a, i ̸∈ P} for the number of points in Sp that were not
marked (that is, are clean) and contain a point from protected group a and Ba = ∑︁n

i=1 1{ap
i =

a, i ∈ P} for the number of points in Sp that were marked (that is, are potentially bad1)
and contain a point from protected group a. Note that B0 + B1 = |P| is the total number
of poisoned points, which is Bin(n, α), and B0 + B1 = n − C0 − C1. Similarly, denote by

1We use Ba with B for bad here, instead of P for poisoned, to avoid confusion with the protected group
frequencies Pi.
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C1
a(h) = ∑︁n

i=1 1{h(xp
i ) = 1, ap

i = a, i ̸∈ P} and B1
a(h) = ∑︁n

i=1 1{h(xp
i ) = 1, ap

i = a, i ∈ P}.
Denote

γp
a(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a}∑︁n

i=1 1{ap
i = a}

and

γa(h) = P(h(X) = 1|A = a),

so that ˆ︁ΓDP (h) = |γp
0(h) − γp

1(h)| and ΓDP (h) = |γ0(h) − γ1(h)|. Note that γp
a(h) is an

estimate of a conditional probability based on the corrupted data. We now introduce the
corresponding estimate that only uses the clean (but unknown) subset of the training set Sp

γc
a(h) = C1

a(h)
Ca(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, i ̸∈ P}∑︁n

i=1 1{ap
i = a, i ̸∈ P}

.

First we bound how far the corrupted estimates γp
a(h) of γa(h) are from the clean estimates

γc
a(h), uniformly over the hypothesis space H:

Proposition 2. If n ≥ max
{︂

8 log(4/δ)
(1−α)P0

, 12 log(3/δ)
α

}︂
, we have

PA
(︄

sup
h∈H

(|γp
0(h) − γc

0(h)| + |γp
1(h) − γc

1(h)|) ≥ 2α

P0/3 + α

)︄
< δ. (C.1)

Proof. First we show that certain bounds on the random variables Ba and Ca hold with high
probability. Then we show that the supremum in equation (C.1) is bounded when these bounds
hold.

Step 1 Specifically, since B0 + B1 ∼ Bin(n, α), by the Chernoff bounds and the assumption
on n

PA
(︃

B0 + B1 ≥ 3α

2 n
)︃

≤ e−αn/12 ≤ δ

3 .

Similarly, C0 ∼ Bin(n, (1 − α)P0) and C1 ∼ Bin(n, (1 − α)P1) and since P0 ≤ P1 we get

PA
(︃

C0 ≤ 1 − α

2 P0n
)︃

≤ e−(1−α)P0n/8 ≤ δ

4

and

PA
(︃

C1 ≤ 1 − α

2 P1n
)︃

≤ e−(1−α)P1n/8 ≤ δ

4

Therefore, by a union bound

PA
(︃(︃

B0 + B1 ≥ 3α

2 n
)︃

∨
(︃

C0 ≤ 1 − α

2 P0n
)︃

∨
(︃

C1 ≤ 1 − α

2 P1n
)︃)︃

≤ δ

3 + δ

4 + δ

4 < δ.
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Step 2 Now assume that all of B0 + B1 < 3α
2 n, C0 > 1−α

2 P0n, C1 > 1−α
2 P1n hold. This

happens with probability at least 1 − δ according to Step 1. Let h be an arbitrary classifier.
Since we consider h fixed, we will drop the dependence on h from the notation for the rest of
this proof and write γp

a = γp
a(h), C1

a = C1
a(h), etc.

We now prove that for both a ∈ {0, 1}

∆a := |γp
a − γc

a| ≤ Ba

Ca + Ba

. (C.2)

For each a ∈ {0, 1}, this can be shown as follows. First, if ∑︁n
i=1 1{ap

i = a} = Ba + Ca = 0,
then both γp

a(h) and γc
a(h) are equal to 0, because of the convention that 0

0 = 0. In addition,
Ba = Ca = 0. Therefore, inequality (C.2) trivially holds.
Similarly, if Ba = 0, but Ca > 0, then γp

a(h) = γc
a(h) and so ∆a = 0 and (C.2) holds.

Assume now that Ba > 0. Note that if Ca = ∑︁n
i=1 1{ap

i = a, i ̸∈ P} = 0, then

∆a = |γp
a(h) − γc

a(h)| =
⃓⃓⃓⃓
⃓B1

a

Ba

− 0
⃓⃓⃓⃓
⃓ = B1

a

Ba

= B1
a

Ba + Ca

≤ Ba

Ca + Ba

.

Finally, assume that both Ca > 0 and Ba > 0. Note that under any realization of the
randomness of the data sampling and the adversary, for any a ∈ {0, 1}

γp
a(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a}∑︁n

i=1 1{ap
i = a}

=
∑︁n

i=1 1{h(xp
i ) = 1, ap

i = a, i ̸∈ P} +∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, i ∈ P}∑︁n

i=1 1{ap
i = a, i ̸∈ P} +∑︁n

i=1 1{ap
i = a, i ∈ P}

= C1
a + B1

a

Ca + Ba

.

Therefore,

∆a = |γp
a − γc

a| =
⃓⃓⃓⃓
⃓C1

a + B1
a

Ca + Ba

− C1
a

Ca

⃓⃓⃓⃓
⃓ = Ba

Ca + Ba

⃓⃓⃓⃓
⃓C1

a

Ca

− B1
a

Ba

⃓⃓⃓⃓
⃓ ≤ Ba

Ca + Ba

and so (C.2) holds in all cases. Therefore, we can bound the sum ∆0 + ∆1 as follows:

∆0 + ∆1 ≤ B0

C0 + B0
+ B1

C1 + B1

<
B0

1−α
2 P0n + B0

+ B1
1−α

2 P1n + B1

≤ B0
1−α

2 P0n + B0
+ B1

1−α
2 P0n + B1

= B0
1−α

2 P0n + B0
+ 1 −

1−α
2 P0n

1−α
2 P0n − B0 + (B0 + B1)

<
B0

1−α
2 P0n + B0

+ 1 −
1−α

2 P0n
1−α

2 P0n − B0 + 3α
2 n

= 2 − (1 − α)P0n

(︄
1

(1 − α)P0n + 2B0
+ 1

(1 − α)P0n + 3αn − 2B0

)︄
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Studying the function f(x) = 1
(1−α)P0n+2x

+ 1
(1−α)P0n+3αn−2x

, we see that

f ′(x) = 2
(︄

1
((1 − α)P0n + 3αn − 2x)2 − 1

((1 − α)P0n + 2x)2

)︄
.

Note that B0 ≤ B0 + B1 < 3α
2 , so we may assume 0 ≤ x < 3α

2 . Therefore, both (1 −
α)P0n + 3αn − 2x > 0 and (1 − α)P0n + 2x > 0. Therefore, f ′(x) = 0 if and only if
(1 − α)P0n + 3αn − 2x = (1 − α)P0n + 2x, that is, x = 3α

4 n. Moreover f ′(x) < 0 if
x ∈ [0, 3α

4 n) and f ′(x) > 0 if x ∈ (3α
4 n, 3α

2 n). Therefore, f(x) is minimized at x = 3α
4 n and

so

∆0 + ∆1 ≤ 2 − (1 − α)P0n

(︄
1

(1 − α)P0n + 2B0
+ 1

(1 − α)P0n + 3αn − 2B0

)︄

≤ 2 − (1 − α)P0n

(︄
1

(1 − α)P0n + 3α
2 n

+ 1
(1 − α)P0n + 3αn − 3α

2 n

)︄

= 6α

2(1 − α)P0 + 3α

≤ 6α

P0 + 3α
= 2α

P0/3 + α

and hence (C.2) holds in this case as well. Since the derivations hold for any classifier h ∈ H,
the result follows.

For the rest of the section, we keep the notation ∆a(h) = |γp
a(h) − γc

a(h)| for a ∈ {0, 1} and
∆DP = 2α

P0/3+α
.

Next we use the previous result and the technique of [WGOS17] for proving concentration
results about conditional probability estimates to bound the probability of a large deviation ofˆ︁ΓDP (h) from ΓDP (h), for a fixed hypothesis h ∈ H.

Lemma 3. Let h ∈ H be a fixed hypothesis and P ∈ P(X × A × Y) be a fixed distribution.
Denote Pa = P(A = a) for a ∈ {0, 1}. Let A be any malicious adversary and denote
by PA the probability distribution of the poisoned data Sp, under the random sampling
of the clean data, the marked points and the randomness of the adversary. Then for any
n ≥ max

{︂
8 log(8/δ)
(1−α)P0

, 12 log(6/δ)
α

}︂
and δ ∈ (0, 1)

PA
⎛⎝⃓⃓⃓ˆ︁ΓDP (h) − ΓDP (h)

⃓⃓⃓
≤ ∆DP + 2

⌜⃓⃓⎷ log(16/δ)
n(1 − α)P0

⎞⎠ ≥ 1 − δ. (C.3)

Proof. Again we write γp
a = γp

a(h), C1
a = C1

a(h), etc. since h is fixed. First we study the
concentration of the clean estimate C1

a

Ca
around γa. To this end, denote by Sc

a = {i : ap
i =

a, i ̸∈ P} the set of indexes of the poisoned data for which the protected group is a and the
corresponding point was not marked for the adversary. Notice that Sc

a is a random variable
and that |Sc

a| = Ca. Since n ≥ 8 log(8/δ)
(1−α)Pa

for both a ∈ {0, 1}, we have

PA (|γc
a − γa| > t) =

∑︂
Sc

a

PA (|γc
a − γa| > t|Sc

a)P(Sc
a)

≤ PA
(︄

Ca ≤ (1 − α)
2 Pan

)︄
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+
∑︂

Sc
a:Ca>

(1−α)
2 Pan

PA
(︄⃓⃓⃓⃓
⃓C1

a

Ca

− γa

⃓⃓⃓⃓
⃓ > t

⃓⃓⃓⃓
⃓Sc

a

)︄
PA(Sc

a)

≤ exp
(︄

−(1 − α)Pan

8

)︄
+

∑︂
Sp

a :Ca>
(1−α)

2 Pan

2 exp
(︂
−2t2Ca

)︂
PA(Sc

a)

≤ δ

8 + 2 exp
(︂
−t2(1 − α)Pan

)︂
,

where the second inequality follows from Hoeffding’s inequality. Note that this step crucially
uses that the marked indexes are independent of the data. The triangle law gives

||γp
0 − γp

1 | − |γ0 − γ1|| ≤ |γp
0 − γp

1 − γ0 + γ1| ≤ |γp
0 − γ0| + |γp

1 − γ1|
≤ |γp

0 − γc
0| + |γc

0 − γ0| + |γp
1 − γc

1| + |γc
1 − γ1|

= |γc
0 − γ0| + |γc

1 − γ1| + ∆0 + ∆1.

Combining the previous two results (recall that we assume P0 ≤ P1)

PA(||γp
0 − γp

1 | − |γ0 − γ1|| > 2t + ∆0 + ∆1)
≤ PA (|γc

0 − γ0| + |γc
1 − γ1| + ∆0 + ∆1 > 2t + ∆0 + ∆1)

≤ PA ((|γc
0 − γ0| > t) ∨ (|γc

1 − γ1| > t))
≤ PA (|γc

0 − γ0| > t) + PA (|γc
1 − γ1| > t)

≤ δ

4 + 4 exp(−t2n(1 − α)P0).

Setting t = t0 =
√︃

log(16/δ)
n(1−α)P0

gives

PA
⎛⎝||γp

0 − γp
1 | − |γ0 − γ1|| > ∆0 + ∆1 + 2

⌜⃓⃓⎷ log(16/δ)
n(1 − α)P0

⎞⎠ ≤ δ

4 + 4 δ

16 = δ

2 . (C.4)

In addition Proposition 2 gives

PA
(︂
∆0 + ∆1 > ∆DP

)︂
≤ δ

2 . (C.5)

Using (C.4) and (C.5) we obtain that:

PA
⎛⎝||γp

0 − γp
1 | − |γ0 − γ1|| ≤ ∆DP + 2

⌜⃓⃓⎷ log(16/δ)
N(1 − α)P0

⎞⎠
≥ PA

⎛⎝⎛⎝||γp
0 − γp

1 | − |γ0 − γ1|| ≤ ∆0 + ∆1 + 2

⌜⃓⃓⎷ log(16/δ)
N(1 − α)P0

⎞⎠ ∧
(︂
∆0 + ∆1 ≤ ∆DP

)︂⎞⎠
≥ 1 − δ

2 − δ

2 = 1 − δ.

Finally, we show how to extend the previous result to hold uniformly over the whole hypothesis
space, provided that H has a finite VC-dimension d := V C(H)

138



Lemma 4. Under the setup of Lemma 3, assume additionally that H has a finite VC-dimension
d. Then for any n ≥ max

{︂
8 log(8/δ)
(1−α)P0

, 12 log(6/δ)
α

, d
2

}︂
and δ ∈ (0, 1)

PASp

⎛⎜⎝sup
h∈H

|ˆ︁ΓDP (h) − ΓDP (h)| ≤ ∆DP + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P0n

⎞⎟⎠ ≥ 1 − δ. (C.6)

Proof. From Proposition 2, we have that whenever n ≥ max
{︂

8 log(8/δ)
(1−α)P0

, 12 log(6/δ)
α

}︂
and δ ∈

(0, 1)

PA
(︄

sup
h∈H

(∆0(h) + ∆1(h)) ≥ ∆DP

)︄
<

δ

2 . (C.7)

Additionally, in the proof of Lemma 3 we showed that for a fixed classifier h ∈ H for any
δ ∈ (0, 1), t ∈ (0, 1) and both a ∈ {0, 1}, we have

PA (|γc
a(h) − γa(h)| > t) ≤ exp

(︄
−(1 − α)Pan

8

)︄
+ 2 exp

(︂
−t2(1 − α)Pan

)︂
≤ 3 exp

(︄
−t2(1 − α)Pan

8

)︄
. (C.8)

The proof consists of two steps. In Steps 1 and 2 we show how to extend inequality (C.8) to
hold uniformly over H. Then, we combine the two uniform bounds with a similar argument as
in the proof of Lemma 3.
The first step uses the classic symmetrization technique [Vap13] for proving bounds uniformly
over hypothesis spaces of finite VC dimension. However, since the objective is different from
the 0-1 loss, care is needed to ensure that the proof goes through, so we present it here in full
detail.

Step 1 To make the dependence of the left-hand side of (C.8) on both h and the data Sp

explicit, we set γc
a(h, Sp) := C1

a(h)
Ca

.

Introduce a ghost sample S1 = {(x1
i , a1

i , y1
i )}n

i=1 also sampled in an i.i.d. manner from PA,
that is, S1 is another, independent poisoned dataset 2. Let γc

a(h, S1) be the empirical estimate
of γa(h) based on S1.
First we show a symmetrization inequality for the γa measures

PASp

(︄
sup
h∈H

|γa(h) − γc
a(h, Sp)| ≥ t

)︄
≤ 2PASp,S1

(︄
sup
h∈H

⃓⃓⃓
γc

a(h, S1) − γc
a(h, Sp)

⃓⃓⃓
≥ t/2

)︄
, (C.9)

for any constant 1 > t ≥ 2
√︃

8 log(6)
(1−α)P0n

.

Indeed, let h∗ be the hypothesis achieving the supremum on the left-hand side 3. Note that

1 (|γa(h∗) − γc
a(h∗, Sp)| ≥ t)1

(︂⃓⃓⃓
γa(h∗) − γc

a(h∗, S1)
⃓⃓⃓
≤ t/2

)︂
2Formally, we associate S1 also with a set P1 of marked indexes.
3If the supremum is not attained, this argument can be repeated for each element of a sequence of

classifiers approaching the supremum
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≤1
(︂⃓⃓⃓

γc
a(h∗, S1) − γc

a(h∗, Sp)
⃓⃓⃓
≥ t/2

)︂
.

Taking expectation with respect to S1

1 (|γa(h∗) − γc
a(h∗, Sp)| ≥ t)PAS1

(︂⃓⃓⃓
γa(h∗) − γc

a(h∗, S1)
⃓⃓⃓
≤ t/2

)︂
≤PAS1

(︂⃓⃓⃓
γc

a(h∗, S1) − γc
a(h∗, Sp)

⃓⃓⃓
≥ t/2

)︂
.

Now using Lemma 3

PAS1

(︂⃓⃓⃓
γa(h∗) − γc

a(h∗, S1)
⃓⃓⃓
≤ t/2

)︂
≥ PAS1

⎛⎝⃓⃓⃓γa(h∗) − γc
a(h∗, S1)

⃓⃓⃓
≤

⌜⃓⃓⎷ 8 log(6)
(1 − α)Pan

⎞⎠
≥ 1 − 1

2
= 1

2 .

so
1
21(|γa(h∗) − γc

a(h∗, Sp)| ≥ t) ≤ PAS1(
⃓⃓⃓
γc

a(h∗, S1) − γc
a(h∗, Sp)

⃓⃓⃓
≥ t/2).

Taking expectation with respect to Sp

PASp(|γa(h∗) − γc
a(h∗, Sp)| ≥ t) ≤ 2PASp,S1(

⃓⃓⃓
γc

a(h∗, S1) − γc
a(h∗, Sp)

⃓⃓⃓
≥ t/2)

≤ 2PASp,S1(sup
h∈H

⃓⃓⃓
γc

a(h, S1) − γc
a(h, Sp)

⃓⃓⃓
≥ t/2).

Step 2 Next we use the growth function of H and the symmetrization inequality (C.9) to
bound the large deviations of γc

a(h) uniformly over H.
Specifically, gives n points x1, . . . , xn ∈ X , denote

Hx1,...,xn{(h(x1), . . . , h(xn)) : h ∈ H}.

Then define the growth function of H as

SH(n) = sup
x1,...,xn

|Hx1,...,xn|.

We will use that well-known Sauer’s lemma (see, for example, [BBL03]), which states that
whenever n ≥ d, SH(n) ≤

(︂
en
d

)︂d

Notice that given the two datasets Sp, S1 and the corresponding sets of marked indexes, the
values of γc

a(h, Sp) and γc
a(h, S1) depend only on the values of h on Sp and S1 respectively.

Therefore for any 1 > t ≥ 2
√︃

8 log(6)
(1−α)P0n

,

PASp

(︄
sup
h∈H

|γa(h) − γc
a(h, Sp)| ≥ t

)︄

≤ 2PASp,S1

(︄
sup
h∈H

⃓⃓⃓
γc

a(h, S1) − γc
a(h, Sp)

⃓⃓⃓
≥ t/2

)︄
≤ 2SH(2n)PASp,S1

(︂⃓⃓⃓
γc

a(h, S1) − γc
a(h, Sp)

⃓⃓⃓
≥ t/2

)︂
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≤ 2SH(2n)PASp,S1

(︂⃓⃓⃓
γc

a(h, S1) − γc
a(h)

⃓⃓⃓
≥ t/4 ∨ |γc

a(h, Sp) − γc
a(h)| ≥ t/4

)︂
≤ 4SH(2n)PASp (|γc

a(h, Sp) − γc
a(h)| ≥ t/4)

≤ 12SH(2n) exp
(︄

−t2(1 − α)Pan

128

)︄
.

Using P0 ≤ P1 and Sauer’s lemma, whenever 2n ≥ d we have

PASp

(︄
sup
h∈H

|γa(h) − γc
a(h, Sp)| ≥ t

)︄
≤ 12

(︃2en

d

)︃d

exp
(︄

−t2(1 − α)P0n

128

)︄
.

Using inversion, we get that

PASp

⎛⎜⎝sup
h∈H

|γa(h) − γc
a(h, Sp)| ≥ 8

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P0n

⎞⎟⎠ ≤ δ

4 , (C.10)

whenever

1 > 8

⌜⃓⃓⎷2
d log(2en

d
) + 2 log(12/δ)

(1 − α)P0n
≥ 2

⌜⃓⃓⎷ 8 log(6)
(1 − α)P0n

.

It’s easy to see that the right inequality holds whenever δ < 1 and 2n ≥ d. In addition,
inequality (C.10) trivially holds if the left inequality is not fulfilled. Therefore, (C.10) holds
whenever 2n ≥ d.

Step 3 Finally, we use (C.7) and (C.10) to proof the lemma. Recall from the proof of
Lemma 3 that

|ˆ︁ΓDP (h) − ΓDP (h)| = ||γc
0(h, Sp) − γc

1(h, Sp)| − |γ0(h) − γ1(h)||
≤ |γc

0(h, Sp) − γ0(h)| + |γc
1(h, Sp) − γ1(h)| + ∆0(h) + ∆1(h).

Therefore,

sup
h∈H

|ˆ︁ΓDP (h) − ΓDP (h)| ≤ sup
h∈H

|γc
0(h, Sp) − γ0(h)|

+ sup
h∈H

|γc
1(h, Sp) − γ1(h)|

+ sup
h∈H

(∆0(h) + ∆1(h)).

Now, using the union bound and inequalities (C.7) and (C.10), whenever

n ≥ max
{︄

8 log(8/δ)
(1 − α)P0

,
12 log(6/δ)

α
,
d

2

}︄

we get

PASp

⎛⎜⎝sup
h∈H

|ˆ︁ΓDP (h) − ΓDP (h)| ≥ ∆DP + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P0n

⎞⎟⎠
≤ PASp

⎛⎜⎝sup
h∈H

|γ0(h) − γc
0(h, Sp)| ≥ 8

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P0n

⎞⎟⎠
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+ PASp

⎛⎜⎝sup
h∈H

|γ1(h) − γc
1(h, Sp)| ≥ 8

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P0n

⎞⎟⎠
+ PA

(︄
sup
h∈H

(∆0(h) + ∆1(h)) ≥ ∆DP

)︄

≤ δ

4 + δ

4 + δ

2
= δ

Concentration for equality of opportunity

We introduce similar notation as in Section C.2.2, but tailored to the equality of opportunity
conditional probabilities.

We use the notation C1a = ∑︁n
i=1 1{i : ap

i = a, yp
i = 1, i ̸∈ P}| for the number of points in

Sp that were not marked (are clean) and contain a point from protected group a and label
y = 1 and B1a = ∑︁n

i=1 1{i : ap
i = a, yp

i = 1, i ∈ P}| for the number of points in Sp that were
marked (are potentially bad) and contain a point from protected group a and label y = 1.
Note that B10 + B11 is the total number of poisoned points for which y = 1 and so is at most
Bin(n, α). Similarly, denote by C1

1a(h) = ∑︁n
i=1 1{i : h(xp

i ) = 1, ap
i = a, yp

1 = 1, i ̸∈ P}| and
B1

1a(h) = ∑︁n
i=1 1{i : h(xp

i ) = 1, ap
i = a, yp

i = 1, i ∈ P}|.

Denote

γp
1a(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, yp

1 = 1}∑︁n
i=1 1{ap

i = a, yp
i = 1}

and
γ1a(h) = P(h(X) = 1|A = a, Y = 1),

so that ˆ︁ΓEOp(h) = |γp
10(h) − γp

11(h)| and ΓEOp(h) = |γ10(h) − γ11(h)|. Note that γp
1a(h) is

an estimate of a conditional probability based on the corrupted data. We now introduce the
corresponding estimate that only uses the clean (but unknown) subset of the training set Sp:

γc
a(h) = C1

a(h)
Ca(h) =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, yp

i = 1, i ̸∈ P}∑︁n
i=1 1{ap

i = a, yp
i = 1, i ̸∈ P}

.

Similarly to before, we first bound how far the corrupted estimates γp
1a(h) of γ1a(h) are from

the clean estimates γc
1a(h), uniformly over the hypothesis space H:

Proposition 3. If n ≥ max
{︂

8 log(4/δ)
(1−α)P10

, 12 log(3/δ)
α

}︂
, we have

PA
(︄

sup
h∈H

(|γp
10(h) − γc

10(h)| + |γp
11(h) − γc

11(h)|) ≥ 2α

P10/3 + α

)︄
< δ. (C.11)

Proof. Similarly to the proof of Proposition 2, we first show that certain bounds on B1a

and C1a hold with high probability. Then we show that the supremum in (C.11) is bounded
whenever these bounds hold.
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Step 1 Note that B10 + B11 ≤ B0 + B1 ∼ Bin(n, α), and so

PA
(︃

B10 + B11 ≥ 3α

2 n
)︃

≤ PA
(︃

B0 + B1 ≥ 3α

2 n
)︃

≤ e−αn/12 ≤ δ

3 .

Similarly, C10 ∼ Bin(n, (1 − α)P1a) and C11 ∼ Bin(n, (1 − α)P11) and so

PA
(︃

C10 ≤ 1 − α

2 P10n
)︃

≤ e−(1−α)P10n/8 ≤ δ

4

and

PA
(︃

C11 ≤ 1 − α

2 P11n
)︃

≤ e−(1−α)P11n/8 ≤ δ

4 .

Now since n ≥ max
{︂

8 log(4/δ)
(1−α)P10

, 12 log(3/δ)
α

}︂
and P10 ≤ P11

PA
(︃(︃

B10 + B11 ≥ 3α

2 n
)︃

∨
(︃

C10 ≤ 1 − α

2 P10n
)︃

∨
(︃

C11 ≤ 1 − α

2 P11n
)︃)︃

≤ δ

3 + δ

4 + δ

4
(C.12)

< δ, (C.13)

Step 2 Now assume that all of B10 + B11 < 3α
2 n, C10 > 1−α

2 P10n, C11 > 1−α
2 P11n hold.

Consider an arbitrary, fixed h ∈ H. Since h is fixed, we drop the dependence on h from the
notation for the rest of the proof and write γp

1a = γp
1a(h), C1

1a = C1
1a(h) etc.

We now prove that for both a ∈ {0, 1}

∆1a := |γp
a − γc

a| ≤ B1a

C1a + B1a

. (C.14)

For each a ∈ {0, 1}, this can be shown as follows. First, if ∑︁n
i=1 1{ap

i = a, yp
i = 1} =

B1a + C1a = 0, then both γp
1a(h) and γc

1a(h) are equal to 0, because of the convention that
0
0 = 0. In addition, B1a = C1a = 0. Therefore, inequality (C.14) trivially holds.
Similarly, if B1a = 0 and C1a > 0, then γp

1a(h) = γc
1a(h) and so ∆1a = 0 and (C.14) holds.

Assume now that B1a > 0. Note that if C1a = ∑︁n
i=1 1{ap

i = a, yp
i = 1, i ̸∈ P} = 0, then

∆1a = |γp
1a(h) − γc

1a(h)| =
⃓⃓⃓⃓
⃓B1

1a

B1a

− 0
⃓⃓⃓⃓
⃓ = B1

1a

B1a

= B1
1a

B1a + C1a

≤ B1a

C1a + B1a

.

Finally, assume that both C1a > 0 and B1a > 0. Note that under any realization of the
randomness of the data sampling and the adversary, for any a ∈ {0, 1}

γp
1a =

∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, yp

i = 1, i ̸∈ P} +∑︁n
i=1 1{h(xp

i ) = 1, ap
i = a, yp

i = 1, i ∈ P}∑︁n
i=1 1{ap

i = a, yp
i = 1, i ̸∈ P} +∑︁n

i=1 1{ap
i = a, yp

i = 1, i ∈ P}

= C1
1a + B1

1a

C1a + B1a

.

Next we bound how far this quantity is from the clean estimator C1
1a

C1a

∆1a := |γp
1a − γc

1a| =
⃓⃓⃓⃓
⃓C1

1a + B1
1a

C1a + B1a

− γc
1a

⃓⃓⃓⃓
⃓ = B1a

C1a + B1a

⃓⃓⃓⃓
⃓γc

1a − B1
1a

B1a

⃓⃓⃓⃓
⃓ ≤ B1a

C1a + B1a

.
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Now since B10 + B11 < 3α
2 n, C10 > 1−α

2 P10n, C11 > 1−α
2 P11n hold, we get

∆10 + ∆11 ≤ B10

C10 + B10
+ B11

C11 + B11

<
B10

1−α
2 P10n + B10

+ B11
1−α

2 P11n + B11

≤ B10
1−α

2 P10n + B10
+ B11

1−α
2 P10n + B11

= B10
1−α

2 P10n + B10
+ 1 −

1−α
2 P10n

1−α
2 P10n − B10 + (B10 + B11)

<
B10

1−α
2 P10n + B10

+ 1 −
1−α

2 P10n
1−α

2 P10n − B10 + 3α
2 n

= 2 − (1 − α)P10n

(︄
1

(1 − α)P10n + 2B10
+ 1

(1 − α)P10n + 3αn − 2B10

)︄

The same argument as in Proposition 2 shows that this is maximized at B10 = 3α
4 n and so

∆10 + ∆11 ≤ B10

C10 + B10
+ B11

C11 + B11
(C.15)

< 2 − (1 − α)P10n

(︄
1

(1 − α)P10n + 3α
2 n

+ 1
(1 − α)P10n + 3αn − 3α

2 n

)︄

≤ 2α

P10/3 + α
.

Since this holds for any arbitrary hypothesis h ∈ H, the result follows.

Denote the irreducible error term for equality of opportunity by ∆EOp = 2α
P10/3+α

. We then
have the following bound for a fixed h ∈ H:

Lemma 5. Let h ∈ H be a fixed hypothesis and D ∈ P(X × A × Y) be a fixed distribution.
Denote P1a = P(A = a, Y = 1) for a ∈ {0, 1}. Let A be any malicious adversary and
denote by PA the probability distribution of the poisoned data Sp, under the random sampling
of the clean data, the marked points and the randomness of the adversary. Then for any
n ≥ max

{︂
8 log(8/δ)
(1−α)P10

, 12 log(6/δ)
α

}︂
and δ ∈ (0, 1)

PA
⎛⎝⃓⃓⃓ˆ︁ΓEOp(h) − ΓEOp(h)

⃓⃓⃓
≤ ∆EOp + 2

⌜⃓⃓⎷ log(16/δ)
n(1 − α)P10

⎞⎠ ≥ 1 − δ (C.16)

Proof. The proof is exactly the same as the one of Lemma 3 , but with conditioning on
Sc

1a = {i : ap
i = a, yp

i = 1, i ̸∈ P} (the set of indexes of the poisoned data for which the
protected group is a, the label is 1 and the corresponding point was not marked for the
adversary) instead.

The same argument as in Lemma 4 gives a uniform bound over the whole hypothesis space,
provided that H has a finite VC-dimension d := V C(H):
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Lemma 6. Under the setup of Lemma 5, assume additionally that H has a finite VC-dimension
d. Then for any n ≥ max

{︂
8 log(8/δ)
(1−α)P10

, 12 log(6/δ)
α

, d
2

}︂
and δ ∈ (0, 1)

PASp

⎛⎜⎝sup
h∈H

|ˆ︁ΓEOp(h) − ΓEOp(h)| ≤ ∆EOp + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(48/δ)
(1 − α)P10n

⎞⎟⎠ ≥ 1 − δ.

(C.17)

Finally, we prove multiplicative bounds and claims in the case when P(h(X) = 1|A = 0, Y =
1) = P(h(X) = 1|A = 1, Y = 1) = 1 (which holds for example when h(X) = Y almost
surely). These will come in useful for proving the component-wise upper bound with fast rates.

We will be interested in the estimate

γ̄p
1a(h) =

∑︁n
i=1 1{h(xp

i ) = 0, ap
i = a, yp

1 = 1}∑︁n
i=1 1{ap

i = a, yp
i = 1}

of γ̄1a(h) = P(h(X) = 0|A = a, Y = 1). Again, we also introduce the corresponding clean
data estimate C0

1a(h) := ∑︁n
i=1 1{i : h(xp

i ) = 0, ap
i = a, yp

1 = 1, i ̸∈ P} and

γ̄c
1a(h) = C0

1a(h)
C1a

=
∑︁n

i=1 1{i : h(xp
i ) = 0, ap

i = a, yp
1 = 1, i ̸∈ P}∑︁n

i=1 1{i : ap
i = a, yp

1 = 1, i ̸∈ P}
.

Denote also

∆̄1a(h) := |γ̄p
1a(h) − γc

1a(h)| ,

We only show non-uniform bounds for a fixed h ∈ H here, so we omit the dependence of
these quantities on h. We have:

Lemma 7. Let P ∈ P(X × A × Y) be a fixed distribution and let h ∈ H be a fixed classifier.
Denote P1a = P(A = a, Y = 1) for a ∈ {0, 1}. Let A be any malicious adversary and denote
by PA the probability distribution of the poisoned data Sp, under the random sampling of the
clean data, the marked points and the randomness of the adversary. Then:
(a) For any n > 0 and any η, δ ∈ (0, 1)

PA
(︂
γ̄p

1a ≥ (1 + η)γ̄1a + ∆̄1a

)︂
≤ exp

(︄
−(1 − α)P1an

8

)︄
+ exp

(︃
−1

6η2(1 − α)P1aγ̄1an
)︃

.

(C.18)

and

PA
(︂
γ̄p

1a ≤ (1 − η)γ̄1a − ∆̄1a

)︂
≤ exp

(︄
−(1 − α)P1an

8

)︄
+ exp

(︃
−1

4η2(1 − α)P1aγ̄1an
)︃

.

(C.19)

(b) Assume further that P(h(X) = 0|A = 0, Y = 1) = P(h(X) = 0|A = 1, Y = 1) = 0.
Then for any δ ∈ (0, 1) and n ≥ max

{︂
8 log(4/δ)
(1−α)P10

, 12 log(3/δ)
α

}︂
PA

(︂
γ̄p

10 + γ̄p
11 ≥ ∆EOp

)︂
≤ δ (C.20)
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Proof. Let Sc
1a = {i : ap

i = a, yp
i = 1, i ̸∈ P}. For any a ∈ {0, 1} we have

PA
(︂
γ̄p

1a ≥ (1 + η)γ̄1a + ∆̄1a

)︂
=
∑︂
Sc

1a

PA
(︂
γ̄p

1a ≥ (1 + η)γ̄1a + ∆̄1a

⃓⃓⃓
Sc

a

)︂
P(Sc

a)

≤ PA
(︄

C1a ≤ (1 − α)
2 P1an

)︄
+

∑︂
Sc

1a:C1a≥ (1−α)
2 P1an

PA
(︂
γ̄p

1a ≥ (1 + η)γ̄1a + ∆̄1a

⃓⃓⃓
Sc

1a

)︂
PA(Sc

1a)

≤ PA
(︄

C1a ≤ (1 − α)
2 P1an

)︄

+
∑︂

Sc
1a:C1a≥ (1−α)

2 P1an

PA
(︄

γ̄p
1a − C1

1a

C1a

+ C1
1a

C1a

≥

(1 + η)γ̄1a + ∆̄1a

⃓⃓⃓
Sc

1a

)︂
PA(Sc

1a)

≤ PA
(︄

C1a ≤ (1 − α)
2 P1an

)︄

+
∑︂

Sc
1a:C1a≥ (1−α)

2 P1an

PA
(︄

C1
1a

C1a

≥ (1 + η)γ̄1a

⃓⃓⃓⃓
⃓Sc

1a

)︄
PA(Sc

1a)

≤ exp
(︄

−(1 − α)P1an

8

)︄

+
∑︂

Sp
a :C1a≥ (1−α)

2 P1an

exp
(︄

−η2C1aγ̄1a

3

)︄
PA(Sc

1a)

≤ exp
(︄

−(1 − α)P1an

8

)︄
+ exp

(︃
−1

6η2(1 − α)P1aγ̄1an
)︃

.

A similar argument, with the other direction of the Chernoff bounds, gives the other bound.

(b) Similarly to the argument in the proof of Proposition 3

∆̄1a =
⃓⃓⃓⃓
⃓γ̄p

1a − C0
1a

C1a

⃓⃓⃓⃓
⃓ ≤ B1a

C1a + B1a

. (C.21)

Using the inequalities (C.12) and (C.15),

PA
(︄

∆̄10 + ∆̄11 ≥ 2α

P10/3 + α

)︄
≤ PA

(︄
B10

C10 + B10
+ B11

C11 + B11
≥ 2α

P10/3 + α

)︄
< δ.

(C.22)

Since also

PA
(︄

C0
1a

C1a

> 0
)︄

=
∑︂
Sc

1a

PA
(︄

C0
1a

C1a

> 0
⃓⃓⃓⃓
⃓Sc

1a

)︄
PA (Sc

1a) =
∑︂
Sc

1a

P (Bin(|Sc
1a|, 0) > 0)PA(Sc

1a) = 0,

we have that 0 ≤ γ̄p
1a = ∆̄1a almost surely, for both a ∈ {0, 1}. Therefore, 0 < γ̄p

10 + γ̄p
11 =

∆̄10 + ∆̄11 and the result follows.
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C.2.3 Upper bound theorems - proofs
We are now ready to present the proofs of the upper bound results from the main body of the
paper.

Upper bounds on the λ-weighted objective

First we prove the bounds for the λ-weighted objective.

Bound for demographic parity Let λ ≥ 0 be fixed. Recall our notation for the λ-weighted
objective:

LDP
λ (h) = R(h) + λΓDP (h).

Suppose that a learner LDP
λ : ∪∞

n=1(X × A × Y)n → H is such that

LDP (Sp) ∈ argmin
h∈H

( ˆ︁Rp(h) + λˆ︁ΓDP (h)) for all Sp.

That is, LDP
λ always returns a minimizer of the λ-weighted empirical objective. Then we have

the following:

Theorem 12. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and A be any malicious adversary of power α < 0.5. Denote by PA
the probability distribution of the poisoned data Sp, under the random sampling of the clean
data, the marked points and the randomness of the adversary. Then for any δ ∈ (0, 1) and
n ≥ max

{︂
8 log(16/δ)
(1−α)P0

, 12 log(12/δ)
α

, d
2

}︂
, we have

PA
(︃

LDP
λ (LDP

λ (Sp)) ≤ min
h∈H

LDP
λ (h) + ∆DP

λ

)︃
> 1 − δ,

where4

∆DP
λ = 3α + 2λ∆DP + ˜︁O

⎛⎝√︄d

n
+ λ

√︄
d

P0n

⎞⎠
and

∆DP = 2α

P0/3 + α
= O

(︃
α

P0

)︃
.

Proof. By the standard concentrations results for the 0/1 loss (see, for example, Chapter 28.1
in [SSBD14])

P

⎛⎝sup
h∈H

|ˆ︂Rc(h) − R(h)| > 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

⎞⎠ ≤ δ

4 ,

where ˆ︂Rc(h) = 1
n

∑︁n
i=1 1(h(xc

i) ̸= yc
i ) is the loss of h on the clean data. Since the total

number of poisoned points |P| ∼ Bin(n, α) and since n > 12 log(4/δ)
α

PA
(︄

sup
h∈H

|ˆ︂Rc(h) − ˆ︂Rp(h)| >
3α

2

)︄
≤ PA

(︃
|P| ≥ 3α

2 n
)︃

≤ e−αn/12 ≤ δ

4 .

4the ˜︁O-notation hides constant and logarithmic factors
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Since suph∈H |ˆ︂Rp(h)−R(h)| ≤ suph∈H |ˆ︂Rp(h)−ˆ︂Rc(h)|+suph∈H |ˆ︂Rc(h)−R(h)|, we obtain

PA
⎛⎝sup

h∈H
|ˆ︂Rp(h) − R(h)| >

3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

⎞⎠ ≤ δ

2 . (C.23)

In addition, Lemma 3 implies that

PA
⎛⎜⎝sup

h∈H

⃓⃓⃓ˆ︁ΓDP (h) − ΓDP (h)
⃓⃓⃓
> ∆DP + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

⎞⎟⎠ ≤ δ

2 . (C.24)

Now let hλ = argminh∈H( ˆ︁Rp(h) + λˆ︁ΓDP (h)) and let

∆DP
λ = 3α + 4

√︄
8d log( en

d
) + 2 log(16/δ)

n
+ 2λ∆DP + 32λ

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

= ˜︁O
⎛⎝√︄d

n
+ λ

√︄
d

P0n

⎞⎠ .

Then, using (C.23) and (C.26), we have that with probability at least 1 − δ

LDP
λ (LDP

λ (Sp)) = R(LDP
λ (Sp)) + λΓDP (LDP

λ (Sp))

≤ ˆ︂Rp(LDP
λ (Sp)) + λˆ︁ΓDP (LDP

λ (Sp)) + 1
2∆DP

λ

= min
h∈H

(︂ˆ︂Rp(h) + λˆ︁ΓDP (h)
)︂

+ 1
2∆DP

λ

≤ min
h∈H

LDP
λ (h) + ∆DP

λ .

Bound for equality of opportunity We now show a similar result for the weighted-objective
with the equality of opportunity deviation measure

LEOp
λ (h) = R(h) + λΓEOp(h).

Let LEOp
λ : ∪∞

n=1(X × A × Y)n → H be such that

LEOp
λ (Sp) ∈ argmin

h∈H
( ˆ︁Rp(h) + λˆ︁ΓEOp(h)), for all Sp.

That is, LEOp
λ always returns a minimizer of the λ-weighted empirical objective. Then:

Theorem 13. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and A be any malicious adversary of power α < 0.5. Denote by PA
the probability distribution of the poisoned data Sp, under the random sampling of the clean
data, the marked points and the randomness of the adversary. Then for any δ ∈ (0, 1) and
n ≥ max

{︂
8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

, d
2

}︂
, we have

PA
(︃

LEOp
λ (LEOp

λ (Sp)) ≤ min
h∈H

LEOp
λ (h) + ∆EOp

λ

)︃
≤ δ,
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where

∆EOp
λ = 3α + 2λ∆EOp + ˜︁O

⎛⎝√︄d

n
+ λ

√︄
d

P10n

⎞⎠
and

∆EOp = 2α

P10/3 + α
= O

(︃
α

P10

)︃
.

Proof. Similarly to the proof of Theorem 12, we combine

PA
⎛⎝sup

h∈H
|ˆ︂Rp(h) − R(h)| >

3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

⎞⎠ ≤ δ

2 . (C.25)

and Lemma 5

PASp

⎛⎜⎝sup
h∈H

|ˆ︁ΓEOp(h) − ΓEOp(h)| > ∆EOp + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P10n

⎞⎟⎠ ≤ δ

2 (C.26)

Now let hλ = argminh∈H( ˆ︁Rp(h) + λˆ︁ΓEOp(h)) and let

∆EOp
λ = 3α + 4

√︄
8d log( en

d
) + 2 log(16/δ)

n
+ 2λ∆EOp + 32λ

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P10n

.

Then we have that with probability at least 1 − δ

LEOp
λ (LEOp

λ (Sp)) = R(LEOp
λ (Sp)) + λΓEOp(LEOp

λ (Sp))

≤ ˆ︂Rp(LEOp
λ (Sp)) + λˆ︁ΓEOp(LDP

λ (Sp)) + 1
2∆EOp

λ

= min
h∈H

(︂ˆ︂Rp(h) + λˆ︁ΓEOp(h)
)︂

+ 1
2∆EOp

λ

≤ min
h∈H

LEOp
λ (h) + ∆EOp

λ .

Component-wise upper bounds

We now prove the component-wise upper bound results.

Bound for demographic parity Recall our notation ˆ︁hr ∈ argminh∈H
ˆ︂Rp(h) and ˆ︁hDP ∈

argminh∈H
ˆ︁ΓDP (h). Further, we define the sets

H1 =

⎧⎨⎩h ∈ H : ˆ︂Rp(h) − ˆ︂Rp(ˆ︁hr) ≤ 3α + 4
√︄

8d log( en
d

) + 2 log(16/δ)
n

⎫⎬⎭
H2 =

⎧⎪⎨⎪⎩h ∈ H : ˆ︁ΓDP (h) − ˆ︁ΓDP (ˆ︁hDP ) ≤ 2∆DP + 32

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

⎫⎪⎬⎪⎭ .
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That is, H1 and H2 are the sets of classifiers that are not far from optimal on the train data,
in terms of their risk and their fairness respectively. Define the component-wise learner :

LDP
cw (Sp) =

⎧⎨⎩any h ∈ H1 ∩ H2, if H1 ∩ H2 ̸= ∅
any h ∈ H, otherwise,

that returns a classifier that is good in both metrics, if such exists, or an arbitrary classifier
otherwise. Then we have the following:

Theorem 14. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Suppose that
there exists a hypothesis h∗ ∈ H, such that V(h∗) ⪯ V(h) for all h ∈ H. Then for any
δ ∈ (0, 1) and n ≥ max

{︂
8 log(16/δ)
(1−α)P0

, 12 log(12/δ)
α

, d
2

}︂
, with probability at least 1 − δ:

LDP (LDP
cw (Sp)) ⪯

⎛⎝6α + ˜︁O
⎛⎝√︄d

n

⎞⎠ , 4∆DP + ˜︁O
⎛⎝√︄ d

P0n

⎞⎠⎞⎠ .

Proof. From the proof of Theorem 12, we have that with probability at least 1 − δ, both of
the following hold:

sup
h∈H

|ˆ︂Rp(h) − R(h)| ≤ 3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

,

sup
h∈H

⃓⃓⃓ˆ︁ΓDP (h) − ΓDP (h)
⃓⃓⃓
≤ ∆DP + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

.

We show that under this event, H1 ∩ H2 ̸= ∅ and for any h ∈ H1 ∩ H2,

LDP (h) ⪯

⎛⎜⎝6α + 8
√︄

8d log( en
d

) + 2 log(16/δ)
n

, 4∆DP + 64

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

⎞⎟⎠ ,

from which the result follows. Note that

ˆ︂Rp(h∗) ≤ R(h∗) + 3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

≤ R(ˆ︁hr) + 3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

≤ ˆ︂Rp(ˆ︁hr) + 3α + 4
√︄

8d log( en
d

) + 2 log(16/δ)
n

and similarly

ˆ︁ΓDP (h∗) ≤ ˆ︁ΓDP (ˆ︁hr) + 2∆DP + 32

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

Therefore, h∗ ∈ H1 ∩ H2 and so H1 ∩ H2 ̸= ∅.
Now take any h ∈ H1 ∩ H2. We have that

R(h) ≤ ˆ︂Rp(h) + 3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n
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≤ ˆ︂Rp(ˆ︁hr) + 33α

2 + 6
√︄

8d log( en
d

) + 2 log(16/δ)
n

≤ ˆ︂Rp(h∗) + 33α

2 + 6
√︄

8d log( en
d

) + 2 log(16/δ)
n

≤ R(h∗) + 6α + 8
√︄

8d log( en
d

) + 2 log(16/δ)
n

.

Similarly,

ΓDP (h) ≤ ΓDP (h∗) + 4∆DP + 64

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P0n

and the result follows.

Bound for equality of opportunity Similarly, let ˆ︁hEOp ∈ argminh∈H
ˆ︁ΓEOp(h). Further,

we define the set

H3 =

⎧⎪⎨⎪⎩h ∈ H : ˆ︁ΓEOp(h) − ˆ︁ΓEOp(ˆ︁hEOp) ≤ 2∆EOp + 32

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P10n

⎫⎪⎬⎪⎭ .

That is, H3 is the set of classifiers that are not far from optimal on the train data, in terms
of equality of opportunity fairness. Now define the component-wise learner for equality of
opportunity:

LEOp
cw (Sp) =

⎧⎨⎩any h ∈ H1 ∩ H3, if H1 ∩ H3 ̸= ∅
any h ∈ H, otherwise,

that returns a classifier that is good in both metrics, if such exists, or an arbitrary classifier
otherwise. Then we have the following:

Theorem 15. Let H be any hypothesis space with d = V C(H) < ∞. Let P ∈ P(X ×A×Y)
be a fixed distribution and let A be any malicious adversary of power α < 0.5. Suppose that
there exists a hypothesis h∗ ∈ H, such that V(h∗) ⪯ V(h) for all h ∈ H. Then for any
δ ∈ (0, 1) and n ≥ max

{︂
8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

, d
2

}︂
, with probability at least 1 − δ

LEOp(LEOp
cw (Sp)) ⪯

⎛⎝6α + ˜︁O
⎛⎝√︄d

n

⎞⎠ , 4∆EOp + ˜︁O
⎛⎝√︄ d

P10n

⎞⎠⎞⎠ .

Proof. From the proof of Theorem 13 we have that with probability at least 1 − δ:

sup
h∈H

|ˆ︂Rp(h) − R(h)| ≤ 3α

2 + 2
√︄

8d log( en
d

) + 2 log(16/δ)
n

and Lemma 5

sup
h∈H

|ˆ︁ΓEOp(h) − ΓEOp(h)| ≤ ∆EOp + 16

⌜⃓⃓⎷2d log(2en
d

) + 2 log(96/δ)
(1 − α)P10n

.

The proof proceeds in an identical manner to that of Theorem 14.

151



Upper bound with fast rates Recall our notation:

γ̄p
1a(h) =

∑︁n
i=1 1{h(xp

i ) = 0, ap
i = a, yp

1 = 1}∑︁n
i=1 1{ap

i = a, yp
i = 1}

(C.27)

as the empirical estimate of γ̄1a(h) := P(h(X) = 0|A = a, Y = 1) = 0 for a ∈ {0, 1}. Given
a (corrupted) training set Sp, denote by

H∗ :=
{︃

h ∈ H
⃓⃓⃓⃓
max

a
γ̄p

1a(h) ≤ ∆EOp ∧ ˆ︂Rp(h) ≤ 3α

2

}︃
(C.28)

the set of all classifiers that have a small loss and small values of γ̄p
1a for both a ∈ {0, 1} on

Sp. Consider the learner Lfast defined by

Lfast(Sp) =

⎧⎨⎩any h ∈ H∗, if H∗ ̸= ∅
any h ∈ H, otherwise.

(C.29)

We then have the following:

Theorem 16. Let H be finite and P ∈ P(X × A × Y) be such that for some h∗ ∈ H,
P(h∗(X) = Y ) = 1. Denote by P1a = P(Y = 1, A = a) for a ∈ {0, 1}. Let A be any
malicious adversary of power α < 0.5. Then for any δ, η ∈ (0, 1) and any

n ≥ max

⎧⎨⎩8 log(16|H|/δ)
(1 − α)P10

,
12 log(12/δ)

α
,
2 log(8|H|/δ)

3η2α
,

2 log(16|H|
δ

)
3η2(1 − α)P10α

⎫⎬⎭
= Ω

(︄
log(|H|/δ)

η2P10α

)︄

with probability at least 1 − δ

LEOp(Lfast) ⪯
(︄

3α

1 − η
,
2∆EOp

1 − η

)︄
.

Proof. Throughout the proof we will drop the dependence of H∗ (and other subsets of H)
of the data Sp. We will be interested in the probability of certain events involving H∗ under
all randomness in the generation of Sp: the random sampling of the clean data, the marked
point and the adversary (denoted by PA as elsewhere).

Step 1 First note that by Lemma 7(b), whenever n ≥ max
{︂

8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

}︂

PA
(︂(︂

γ̄p
10(h∗) > ∆EOp

)︂
∨
(︂
γ̄p

11(h∗) > ∆EOp
)︂)︂

≤ PA
(︂
γ̄p

10(h∗) + γ̄p
11(h∗) > ∆EOp

)︂
≤ δ

4

In addition, since |P| ∼ Bin(n, α)

PA
(︃ˆ︂Rp(h∗) >

3α

2

)︃
≤ PA

(︃
|P| ≥ 3α

2 n
)︃

≤ exp(−αn

12 ) ≤ δ

12 .

It follows that PA (h∗ ̸∈ H∗) ≤ δ
4 + δ

12 = δ
3 .
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Step 2 Next let H1 ⊂ H be the set
{︂
h ∈ H

⃓⃓⃓
R(h,P) > 3α

1−η

}︂
. For any h ∈ H1

PA
(︂ˆ︂Rc(h) ≤ 3α

)︂
≤ PA

(︄
Bin

(︄
n,

3α

1 − η

)︄
≤ (1 − η) 3α

(1 − η)n

)︄

≤ exp
(︄

−η2 3α

2(1 − η)n

)︄

≤ δ

8|H|
,

as long as n ≥ 2 log( 8|H|
δ

)
3η2α

>
2 log( 8|H|

δ
)(1−η)

3η2α
. Taking a union bound over all h ∈ H1,

PA
(︃

min
h∈H1

ˆ︂Rc(h) ≤ 3α
)︃

≤ δ

8

Since also PA(|P| ≥ 3α
2 ) ≤ δ

12 and ˆ︂Rp(h) ≥ ˆ︂Rc(h) − |P|, we obtain

PA
(︃

min
h∈H1

ˆ︂Rp(h) ≤ 3α

2

)︃
≤ PA

(︃(︃
min
h∈H1

ˆ︂Rc(h) ≤ 3α
)︃

∨
(︃

|P| ≥ 3α

2

)︃)︃
≤ δ

8 + δ

12 = 5δ

24 .

(C.30)

Similarly, let H2 =
{︂
h ∈ H

⃓⃓⃓
ΓEOp(h) > 2

1−η
∆EOp

}︂
. Fix any h ∈ H2. Assume without loss

of generality that γ̄10 ≥ γ̄11 ≥ 0 (for this particular h only). Then γ̄10 ≥ γ̄10 − γ̄11 =
|γ̄10 − γ̄11| = |γ10 − γ11| > 2

1−η
∆EOp (note that the γ1a are non-negative). At the same time,

by Lemma 7(a),

PA
(︂
γ̄p

10 ≤ (1 − η)γ̄10 − ∆̄10
)︂

≤ δ

8|H|
,

whenever

n > max

⎧⎨⎩8 log(16|H|
δ

)
(1 − α)P10

,
4 log(16|H|

δ
)

η2(1 − α)P10γ̄10

⎫⎬⎭ .

This is indeed the case since n >
8 log( 16|H|

δ
)

(1−α)P10
by assumption and also

n >
2 log(16|H|

δ
)

3η2(1 − α)P10α
≥

4 log(16|H|
δ

)
η2(1 − α)P10γ̄10

.

The last inequality is obtained by observing that γ̄10 ≥ 2
1−η

∆EOp ≥ 6α, which follows by using
P10 ≤ 0.5, α ≤ 0.5, η > 0.
Therefore, with probability at least 1 − δ

8|H| , maxa γ̄p
1a = γ̄p

10 > (1 − η)γ̄10 − ∆10 ≥ 2∆EOp −
E10 ≥ 2∆EOp − E10 − E11, with E1a = B1a

C1a+B1a
, where we used inequality (C.21).

Crucially, 2∆EOp − E10 − E11 does not depend on h. Therefore, taking a union bound over
all h ∈ H2,

PA
(︃

min
h∈H2

max
a

γ̄p
1a(h) ≤ 2∆EOp − E10 − E11

)︃
≤ δ

8 .

Note also that since n ≥ max
{︂

8 log(16/δ)
(1−α)P10

, 12 log(12/δ)
α

}︂
, using inequality (C.22),

PA
(︂
E10 + E11 > ∆EOp

)︂
≤ δ

4 .
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Therefore

PA
(︃

min
h∈H2

max
a

γ̄p
1a(h) ≤ ∆EOp

)︃
≤ PA

(︃
min
h∈H2

max
a

γ̄p
1a ≤ 2∆EOp − E10 − E11

)︃
+ PA

(︂
E10 + E11 > ∆EOp

)︂
≤ 3δ

8 . (C.31)

Finally, using (C.30) and (C.31),

PA (H∗ ∩ (H1 ∪ H2) ̸= ∅) = PA
(︃(︃

min
h∈H1

ˆ︂Rp(h) ≤ 3α

2

)︃
∨
(︃

min
h∈H2

max
a

γ̄p
1a(h) ≤ ∆EOp

)︃)︃
≤ 5δ

24 + 3δ

8
<

2δ

3 .

Step 3 Combining steps 1 and 2, we have that with probability at least 1 − δ, h∗ ∈ H∗ (and
so H∗ is non-empty) and for any h ∈ H, R(h,P) ≤ 3α

1−η
and ΓEOp(h) ≤ 2

1−η
∆EOp which

completes the proof.
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APPENDIX D
Proofs from Chapter 6

Here we present the complete proof of Theorem 17. To this end, we first show in Section D.1
how the technique of [Jan04] for studying the large deviations of sums of dependent random
variables can be used to derive large deviation bounds for the three fairness notions, given a
fixed classifier. The proof is similar to the corresponding i.i.d. result of [WGOS17], however
an application of the results from [Jan04] is needed because of the dependence between
the samples. Then in Section D.2 we show how these bounds can be made uniform over
the hypothesis space by adapting the classic symmetrization argument (e.g. [Vap13]) to a
dependent data scenario.

D.1 Non-uniform bounds
First we use the tools from the previous section and a technique of [WGOS17, ABD+18] to
show a non-uniform Hoeffding-type bound for equality of opportunity and equalized odds:

Lemma 8. Fix δ ∈ (0, 1) and a binary predictor f : Q × I → {0, 1}. Suppose that
N > 8 log(8/δ)

τ2 , where τ = minar P(A(d) = a, r(q, d) = r), then:

P

⎛⎝|ΓEOp(f, S) − ΓEOp(f)| > 2
√︄

log(8/δ)
Nτ

⎞⎠ ≤ δ. (D.1)

and

P

⎛⎝|ΓEOd(f, S) − ΓEOd(f)| > 2
√︄

log(16/δ)
Nτ

⎞⎠ ≤ δ. (D.2)

Proof. Denote by Iar = {(i, j) : A(di
j) = a, r(qi, di

j) = r} the set of indexes of the training
data for which the document belongs to the group a and the relevance of the query-document
pair is r. Notice that Iar is a random variable and that |Iar| = |Sa,r|. We first bound the
probability of a large deviation of

γS
ar(f) := 1

|Iar|
∑︂

(i,j)∈Iar

f(qi, di
j)
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from γar(f) := P(f(q, d) = 1|A(d) = a, r(q, d) = r), for each pair r ∈ {0, 1}, a ∈ {0, 1}.
Since f is fixed here, we omit the dependence of γar(f), γS

ar(f), ΓEOp(f), ΓEOd(f), etc. on f
for the rest of this proof.
For any fixed Iar:

E
(︂
γS

ar|Iar

)︂
= E

⎛⎝ 1
|Iar|

∑︂
(i,j)∈Iar

f(qi, di
j)
⎞⎠ = P(f(q, d) = 1|A(d) = a, r(q, d) = r) = γar(f),

(D.3)

since the marginal distribution of every (qi, di
j, r(qi, di

j)) is D. It is also easy to see that if
A = {(i, j) : i ∈ [N ], j ∈ [m]} is the index set of the random variables Y(i,j) = f(qi, di

j),
then χ(A) = m. Therefore, for any fixed set Iar ⊂ A, we have χ(Iar) ≤ χ(A) = m. Now
conditional on Iar:

E(|γS
ar − γar| > t|Iar) = E

⎛⎝⃓⃓⃓⃓⃓⃓ 1
|Iar|

∑︂
(i,j)∈Iar

f(qi, di
j) − γar

⃓⃓⃓⃓
⃓⃓ > t

⎞⎠ ≤ 2 exp
(︄

−2t2|Iar|
m

)︄
.

(D.4)

Similarly, |Iar| = ∑︁
i∈[N ]

∑︁
j∈[m] 1(r(qi, di

j) = r, A(di
j) = a) is the sum of Nm Bernoulli

random variables indexed by A = {(i, j)}i∈[N ],j∈[m], such that χ(A) = m. Denote by
Par = P(q,d,r)∼D(A(d) = a, r(q, d) = r) and recall the notation τ = minar Par. Then
E(|Iar|) = ParNm. Therefore,

P (|Iar| ≤ ParNm − t) ≤ exp
(︄

−2 t2

Nm2

)︄
.

Setting t = ParNm/2, we obtain:

P
(︃

|Iar| ≤ Par

2 Nm
)︃

≤ exp
(︄

−P 2
arN

2

)︄
. (D.5)

Now assume that N ≥ 2 log(8/δ)
P 2 . Then for any r ∈ {0, 1}, a ∈ {0, 1}:

P(|γS
ar − γar| > t) =

∑︂
Iar

P(|γS
ar − γar| > t|Iar)P(Iar)

≤ P(|Iar| ≤ Par

2 Nm) +
∑︂

Iar:|Iar|≥ ParNm
2

P(|γS
ar − γar| > t|Iar)P(Iar)

≤ exp
(︄

−P 2
arN

2

)︄
+

∑︂
Iar:|Iar|≥ ParNm

2

2 exp
(︄

−2t2|Iar|
m

)︄
P(Sar)

≤ δ

8 + 2 exp
(︂
−t2NPar

)︂
.

The rest of the proof proceeds as in [WGOS17]. For a fixed r ∈ {0, 1} the triangle law gives:

||γS
0r − γS

1r| − |γ0r − γ1r|| ≤ |γS
0r − γS

1r − γ0r + γ1r| ≤ |γS
0r − γ0r| + |γS

1r − γ1r|.

Therefore,

P(||γS
0r − γS

1r| − |γ0r − γ1r|| > 2t) ≤ P(|γS
0r − γ0r| + |γS

1r − γ1r| > 2t)
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≤ P((|γS
0r − γ0r| > t) ∨ (|γS

1r − γ1r| > t))
≤ P(|γS

0r − γ0r| > t) + P(|γS
1r − γ1r| > t)

≤ δ

4 + 4 exp(−t2Nτ).

Setting t = t0 =
√︂

log(16/δ)
Nτ

gives:

P

⎛⎝||γS
0r − γS

1r| − |γ0r − γ1r|| > 2
√︄

log(16/δ)
Nτ

⎞⎠ ≤ δ

4 + 4 δ

16 = δ

2 .

Setting r = 1 gives the first result.
For the second result, note that taking the union bound over r ∈ {0, 1} shows that with
probability at least 1−δ both ||γS

00−γS
10|−|γ00−γ10|| ≤ 2t0 and ||γS

01−γS
11|−|γ01−γ11|| ≤ 2t0

hold.
Under this event we have:

|ΓEOd(f, S) − ΓEOd(f)| =
⃓⃓⃓⃓1
2
(︂
|γS

00 − γS
10| + |γS

01 − γS
11|
)︂

− 1
2 (|γ00 − γ10| + |γ01 − γ11|)

⃓⃓⃓⃓
=
⃓⃓⃓⃓1
2
(︂
|γS

00 − γS
10| − |γ00 − γ10|

)︂
+ 1

2
(︂
|γS

01 − γS
11| − |γ01 − γ11|

)︂⃓⃓⃓⃓
≤ 1

2
⃓⃓⃓
|γS

00 − γS
10| − |γ00 − γ10|

⃓⃓⃓
+ 1

2
⃓⃓⃓
|γS

01 − γS
11| − |γ01 − γ11|

⃓⃓⃓
≤ 2t0

and hence the result follows.

An identical argument, by conditioning on the values of the set Ia = {(i, j) : A(di
j) = a} gives

a similar result for demographic parity:

Lemma 9. Fix δ ∈ (0, 1) and a binary predictor f : Q × I → {0, 1}. Suppose that
N > 8 log(8/δ)

υ2 , where υ = mina P(A(d) = a), then:

P

⎛⎝|ΓDP(f, S) − ΓDP(f)| > 2
√︄

log(8/δ)
Nυ

⎞⎠ ≤ δ. (D.6)

D.2 Uniform bounds on proof of Theorem 17
In this section we show how to formally extend the non-uniform bounds from the previous
section to hold uniformly over the hypothesis space H.
Let S ′ = {(q′

i, d′i
j , r(q′

i, d′i
j ))}i∈[N ],j∈[m] be a ghost sample independent of S and also sampled

via the same procedure as S, as described in the main body of the paper. In the proof of
Lemma 8 we showed that for any classifier f and any t ∈ (0, 1):

P
(︂
|ΓEOp(f) − ΓEOp(f, S)| > 2t

)︂
≤ 2 exp

(︄
−τ 2N

2

)︄
+ 4 exp

(︄
−t2Nτ

2

)︄

≤ 6 exp
(︄

−t2Nτ 2

2

)︄
(D.7)
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P
(︂
|ΓEOd(f) − ΓEOd(f, S)| > 2t

)︂
≤ 4 exp

(︄
−τ 2N

2

)︄
+ 8 exp

(︄
−t2Nτ

2

)︄

≤ 12 exp
(︄

−t2Nτ 2

2

)︄
(D.8)

Similarly, from the proof of Lemma 9

P
(︂
|ΓDP(f) − ΓDP(f, S)| > 2t

)︂
≤ 2 exp

(︄
−υ2N

2

)︄
+ 4 exp

(︄
−t2Nυ

2

)︄
≤ 6 exp

(︄
−t2Nυ2

2

)︄
(D.9)

We will use these in particular to prove the following symmetrization lemma:

Lemma 10. For any 1 > t ≥ 4
√︂

2 log(12)
Nτ2 ,

PS

(︄
sup
f∈F

(ΓEOp(f) − ΓEOp(f, S)) ≥ t

)︄
≤ 2PS,S′

(︄
sup
f∈F

(ΓEOp(f, S ′) − ΓEOp(f, S)) ≥ t/2
)︄

.

(D.10)

For any 1 > t ≥ 4
√︂

2 log(24)
Nτ2 :

PS

(︄
sup
f∈F

(ΓEOd(f) − ΓEOd(f, S)) ≥ t

)︄
≤ 2PS,S′

(︄
sup
f∈F

(ΓEOd(f, S ′) − ΓEOd(f, S)) ≥ t/2
)︄

.

(D.11)

For any 1 > t ≥ 4
√︂

2 log(12)
Nυ2 :

PS

(︄
sup
f∈F

(ΓDP(f) − ΓDP(f, S)) ≥ t

)︄
≤ 2PS,S′

(︄
sup
f∈F

(ΓDP(f, S ′) − ΓDP(f, S)) ≥ t/2
)︄

.

(D.12)

Proof. We show the result for the equality of opportunity fairness measure, the rest follow in
an identical manner.
Let f ∗ be the function achieving the supremum on the left-hand side 1. Note that:

1(ΓEOp(f ∗) − ΓEOp(f ∗, S) ≥ t)1(ΓEOp(f ∗) − ΓEOp(f ∗, S ′) < t/2)
= 1(ΓEOp(f ∗) − ΓEOp(f ∗, S) ≥ t ∧ ΓEOp(f ∗, S ′) − ΓEOp(f ∗) > −t/2)
≤ 1(ΓEOp(f ∗, S ′) − ΓEOp(f ∗, S) > t/2).

Taking expectation with respect to S ′:

1(ΓEOp(f ∗) − ΓEOp(f ∗, S) ≥ t)PS′(ΓEOp(f ∗) − ΓEOp(f ∗, S ′) < t/2)
≤ PS′(ΓEOp(f ∗, S ′) − ΓEOp(f ∗, S) > t/2).

Now using (D.7):

PS′(ΓEOp(f ∗) − ΓEOp(f ∗, S ′) ≥ t/2) ≤ 6 exp
(︄

−t2Nτ 2

32

)︄
≤ 1

2 ,

1If the supremum is not attained, this argument can be repeated for each element of a sequence of
classifiers approaching the supremum
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so:
1
21(ΓEOp(f ∗) − ΓEOp(f ∗, S) ≥ t) ≤ PS′(ΓEOp(f ∗, S ′) − ΓEOp(f ∗, S) > t/2).

Taking expectation with respect to S:

PS(ΓEOp(f ∗) − ΓEOp(f ∗, S) ≥ t) ≤ 2PS,S′(ΓEOp(f ∗, S ′) − ΓEOp(f ∗, S) > t/2)
≤ 2PS,S′(sup

f∈F
(ΓEOp(f, S ′) − ΓEOp(f, S)) ≥ t/2).

Given a set of n input datapoints z1, . . . , zn with zi = (qi, di, r(qi, di)), consider:

Fz1,...,zn = {(f(q1, d1), . . . , f(qn, dn)) : f ∈ F} (D.13)

Then the growth function of F is defined as:

SF(n) = sup
(z1,...,zn)

|Fz1,...,zn| (D.14)

We can now present a proof of Theorem 17:

Theorem 17. Suppose that v = V C(F) ≥ 1 and that 2Nm > v. Then for any δ ∈ (0, 1):

PS

⎛⎝sup
f∈F

(ΓEOp(f) − ΓEOp(f, S)) ≥ 8

√︄
2

d log(2eNm
d

) + log(24
δ

)
Nτ 2

⎞⎠ ≤ δ (D.15)

PS

⎛⎝sup
f∈F

(ΓDP(f) − ΓDP(f, S)) ≥ 8

√︄
2

d log(2eNm
d

) + log(24
δ

)
Nυ2

⎞⎠ ≤ δ (D.16)

PS

⎛⎝sup
f∈F

(ΓEOd(f) − ΓEOd(f, S)) ≥ 8

√︄
2

d log(2eNm
d

) + log(48
δ

)
Nτ 2

⎞⎠ ≤ δ (D.17)

Proof. Again we present the proof for equality of opportunity, with the other inequalities
following in an identical manner.
Note that given sets S and S ′, the values of ΓEOp(f, S) and ΓEOp(f, S ′) are completely
determined by the values of f on S and S ′ respectively. Therefore, for any t ∈

(︃
4
√︂

2 log(12)
Nτ2 , 1

)︃
using Lemma 10 and the union bound:

PS

(︄
sup
f∈F

(ΓEOp(f) − ΓEOp(f, S)) ≥ t

)︄
≤ 2PS,S′

(︄
sup
f∈F

(ΓEOp(f, S ′) − ΓEOp(f, S)) ≥ t/2
)︄

≤ 2SF(2Nm)PS,S′

(︂
ΓEOp(f, S ′) − ΓEOp(f, S) ≥ t/2

)︂
≤ 2SF(2Nm)PS,S′

(︂
(|ΓEOp(f, S ′) − ΓEOp(f)| ≥ t/4)

∨ (|ΓEOp(f) − ΓEOp(f, S)| ≥ t/4)
)︂

≤ 4SF(2Nm)PS

(︂
|ΓEOp(f) − ΓEOp(f, S)| ≥ t/4

)︂
≤ 24SF(2Nm) exp

(︄
−t2Nτ 2

128

)︄
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In particular, if d = V C(F), by Sauer’s lemma SF(2Nm) ≤
(︂

2eNm
d

)︂d
whenever 2Nm > d,

so:

PS

(︄
sup
f∈F

(ΓEOp(f) − ΓEOp(f, S)) ≥ t

)︄
≤ 24

(︃2eNm

d

)︃d

exp
(︄

−t2Nτ 2

128

)︄

It follows that:

PS

⎛⎝sup
f∈F

(ΓEOp(f) − ΓEOp(f, S)) ≥ 8

√︄
2

d log(2eNm
d

) + log(24
δ

)
Nτ 2

⎞⎠ ≤ δ (D.18)

whenever:

1 > 8

√︄
2

d log(2eNm
d

) + log(24
δ

)
Nτ 2 ≥ 4

√︄
2 log(12)

Nτ 2

It is easy to see that the right inequality holds whenever d ≥ 1, 2Nm ≥ d and δ < 1. In
addition, inequality (D.18) trivially holds if the left inequality is not fulfilled. Hence the result
follows.
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