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Modern computer systems store vast amounts of personal data, enabling advances in Al and ML but risking
user privacy and trust. For privacy reasons, it is sometimes desired for an ML model to forget part of the data it
was trained on. In this paper, we introduce a novel unlearning approach based on Forgetting Neural Networks
(FNNs), a neuroscience-inspired architecture that explicitly encodes forgetting through multiplicative decay
factors. While FNNs had previously been studied as a theoretical construct, we provide the first concrete
implementation and demonstrate their effectiveness for targeted unlearning. We propose several variants with
per-neuron forgetting factors, including rank-based assignments guided by activation levels, and evaluate them
on MNIST and Fashion-MNIST benchmarks. Our method systematically removes information associated
with forget sets while preserving performance on retained data. Membership inference attacks confirm the
effectiveness of FNN-based unlearning in erasing information about the training data from the neural network.
These results establish FNNs as a promising foundation for efficient and interpretable unlearning.

1 INTRODUCTION

Modern machine learning systems are increasingly
trained on personal or sensitive data. Legal frame-
works (e.g., right-to-erasure provisions) and organi-
zational policies therefore require the ability to re-
move the influence of specific data points after train-
ing (Juliussen et al., 2023). Beyond privacy, there are
also performance-related motivations: as data evolves
over time, previously relevant information may be-
come obsolete or even misleading, and it is often
desirable to efficiently eliminate such outdated in-
fluences from a model. Retraining from scratch on
the retained data is the gold standard but is typi-
cally computationally prohibitive. Machine unlearn-
ing addresses these challenges by aiming to efficiently
transform a trained model so that its predictions (and
internal representations) are indistinguishable from
those of a model that had never seen the “forget” data,
while maintaining utility on the remaining, up-to-date
distribution.
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Biological learning systems routinely balance ac-
quisition and deletion of information via homeostatic
and plasticity mechanisms such as synaptic scaling,
long-term depression, and consolidation (e.g. synap-
tic stabilization, metaplasticity) (Turrigiano, 2012;
Yger and Gilson, 2015). These processes suggest al-
gorithmic primitives such as gating, decay, and home-
ostasis, which (i) make where and how much for-
getting explicit, (ii) provide interpretable knobs that
can be audited, and (iii) integrate naturally with stan-
dard optimization routines. Grounding unlearning
in such neuro-inspired constructs can thus enhance
trustworthiness (by making failure modes and con-
trols more transparent) and explainability (by attribut-
ing changes to explicit forgetting factors rather than
opaque fine-tuning) (Ororbia et al., 2024).

Forgetting Neural Networks. We study a family
of neural architectures that include a forgetting term,
called Forgetting Neural Networks (FNN). FNNs
were introduced in (Cano-Coérdoba et al., 2017) as
fully connected or convolutional neural networks,
with a per-layer forgetting factor that decays expo-
nentially with time, inspired in the way that human
brains experience forgetting. In their original work,
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Cano-Cérdoba et al. propose this architecture as a
sound way to transport neuroscience-inspired meth-
ods to the phenomenon of forgetting, and prove re-
sults linking the speed of forgetting with the decay
of the parameters of the underlying neural network to
their default value.

Machine Unlearning with FNNs. In this paper, we
extend the original FNN architecture to a per-neuron
forgetting factor, and propose a novel mechanism to
use FNNs for targeted unlearning. In a machine un-
learning task, the input space is divided into two sets:
the retain set and the forget set. The goal is to mod-
ify a neural network properly trained in the whole in-
put space to perform poorly on the forget set, while
retaining the performance of the original network on
the retain set. During an unlearning phase with our
method, each factor multiplicatively attenuates either
activation values and weights of each neuron, accord-
ing to their forgetting parameter. By targeting high
forgetting parameters to the neurons most activated
on datapoints in the forget set, we are able to steer the
model towards erasing information associated with
the forget set, while maintaining performance on the
rest of the data. We use membership inference attacks
(MIAs) to measure the amount of information still
present in the network about the forget set. We pro-
pose an incremental algorithm that alternates phases
of learning, unlearning, and MIA testing, which lets
the user tune how much information the network for-
gets.

Experimental Evaluation. In our experimental
evaluation, we study the effect of forgetting rate as-
signment, concluding that the most efficient is to as-
sign forgetting rates to each neuron in accordance to
its activation in the forget set: neurons that are most
activated with instances of the forget set are the ones
that receive a more aggressive forgetting effect.

Our evaluation protocol compares FNN-style un-
learning against retraining and strong baselines for
vision-based tasks. We report test accuracy and
membership-inference attacks. We find that the im-
proved FNNs achieve near-parity with retraining on
retained utility while approaching chance-level mem-
bership detection on the forget set.

Contribution. The main contributions of this paper
are the following.

1. We extend forgetting neural networks to per-
neuron forgetting factors and provide the first im-
plementation of FNNs, providing an empirical
demonstration of their theoretical properties.

Machine Unlearning Using Forgetting Neural Networks

2. We introduce a novel method for machine un-
learning using forgetting neural networks, and
thus grounded in neuroscience-inspired forgetting
mechanisms.

3. We report on an empirical validation of our un-
learning method on standard classification bench-
marks for vision tasks (MNIST Digit and Fashion
datasets).

Outline of the Paper. Section 2 formalizes machine
unlearning, membership inference, and FNNs. Sec-
tion 3 presents our machine unlearning method using
FNNs, and Section 4 presents the results of our em-
pirical evaluation. We discuss strengths and limita-
tions in Section 5, related work in Section 6, and pro-
vide concluding remarks and pointers to future work
in Section 7.

2 PRELIMINARIES

2.1 The Problem of Machine
Unlearning

Let A4 denote a (possibly randomized) training algo-
rithm that maps a dataset D to parameters 8 = 4 (D).
The dataset decomposes into a retained subset R and a
forget subset F' with D = RUF and RN F = 0. Upon
a forget request for F, an unlearning procedure U
transforms O into ® = 7/(0, F) such that 8 is close
to 6 = 4(R), the model obtained by retraining on
the retained data only. We evaluate closeness via two
desiderata:

1. Utility on the Retain Set. Performance on the
retained distribution Dy is preserved. This can be
modeled as the test accuracy remaining within a
tolerance €, of 6*. Since obtaining training 6*
through fresh training can be expensive, it is usual
to compare to the performance of 6 as a proxy of
the performance of 6*.

2. Unlearning. The unlearned model 8 should not
contain information about the class membership
of elements in the forget set . This can be eval-
uated through the ineffectiveness of membership
inference attacks (MIA).

2.2 Membership Inference Attacks

Membership inference attacks (MIAs) test whether a
sample x belonged to a model’s training set by ex-
ploiting the different behavior that models often ex-
hibit on seen versus unseen data. In a typical formu-
lation, the adversary is given black-box access to a
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trained model fy and a datapoint (x,y), and must de-
cide whether (x,y) € D (a member) or (x,y) ¢ D (a
non-member). Since training generally reduces the
loss on samples it has seen, the distribution of losses
or output confidences can leak membership informa-
tion. Formally, let L(fo(x),y) denote the loss of model
fo on input x with label y. A simple but effective at-
tack is the likelihood-ratio test that compares the dis-
tribution of losses on members versus non-members:

_ Pr(L(fo(x),y) | (x,y) € D)
A(x,y) = Pr(L{fo () y) | (i) €D)°

If A(x,y) > v for some threshold v, the attack predicts
(x,y) was in the training set.

The effectiveness of a machine unlearning proce-
dure can be measured by how well it neutralizes such
attacks. In particular, for a perfectly unlearned model
0, the loss distribution on the forget set F should be
indistinguishable from that on held-out test data. In
this ideal case, any MIA behaves like random guess-
ing, with success probability 0.5. Deviations from 0.5
indicate residual information about F still encoded in
the model.

Loss-Based MIA. Following prior work (Shokri
et al., 2017; Choquette-Choo et al., 2021), the evalua-
tion in this paper instantiates the likelihood-ratio test
described above, using the forget set F' and a disjoint
test set as proxies for members and non-members, re-
spectively. Concretely, at each epoch the model’s loss
is computed on both F and the test set, and the empir-
ical separation of these two distributions defines the
attack’s success rate. This success rate is reported as
the MIA score. An MIA score close to 0.5 indicates
that unlearning was effective, whereas values signif-
icantly above 0.5 imply that the model still reveals
membership information about F.

2.3 Forgetting Neural Networks

A Forgetting Neural Network (FNN), first introduced
in (Cano-Cérdoba et al., 2017), is a variant of the
classical convolutional or fully connected neural net-
works in which trainable parameters are augmented
with a multiplicative forgetting factor. The moti-
vation comes from Ebbinghaus’s classical forgetting
curve (Ebbinghaus, 1885; Gay et al., 2016), which
characterizes the decay of memory retention in hu-
mans over time. In analogy to the neural processes of
forgetting in humans, FNNs explicitly encode forget-
ting into the network architecture by introducing per-
layer forgetting factors in the form of a decay function
(1), where 7 represents time. Typically, ¢(r) = e~ */7,
where the parameter 7 is the forgetting rate, defined
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as the time needed for the neuron to be dampened
by a factor of e~! ~ 37%. The weights and biases
of the FNN are obtained by multiplying the origi-
nal weights and biases by the corresponding forget-
ting factor, modulating their value as the forgetting
process advances. In contrast to standard networks,
where information is implicitly forgotten through op-
timization dynamics when new data is processed in
training batches, FNNs make the forgetting process
explicit and thus, interpretable.

Formally, in the single-layer case, when the output
of each neuron can be expressed as a standard percep-
tron X, g,](x) = 6((6y, x) +6}), the parameters of
the corresponding FNN are scaled by ¢(z), yielding a
temporal decay of the learned function, as expressed
in Equation 1:

Zio,,0,) (x:1) = 6 ((B - @(1),x) +05-9(1)). (1)
Extending this principle to multiple neurons and
multiple layers, each forgetting neuron introduces a
multiplicative factor @(r), whose effect propagates
through the network.

2.4 Activation Levels

To better target forgetting of a concrete set of data-
points, we need some way to understand which neu-
rons play the most important role in assigning a label
to the datapoints to forget. The activation level of a
neuron for a given dataset F is defined as the aver-
age magnitude of its post-activation output when the
datapoints in F' are passed through the network. For-
mally, let z;(x) denote the pre-activation input of neu-
ron j for a datapoint x, and let 6(-) be the activation
function of that neuron. Then the activation level of
neuron j with respect to dataset F is

1
Aj(F) = WGl Y |o(z;(x))]- 2)
xeF

Intuitively, A;(F) measures how strongly neuron
J responds on average when the forget dataset F is
presented. A higher value indicates that the neuron is
more involved in representing or memorizing features

of the forget set.

3 MACHINE UNLEARNING
USING FNNs

3.1 Forgetting Network Variants

Fixed vs. Varying Forgetting Rate. In their orig-
inal construction, forgetting neural networks imple-
ment the same forgetting factor for all neurons in the



same layer. This is what we call fixed forgetting rate
networks (FFR). We extend the original construction
by allowing different forgetting factors for different
neurons inside the same layer, to better account for
forgetting targeted information. We call these net-
works varying forgetting rate networks (VFR).

Types of VFR Networks. Among networks with a
varying forgetting rate, we study four different meth-
ods to assign a forgetting rate to each neuron. In the
first two of them, the forgetting rate is designed to tar-
get those neurons that produce large activation levels
in the forget set. The other two, which can be thought
of as baselines, introduce varying forgetting rates in a
less principled manner.

1. Rank forget rate: The neurons in a layer are sorted
in increasing order according to their activation
level in the forget set, A;(F). The neuron in the
Jj-th position (i.e., the neuron with rank j) is as-
signed a forgetting rate of j. Therefore, the higher
the activation level, the lower the rank, making the
forgetting for that neuron happen faster.

2. Top N forget rate: The top N neurons according to
their activation level in the forget set are given a
forgetting rate T = 7o, while the rest of the neurons
are set to not forget (equivalently, are set with a
forgetting rate of T = oo).

3. Ordered forget rate: The neurons in a layer are
sorted according to their original lexicographical
order, and assigned a forgetting rate based on their
position in this order. In this case, the order is
fixed at the initialization of the network, and does
not depend on activation levels.

4. Random forget rate: The neurons are assigned a
random forgetting rate, sampled from some distri-
bution D over the real positive numbers.

3.2 Unlearning Method

Once a variant of the forgetting neural network has
been chosen, we implement unlearning through an it-
erative process consisting of alternating /earning and
unlearning bouts. The goal of this process is to bal-
ance two competing objectives: on the one hand, re-
taining accuracy on the retain set, and on the other,
systematically erasing the influence of the forget set.

During a learning bout, the network is trained on
the retain data, which helps the model maintain per-
formance on non-sensitive samples and counteracts
the loss of generalization introduced by forgetting.
During an unlearning bout, the forget set is presented
to the network, and the forgetting layers apply the de-
cay function @(t) = ¢~/ to progressively weaken the

Machine Unlearning Using Forgetting Neural Networks

Input: training_data, testing_data,
retain_data, forget_data
Train model once on fraining _data;
for turn < 1 to N_turns do
/* Learning bout */
for epoch < 1 to training epochs do
I) Train model on retain_data,
IT) Evaluate accuracy on testing _data;
III) Evaluate MIA on forget_data;
end
/* Unlearning bout */
for epoch < 1 to forget_epochs do
I) Present forget_data and apply
forgetting functions @(¢ = epoch);
II) Evaluate accuracy on festing data;
III) Evaluate MIA on forget_data,
end

end
Algorithm 1: Machine Unlearning using FNNs.

neurons most responsible for encoding the forget data.
This pairing of learning and unlearning ensures that
forgetting is targeted at sensitive information, while
performance on the remaining data is preserved.

The process is repeated for n turns, each consist-
ing of a learning bout followed by an unlearning bout.
Inside each learning bout

4 EXPERIMENTAL EVALUATION

In this section, we report the results of our empiri-
cal evaluation of performing machine unlearning with
our FNN-based method, as described in Section 3.
The main goal of our experiments is to have a proof
of concept showing the effectiveness of the unlearn-
ing algorithm, to show that varying forgetting rates
induce better forgetting results than classical (fixed)
ones, and to determine which one of the strategies to
choose the variation in forgetting rates gives best re-
sults.

4.1 Experimental Setup

Datasets. The MNIST handwritten digit recogni-
tion (HDR) dataset (Deng, 2012) has long been one
of the standard benchmarks for vision-based ML clas-
sification problems. Following concerns that it may
be too easy as a problem, Xiao at al. introduced the
MNIST fashion dataset (Xiao et al., 2017), as an al-
ternative with the same format and a more challeng-
ing classification problem. We use both datasets in
our experiments.

1539



ICAART 2026 - 18th International Conference on Agents and Artificial Intelligence

L A1

Convolutional + ReLU Softmax

@ Max pooling

Figure 1: Diagram of the implemented model. Built with
the help of (Leung, 2022).

r J Fully connected

/:j Forget layer

Neural Network. For both datasets, we employ the
same neural network architecture. It consists of two
convolutional layers, each followed by ReLU activa-
tion and max pooling, and two fully connected lay-
ers. A final softmax layer produces the classification
scores for each class.

We apply forgetting factors to the fully connected
layers. In our evaluation, we experiment with apply-
ing forgetting to both fully connected layers, and only
to the outermost one. The architecture, comprising
approximately one million trainable parameters, is il-
lustrated in Figure 1.

We denote experiments with forgetting in both
fully connected layers as (2-L), and experiments
where only the F'L2 layer has active forgetting as (1-L).

Initial Training. Before applying any forgetting,
we train the neural network on the full training split of
each dataset using the Adam optimizer (Kingma and
Ba, 2015) with a batch size of 64. This results in a
test accuracy of approximately 95%.

4.2 Accuracy of the Unleared Models

In our first set of experiments, we track the accu-
racy of the neural network as Algorithm 1 progresses,
for different types of forgetting schemes. As algo-
rithm parameters, we use training epochs = 2 and
forget_epochs =4.

In Figure 2, we show the learning-unlearning
graph for fixed forgetting rate (FFR) models for both
datasets. We use a fixed forgetting rate of T = 2.

In Figures 3 and 4, we show the learning-
unlearning curves for the different types of varying
forgetting rates (VFR). We use N = 30 for the Top-
N rate. To keep a fair comparison among the different
forgetting schemes with varying rate and also with the
fixed rate scheme, in all methods that apply a single
forgetting rate to some of the neurons (i.e., fixed, ran-
dom, and Top 30), we use the same forgetting factor
of T=2.
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We can already observe the general pattern that the
accuracy increases with learning phases and decreases
with unlearning phases, which was to be expected.
We see more consistent results for the HDR dataset
than the Fashion dataset, which may stem from the
fact that Fashion classification is a more challeng-
ing task, so performance can be lost quickly. The
graphs also show the tendency, however, that sub-
sequent learning-unlearning turns help increase per-
formance. Among the different strategies for vary-
ing forgetting rates, random shows the most inconsis-
tent results, which was to be expected. Rank shows
the best performance results, together with ordered
in some cases. Rank is the most principled way of
defining forgetting rates. We think that ordered may
be the one that benefits the most from having several
learning-unlearning turns, because the network can
adapt the neurons responsible to learn the retain set
at each turn, as the neurons with high forgetting rate
are kept fixed through the turns. Top 30 shows the
steepest unlearning, with a big portion of the accu-
racy being lost already in the first forgetting epoch.
This phenomenon suggests that it may be too aggres-
sive as a forgetting strategy.

We conclude that rank forgetting is the strategy
that shows best results among the VRF strategies, so
in the next phase of the empirical evaluation we will
only use Rank as a VFR scheme.

4.3 Membership Inference Attacks

Setup. As discussed in Section 2.2, membership in-
ference attacks (MIAs) are a standard tool for eval-
vating unlearning performance. In an MIA, an ad-
versary attempts to determine whether a given dat-
apoint was part of the training set. The resulting
MIA score ranges from O to 1, where a score of
0 corresponds to high confidence that the datapoint
was not included in training, and a score of 1 corre-
sponds to high confidence that it was included. For
machine unlearning, a score closer to 0.5 indicates
better performance, as it reflects indistinguishability
between training and non-training data. We imple-
ment MIAs using the Adversarial Robustness Tool-
box (ART) (Nicolae et al., 2018). Following stan-
dard practices in machine unlearning', as a baseline
we use the retrain-from-scratch method, which con-
sists of training the neural network from scratch on
the fraction of the train dataset that contains no points
from the forget set.

ISee, for example, the NeurIPS 2023 Machine Unlearn-
ing Challenge,
https://unlearning-challenge.github.io/.
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Figure 2: Learning-unlearning curve for FFR FNN.

Unlearning Performance of FNNs. In Figures 5
and 6, we show the learning-unlearning curves, to-
gether with the MIA scores, for our different forget-
ting schemes (FFR and Rank VFR, 1-L and 2-L).
In general, we observe an improvement as the learn-
unlearn turns progress. As our “final forgetting objec-
tive”, we consider that a neural network that retains
accuracy over 95% and an MIA score of 0.540.1 has
achieved “optimal forgetting”. These “optimal for-
getting” timesteps are marked in green in Figures 5
and 6.

Comparison to Baseline. As mentioned before, we
use the retrain-from-scratch method as our natural
baseline for unlearning. The results of this baseline
method are reported in Figure 7. We can observe
that the baseline method achieves a good performance
in terms of both accuracy and MIA from the begin-
ning (i.e., it does not benefit from subsequent turns,
as there is no learning-unlearning loop, only the same
learning task). We also observe that, although the
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Figure 3: Learning-unlearning curve for VFR FNN on the
MNIST HDR dataset.

model shows high accuracy and good MIA scores, at
no point do they achieve what we defined as “optimal
forgetting”. This phenomenon of over-shooting the
unlearning is a documented issue in machine unlearn-
ing literature, known as “over-forgetting”. We discuss
it further in the following section.

S DISCUSSION

Neuroscience-Inspired Methods in ML. The
Ebbinghaus forgetting curve is one of the earliest
documented phenomena in the scientific study
of memory, demonstrating that forgetting fol-
lows a systematic temporal pattern. Ebbinghaus’s
work (Ebbinghaus, 1885) marked a transition from
philosophical speculation to experimental measure-
ment, laying the foundation for modern cognitive
modeling. See Figure 8 for an early graphical depic-
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Figure 4: Learning-unlearning curves for VFR FNN on the
MNIST Fashion dataset.

tion of this curve, using Ebbinhaus original data. Our
method highlights the value of drawing inspiration
from cognitive science and neuroscience in the design
of ML algorithms. By embedding explicit forgetting
factors into the network architecture, the process of
unlearning becomes more transparent: information
is weakened in controlled, interpretable ways rather
than hidden in the opaque optimization dynamics of
fine-tuning or retraining. This allows practitioners
to reason about where forgetting occurs and how
strongly it impacts particular neurons. Moreover,
the analogy with human memory processes (e.g.,
Ebbinghaus’ forgetting curve) provides an intuitive
conceptual grounding, which can increase trust and
explainability. At the same time, this biological
analogy should be seen as a useful heuristic rather
than a literal model: the simplifications made in
FNNs only partially capture the complexity of human
forgetting.
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Figure 5: Learning-unlearning curve & MIA score for fixed
forgetting rate networks.

Other VFR Methods. Among the proposed strate-
gies, the rank-based varying forgetting rate (VFR)
proved most effective in balancing utility and forget-
ting. This suggests that activation levels provide a
reasonable proxy for which neurons encode forget-set
information. However, the performance gain over the
fixed forgetting rate (FFR) baseline was not dramatic,
and other principled ways of assigning forgetting fac-
tors remain unexplored. Additionally, we only study
forgetting on the fully connected layers, because it is
there where more conceptual-level information is en-
coded, and it would be interesting to see what is for-
gotten when dampening the convolutional layers.

The Over-Forgetting Phenomenon. Interestingly,
we observe that Rank VFR sometimes achieves both
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Figure 6: Learning-unlearning curve & MIA score for Rank
VER forgetting networks.

high accuracy and near-random MIA scores, while the
retrain-from-scratch baseline does not meet this joint
condition. Since retraining is the gold standard for ex-
act removal, this discrepancy highlights a conceptual
difference: retraining corresponds to neutral forget-
ting (as if the samples had never been seen), whereas
forgetting neural networks implement an active for-
getting mechanism that deliberately dampens the sig-
nal of forget samples. In this sense, FNNs behave
less like retraining and more like human memory sup-
pression, where unwanted experiences are not merely
absent but actively erased together with their associa-
tive traces. This phenomenon, known in the literature
as over-forgetting, has been documented in many ma-
chine unlearning approaches (Zhao et al., 2024; He
et al., 2025). Such behavior reflects the fact that many
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Figure 8: Early depiction of the Ebbinghaus forgetting
curve. Image taken from (Woodworth, 1921, Fig. 53).

methods, including ours, implement active suppres-
sion mechanisms rather than neutral removal. While
this can reduce the effectiveness of membership infer-
ence attacks, a lower MIA score does not necessarily
mean a “better”” unlearning outcome, as it may instead
indicate that the model has entered an over-forgetting
regime.

Comparison to State of the Art. In machine un-
learning, retraining from scratch on the retained
dataset naturally serves as the gold standard, since
it guarantees removal of the forget set’s influence.
For this reason, comparison to other state-of-the-art
methods is less critical than in many other ML do-
mains: the key benchmark is how closely an un-
learning method approximates retraining in terms of
both utility and privacy. Our results show that FNN-
based unlearning approaches this gold standard, of-
fering similar accuracy and protection against mem-
bership inference.

Efficiency and Guarantees. While our method has
the advantage of being principled and interpretable,
optimization-based methods provide faster erasure
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with fewer epochs, and other methods incorporate
guarantees of exact equivalence to retraining under
certain assumptions. In contrast, FNNs currently lack
formal guarantees of correctness: our experiments
show promising empirical forgetting, but we cannot
theoretically certify that the influence of the forget set
is fully removed, other than the limit for t — oo, where
the whole network converges to its default value, as
already pointed out in (Cano Cérdoba, 2018).

6 RELATED WORK

There is a vast body of literature on machine unlearn-
ing, reflecting its importance for privacy, fairness, and
accountability in modern Al systems (Bourtoule et al.,
2021; Nguyen et al., 2022; Qu et al., 2024; Zhang
et al., 2023). Unlearning methods can be broadly di-
vided into approaches for neural networks and those
targeting more traditional machine learning models.

Unlearning with Neural Networks. Given the
widespread adoption of deep learning models, un-
learning methods specifically designed for neural net-
works have gathered considerable attention. Early
work by Golatkar et al. proposed to estimate the con-
tribution of forget samples to the weights of a trained
DNN and remove them via perturbation (Golatkar
et al., 2019), later improving their approach through
linear approximations that cast the unlearning task
as a quadratic optimization problem (Golatkar et al.,
2021). Kim et al. developed a bias-prediction net-
work to selectively unlearn biased information from
learned embeddings (Kim et al., 2019). More re-
cently, Chundawat et al. introduced a student—teacher
framework together with the Zero Retrain Forgetting
(ZRF) metric to guide knowledge transfer while re-
moving the influence of forget samples. Hoang et
al. proposed Projected Gradient Unlearning (PGU),
which preserves knowledge of the retain set by pro-
jecting updates into the orthogonal complement of its
gradient subspace (Hoang et al., 2024).

In parallel, several works have focused on cer-
tified unlearning, where the aim is to provide for-
mal guarantees that forgetting is equivalent (or close)
to retraining from scratch. Neel et al. introduced
the Descent-to-Delete framework for convex objec-
tives (Neel et al., 2021). Sekhari et al. formalized cer-
tified removal in convex optimization (Sekhari et al.,
2021). Thudi et al. extended these ideas to stochastic
gradient descent by unrolling updates (Thudi et al.,
2022). Izzo et al. analyzed approximate unlearning
in deep networks and proposed influence-based algo-
rithms (Izzo et al., 2021). Guo et al. provided certifi-
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cates of removal applicable to a broad class of mod-
els (Guo et al., 2020), and subsequent work has im-
proved efficiency (Tarun et al., 2023).

Unlearning with Traditional ML. Before the fo-
cus shifted to deep networks, unlearning was studied
in more classical settings. For Support Vector Ma-
chines (SVMs), decremental learning methods were
proposed to update models efficiently when samples
are removed (Duan et al.,, 2007; Karasuyama and
Takeuchi, 2010). Cao and Yang (Cao and Yang, 2015)
introduced a general framework that transforms cer-
tain learning algorithms into summation forms, en-
abling the removal of samples by updating corre-
sponding statistics. Brophy and Lowd later developed
the Data-Removal-Enabled (DARE) forests for ran-
dom forests, which cache node statistics to permit ef-
ficient unlearning (Brophy and Lowd, 2021). Other
directions explored Bayesian models (Nguyen et al.,
2020) and clustering models, such as K-means, where
Ginart et al. introduced the first sublinear-time exact
unlearning algorithm (Ginart et al., 2019).

Connections to Privacy Attacks. Finally, there is
a close connection between unlearning and member-
ship inference attacks (MIAs) (Shokri et al., 2017;
Yeom et al., 2018; Choquette-Choo et al., 2021).
Since the goal of unlearning is to remove traces of
forget samples from a model, effectiveness is often
evaluated by the inability of MIAs to distinguish for-
get samples from unseen data. This connection has
motivated the use of MIAs as an evaluation standard
across many unlearning studies, including ours.

Neuroscience-Based Approaches to ML. The
ideas presented in this paper are part of a
broader trend in AI research to draw inspira-
tion on neuroscience mechanisms. For example,
context-dependent gating—where only sparse, mostly
nonoverlapping subsets of hidden units activate per
task—was proposed as a neuroscience-inspired mech-
anism to reduce interference in continual learning
(Masse et al., 2018). Synaptic consolidation or meta-
plastic control (i.e. regulating plasticity based on his-
torical importance) similarly provides a regulated for-
getting mechanism (Jedlicka et al., 2022; Zenke and
Laborieux, 2024). In spiking neural models, adaptive
synaptic decay (e.g. Adaptive Synaptic Plasticity) ex-
plicitly “leaks” weights unless reinforced by new ev-
idence (Panda et al., 2017). Finally, offline replay or
sleep-like reactivation (as a form of consolidation) has
been empirically observed to mitigate forgetting in ar-
tificial networks (Tadros et al., 2022; Golden et al.,



2022). Together these illustrate that neuroscience-
inspired forgetting and adaptation mechanisms are vi-
able, interpretable, and potentially robust tools for
trustworthy unlearning in Al systems.

7 CONCLUSION AND FUTURE
WORK

We presented the first application of Forgetting Neu-
ral Networks (FNNs) to the problem of machine un-
learning. By introducing per-neuron forgetting fac-
tors and targeted unlearning strategies, our method
translates neuroscience-inspired forgetting mecha-
nisms into practical ML tools. Our experiments on
MNIST and Fashion-MNIST showed that FNN-based
unlearning preserves utility on the retain set while ef-
fectively neutralizing membership inference attacks,
with performance approaching that of the retraining
gold standard. Among the studied configurations, the
rank-based varying forgetting rate appears to be the
most reliable strategy.

Future work should address several limitations.
First, our evaluation was restricted to small-scale vi-
sion benchmarks; scaling FNN unlearning to more
complex datasets and modern architectures (e.g.,
transformers) is a natural next step. Second, the cur-
rent approach handles a single forget request; extend-
ing it to sequential and overlapping requests would
broaden its applicability. Finally, the explicit structure
of FNN forgetting factors suggests opportunities be-
yond privacy: for example, adapting the mechanism
to enforce fairness constraints, remove spurious cor-
relations, or provide interpretable guarantees of com-
pliance with right-to-erasure requirements.
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